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ABSTRACT 
 

 

Providing trustworthy estimates of the reliability of fault-tolerant disk arrays is a hard 

task because analytical techniques are based on assumptions that are never realized in 

actual disk arrays and simulation techniques require writing a new simulation program 

for each array organization we want to investigate. 

We wrote the Proteus simulation program to address these issues.  First, Proteus is 

flexible and can be parameterized to model most fault-tolerant disk array organizations. 

Second, Proteus designed to run fast, which is important because obtaining tight 

confidence intervals for the reliability of highly fault-tolerant disk arrays often requires 

millions of simulation runs. Finally, Proteus is written in Python 3, a freely available 

language that has been ported to many programming environments.  

We used Proteus to evaluate the reliability of various fault-tolerant disk array 

organizations, among which RAID levels 4, 5, and 6 and two-dimensional RAID arrays.  

Our measurements have shown a surprisingly good agreement with the reliability figures 

obtained through analytical techniques and indicate that there is very little difference 

between the reliability values obtained assuming deterministic repair times and those 

assuming exponential repair times.  
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CHAPTER I 

INTRODUCTION 

 

Modern societies produce ever increasing amounts of data and store most of these data in 

digital form. For various reasons, the owners of these data often prefer to store them 

online. In the present state of the technology, it means storing them on magnetic disks. 

Unfortunately for us, disks happen to be one of the least reliable computer components 

with observed failure rates that can reach 8 percent per year [PWB07, SG07]. Ensuring 

the integrity of their data in the presence of disk failures has thus become a huge 

challenge.  

The conventional way to protect online data was through frequent backups.  Two 

factors make this solution much less attractive today than in the past. First, the amounts 

of data currently stored online have vastly increased. As a result, the time required to 

back up a large data set will often exceed the time interval between two daily backups. 

Second, backup subsystems suffer from technical obsolescence. This is especially 

important for all data that have to be kept for decades because the equipment needed to 

read the saved data might not be available ten or twenty years from now. 

Nowadays, the preferred way to address this issue is to build online storage 

systems that can tolerate disk failures without suffering any data loss.  The simplest way 

to achieve this goal is to keep at least two copies of the stored data and to store each copy 

on a separate disk. This technique is known as mirroring when it is applied to the 

contents of entire disks. While mirroring effectively protects data against all single disk 

failures, it presents the main disadvantage of doubling the cost of the entire storage 
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system. Erasure coding offers a more cost efficient alternative. Consider, for instance, the 

case of RAID level 5 arrays [PGK88, CL+94, W12]. These arrays require n + 1 disks to 

store the contents of n disks but guarantee that the data will always survive the failure of 

any of these n + 1 disks. RAID level 6 arrays offer a higher level of data protection by 

tolerating the failure of up to two disks but require n + 2 disks to store the contents of n 

disks and must propagate all updates to three of these n + 2 disks [BM93, W12]. More 

complex solutions are possible among which are various combinations of basic RAID 

organizations [W12], two-dimensional RAID arrays [HG+94], and multilevel redundancy 

coding [WS+09]. 

The next problem is how to compare the performances of these disk array 

organizations. The three more important indices are the space overhead of the 

organization, its read and write throughputs, and its reliability. Computing the space 

overhead of a redundant disk array is a trivial task as we only have to total the space 

taken by redundant information, let it be mirrored copies of the data or parity blocks. 

Estimating read and write throughputs is not much more difficult and can generally be 

done by simple inspection of the array. 

Evaluating the reliability of a disk array is a much more difficult task as it 

requires computing its reliability function R(t), that is, the probability that the array will 

operate correctly over the time interval [0, t] given that it operated correctly at time t = 0. 

Computing that function requires solving a system of linear differential equations, a task 

that becomes quickly intractable as the complexity of the system grows. As a result, 

nearly all studies of disk array reliability compare disk array reliabilities using their mean 
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times to data loss (MTTDLs), which can be computed analytically by solving a system of 

linear equations. 

There are several problems with this approach. First, it requires failure times to be 

distributed according to an exponential law. While the exponential distribution provides a 

good approximation of the actual disk failure distribution, it fails to take into account the 

higher failure rates observed during the first few months of deployment (the so-called 

disk infant mortality) and during the last years of its useful lifetime. Second, the 

analytical approach also requires repair times to be distributed according to an 

exponential law. This restriction is much less defensible than the one on disk failure 

times because disk repair times do not exhibit the wide variations that are characteristic 

of the exponential distribution. Deterministic repair times are indeed a much more 

reasonable hypothesis.  Finally, MTTDLs capture the behavior of ideal disks that would 

operate for tens or hundreds of years without ever being replaced unless they fail. This is 

not true for actual disks, which are replaced every five to seven years, often without 

having ever failed. As result, these estimates tend to underestimate the reliability of 

actual disks. This is especially true for highly redundant disk arrays that are designed to 

operate without being repaired during their useful lifetime [PS+08]. 

Simulation offers a much more flexible solution because a simulation program 

can be designed to represent as accurately as possible the behavior of the simulated 

system. The two main drawbacks of the approach are the time invested in writing the 

simulation program and the need to perform multiple runs in order to obtain acceptable 

confidence intervals for the measured values. 
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We wrote the Proteus simulation program to address these two issues.  First, 

Proteus is flexible and can be parameterized to model most fault-tolerant disk array 

organizations, among which mirroring, RAID levels 4 to 6, and two-dimensional RAID 

arrays. Defining the simulation parameters is a trivial task for simple disk array 

organizations such as mirroring and RAID levels 4 to 6. For more complex organizations, 

it requires retracing the first steps of the development of an analytical model. Second, 

Proteus is lean. It is designed to run fast, which allows users to perform millions of 

simulations within a reasonable time interval. Finally, Proteus is portable. It is written in 

Python 3, a freely available language that has been ported to many programming 

environments.  

We illustrate the flexibility of Proteus by using it to evaluate the reliability of the 

various fault-tolerant disk array organizations, among which RAID levels 4, 5, and 6 and 

two-dimensional RAID arrays.  Our measurements have shown a surprisingly good 

agreement with the reliability figures obtained through analytical techniques, with these 

figures falling almost always in the 95 percent confidence intervals that Proteus 

produced. In addition, our simulations of RAID level 5 and 6 disk array indicate that 

there is very little difference between the reliability values obtained assuming 

deterministic repair times and those assuming exponential repair times. These results 

confirm the earlier observations of Carroll and Long regarding replicated data availability 

[CL89]. 

The remainder of this paper is organized as follows: Chapter II presents 

background materials on simulation techniques and RAID arrays. Chapter III introduces 
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the Proteus simulator. Chapter IV presents experimental results and compares them with 

those obtained through analytical methods. Finally, Chapter V has our conclusions. 
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CHAPTER II 

BACKGROUND 

In this chapter, we review background materials concerning simulation techniques and 

fault-tolerant disk arrays. 

2.1 The Simulation Approach 

Let us assume we want to investigate a given system but either the system does not exist 

or the experiments we want to conduct on it are not feasible. A more practical approach 

would consist of building a working model of the system and experiment with it. This 

simulation model could be physical (as a mockup model of a space shuttle), 

computational, or even purely numerical. In all three cases, simulation remains an 

experimental technique that produces raw numbers that must be analyzed as any other 

experimental results. 

Computational models offer the main advantages of being extremely flexible and 

almost always easier to build than physical models.  In addition, increased processing 

speeds and reduced computing costs have made the approach more practical than ever. 

2.1.1 Discrete simulation models 

Many computer models of physical systems use a continuous approach because these 

systems evolve over time in a continuous manner, often described by a set of differential 

equations. Other systems can be described as a set of entities whose states only change as 

the result of an event. Let us consider for instance the case of a hard disk. It will remain 
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operational until it experiences a failure and will remain in the failed state until it is 

repaired or replaced. We will say that the disk has two states, namely, an operational  

 

time = 0 

compute first failure_time 

schedule a “failure” event at time failure_time 

disk_state = “operational” 

while time < simulation_duration : 

 get event_type, event_time for next event 

 time = event_time 

 if event_type == “failure” : 

  disk state = “failed” 

  compute new repair_time 

  schedule a “repair” event at time  time +repair_time 

 else :    # event_type must be “repair” 

  disk_state = “operational” 

  compute new failure_time 

  schedule a “failure” event at time time + failure_time 

Figure 2.1. Python pseudocode simulating the behavior of a single disk 

using an event-oriented approach 
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state and a failed state, and that change of state can only occur as the result of either a 

failure or a repair. Such systems are known as discrete systems by opposition to 

continuous systems. 

2.1.2 The event-oriented approach 

There are two approaches to the simulation of discrete systems. The event-oriented 

approach maintains an event list that contains all known future events sorted by the times 

at which they will occur. At each simulation step, the simulation program extracts the 

next event from the list, updates the states of the system entities and possibly predicts the 

occurrence of the next events. Figure 2.1 presents the Python pseudo-code simulating the 

behavior of a hard disk subject to failure and repair events. Observe that the simulated 

void disk() { 

 create("disk"); 

 while (simtime() < lifetime) { 

  hold(failures->exponential(mttf));  

  // disk failed 

  hold(repairs->exponential(mttr)); 

  // disk is repaired/replaced 

 } // while 

} // disk 

Figure 2.2. CSIM pseudocode simulating the behavior of a single disk 

using a process-oriented approach 
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time does not vary in a continuous fashion. It is instead updated each time a new event is 

processed. 

A main advantage of the event-oriented approach is that event-oriented simulation 

program can be written in any programming language. Its main disadvantage is that it is 

not well suited to the simulation of complex systems. 

2.1.3 The process-oriented approach 

Various specialized simulation languages, among which Simscript [S12b] and CSIM 

[S01], allow programmers to describe the behavior of the system by defining special 

functions or processes that model the behavior of each system entity. Figure 2.2 presents 

the CSIM code for a disk process defining the behavior of a hard disk. The code assumes 

that times to fail and times to repair are both distributed according to exponential laws. 

Time delays are now expressed by a hold(time_interval) function that delays the next 

action for a given time interval of simulated time. 

As we can see, the process-oriented approach offers the main advantage of 

allowing the programmer to focus on the dynamic behavior of each system entities rather 

than on the mechanics of the simulation process. Its main disadvantage is its limited 

portability due to the proprietary nature of the best discrete simulation language: a 

program written in Simscript or CSIM can only be compiled on a computer having the 

appropriate license. 

2.1.4 Trace-driven simulation 

Simulation is an important tool for estimating the performance of memory hierarchies, 

among which the caches, virtual memory systems and the file system. The best tool for 



 10 

evaluating these systems is to collect appropriate traces (memory references for caches, 

page references for virtual memory systems or file, and block traces for file systems) and 

use them to simulate the performance of the organizations and policies we want to 

investigate. 

2.2 Disk Array Organizations 

In this section we review redundant disk organizations and their motivations. 

2.2.1 How disks fail 

If we exclude keyboards, mice, printers, and other input/output devices, magnetic disks 

remain the last computer element that includes moving parts. As a result, they remain one 

of the least reliable parts of any computer systems. While disk manufacturers often 

advertise mean time to failures (MTTF) exceeding one million hours, these values must 

be qualified. First, an advertised MTTF of one million hours does not imply that disks 

could run for one million hours with a 50 percent chance of failing over that interval. 

Actual disks are not designed to run for that long. Most of them will wear out well before 

having spun for one hundred thousand hours. What manufacturers mean is that their disk 

drives will fate at a rate of less than one failure every million hours before they wear out. 

Second, these MTTFs assume that disk drives will always run under ideal conditions. 

Authors who investigated actual disk failure rates have reported disk failure rates that go 

up to 8 percent failures per year, which roughly corresponds to a MTTF of one hundred 

thousand hours [PWB07, SG07]. 

Fortunately for us, disk failures are clean: a disk either returns the correct block 

values or no values at all: a disk experiencing a total failure will remain silent while a  
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RAID level 0 

 

Figure 2.3.  A RAID level 0 organization. 

RAID level 1 Mirrors

 

Figure 2.4.  A RAID level 1 organization. 

 

disk unable to read a given block will return an irrecoverable read error code. As a result, 

a fault-tolerant disk array will never have to detect and correct erroneous information. 

2.2.2 Basic RAID organizations 

Before discussing specific fault-tolerant disk array organizations, we will review some 

basic disk array organizations. We will follow the standard classification introduced by 

Patterson, Gibson and Katz [PGK88, CL+94, W12]. 

RAID level 0 is the most basic organization. As we can see on Figure 2.3, all 

component disks contain data without any provision for redundancy. As a result, any disk 

failure will result in a data loss. This risk increases proportionally to the number of disks 

in the array because the failure rate of a RAID level 0 array with n disks is equal to n 

times the failure rates of an individual disk. The two advantages of the scheme are its 

simplicity and its efficient usage of the disk space. Because it maintains no redundant 



 12 

information, all the disk space can be used to store data.  We will say that its space 

overhead is zero percent. 

The next organization, RAID level 1, is also known as mirroring. All data are 

stored on two identical disks. Figure 2.4 presents an instance of such a RAID level 1 

organization: the contents of two disks at the left are mirrored on the two disks at the 

right. As a result, a RAID level 1 organization will protect its data against all single disk 

failure and most double disk failures, but not the simultaneous failure of two disks in a 

mirror pair.  The sole disadvantage of this solution is its high cost. Because all data are 

replicated on two disks, it requires twice as much disks as a RAID level 0 with the same 

storage capacity.  As result, its space overhead is 50 percent. Write operations will now 

involve writing on two disks, while read operations can benefit from the possibility of 

accessing the two disks of a mirrored pair in parallel. Despite its high cost, RAID level 1 

remains a popular disk array organization thanks to its simplicity and its excellent fault 

tolerance. 

The RAID level 2 uses error correction codes and adds two or more check disks 

in order to correct errors resulting from disk failures. The number of check disks depends 

on the number of data disks they have to protect: n check disk can protect to (2
n
 – 1) data 

disks. Figure 2.5 represents a RAID level 2 organization with two check disks that could 

protect up to three data disks. In a different scenario, three check disks are needed for 

monitoring total four to seven data disks. The major disadvantage of this solution is that it 

proposes to solve a problem that does not exist because disk failures are silent failures. 

As a result, we can use cheaper omission correction codes instead of the more complex 

error correction codes used in telecommunications.  
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RAID level 2 
Check disks

 

Figure 2.5.  A RAID level 2 organization. 

RAID level 3
Parity disk

 

Figure 2.6.  A RAID level 3 organization. 

 

As we can see on Figure 2.6, a RAID level 3 organization consists of n data disks 

plus one parity disk. The parity disk contains the exclusive or (XOR) of the contents of 

all data disks. Define the set of bits that are involved in this process as a parity stripe. If 

b1, b2, …, bn designate these individual bits, their parity p will be: 

p = b1  b2  …  bn, 

with bit bj residing on disk j for 1  j  n. 

Assume now that disk k fails resulting in the permanent loss of bit bk. Boolean logic 

teaches us that it can be recovered by computing the exclusive or of all remaining data 

disks and the parity disk: 

bk = b1  …  bk-1  b k+1  …  bn  p. 
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RAID level 4 Bottleneck

 

Figure 2.7.  A RAID level 4 organization. 

RAID level 5

 

Figure 2.8.  A RAID level 5 organization with one parity data distributed across all disks. 

 

As a result, RAID level 3 organizations can recover from a failure of any single 

disk in the array. Their space overhead is equal to 1/(n + 1), that is, 20 percent for a disk 

array consisting of four data disks and one parity disk. The sole disadvantage of this 

organization is the way it organizes its read and write operations: each block is portioned 

into as many fragments as there are data disks and the corresponding parity fragment is 

computed before every write. As a result, each write operation involves all disks in the 

array and each read operation involves all its data disks. Hence the performance of a 

RAID level 3 array is not different from that of a single disk. 

RAID level 4 organizations address that issue by writing entire blocks on each 

data disk. As we can see, on Figure 2.7, a RAID level 4 array looks identical to a RAID 

level 3 array with the same number of disks. The main advantage of the new organization 
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RAID level 6

 

Figure 2.9.  A RAID level 6 organization with two parity data distributed across all disks. 

 

is that data blocks residing on different disks can now be accessed in parallel, which 

results in a much higher read throughput than a RAID level 3 organization with the same 

number of disks. The same is not true for write operations as each write operation will 

have to access the parity disk in order to update the parity block.  

As we can see on Figure 2.8, RAID level 5 organizations solve that issue by 

scattering its parity data among all disks.  While RAID level 3 and 4 organizations 

consisted of n data disks and one parity disks, a RAID level 5 organization comprises of 

n + 1 identical disks with a fraction n/(n + 1) of each disk containing data and the 

remainder containing parity data. As a result the space overhead of a RAID level 5 

organization with n + 1 disks is 1/(n + 1). 

Thanks to its superior performance, RAID level 5 was for a long time the standard 

redundant organization in most large installations. As disk capacities have increased over 

the last twenty years, this situation is about to change. First, larger disks are more likely 

to contain at least one bad block. Second, reconstituting the contents of a disk that failed 

takes much more time than when disks were smaller. The impact of these two factors on 

disk array reliability has motivated the search for more robust disk organizations [C12a]. 
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D11 D12 D13
P1

D21 D22 D23 P2

D31 D32 D33 P3

Q1 Q2 Q3

 

Figure 2.10.  A two-dimensional RAID array with nine data disks and six parity disks. 

 

RAID level 6 organizations address this issue by adding additional parity data that 

allow the array to tolerate up to two concurrent disk failures. [SB92, BM93]. Figure 2.9 

illustrates such an organization. In a RAID level 6 organization with n + 2 disks, each of  

the disk will use a fraction n/(n + 2) of its capacity to store data and the remainder to 

store parity data. As a result, the space overhead of a RAID level 6 organization with 

n + 2 disks is 2/(n  + 2), that is, 20 percent for a disk array consisting of ten disks. A 

major issue with RAID level 6 organizations has been the complexity of the parity update 

process. This is not true today because several simple parity schemes have been 

developed over the years among which EvenOdd [BB+95], row-diagonal parity [CE+04, 

GX08], and the liberation codes [P08a, P08b]. As a result, RAID level 6 is now the 

current standard for large disk installations [C12a].  
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D11 D12 D13
P1

D21 X D23 X

D31 D32 D33 P3

Q1 X Q3

 

Figure 2.11.  A fatal triple failure. 

 

2.2.3 Two-dimensional RAID organizations 

Consider the disk array represented on Figure 2.10. It consists of n
2
 data disks and 2n 

parity disks organized in such a way that each data disk belongs to two distinct RAID 

level 4 arrays, namely, a “horizontal” parity stripe comprising of all data disks and  the 

parity disk in the same row and a “vertical” parity stripe comprising of all data disks and 

the parity disk in the same column. For instance, disk D23 belongs to: 

– A “horizontal” parity stripe comprising data disks D21, D22, D23 and parity disk P2, 

– A “vertical” parity stripe comprising data disks D13, D23, D33 and parity disk Q3. 

We thus have: 

P2 = D21  D22  D23 

Q3 = D13  D23  D33 

Thanks to its two-dimensional design, this organization can tolerate all double 

disk failures. In addition, the array will tolerate most triple failures.  As  Figure 2.11 



 18 

D11 D12 D13
P1

D21 X X P2

D31 X X P3

Q1 Q2 Q3

 

Figure 2.12.  A fatal quadruple failure. 

 

shows, the sole fatal triple failures consist of the failure of an arbitrary data disk and its 

two parity disks [PSL07, PS+12]. Observe that the total number of possible triple failures 

for an array with n
2
 + 2n disks is 









 

3

22 nn
, the fraction α of triple failures that result in a 

data loss is: 










 


3

22

2

nn

n
 . 

In our example, n = 3 and α = 0.0198, which means that the array will tolerate 98 

percent of all triple failures. As the array size increases, α becomes much smaller. For 

instance a two-dimensional RAID array with 64 data disks and 16 parity disk, the fraction 

α of triple failures that result in a data loss is only 0.000779, which means that the array 

will tolerate 99.9 percent of all triple failures. 

The same is true for quadruple failures [PS+12]. The two types of fatal quadruple 

failures are: 



 19 

D11 D12 D13 P1

D21 D22 D23 P2

D31 D32 D33 P3

Q1 Q2 Q3 S

 

Figure 2.13. The same two-dimensional RAID array with an extra superparity disk. 

 

– A fatal triple failure plus the failure of another disk, 

– The failure of four disks forming the summits of a rectangle: Figure 2.12 displays 

one such failure. Note that here we do not differentiate between data disks and 

parity disks. 

Out of the 








 

4

22 nn
 possible quadruple failures the array can experience, we can 

distinguish: 

1. )32( 22  nnn  failures involving a fatal triple failure plus the failure of another 

disk, 

2. 
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2

2
n

n
n

 fatal failures involving four disks forming the summits of a 

rectangle. 

As a result, the fraction β of quadruple failures that will result in a data loss is  
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As Pâris, Schwarz, and Long noted, this fraction quickly decreases with the size 

of the array: it is already less than 4 percent for n  4 and becomes less than 0.4 percent 

for n  8 [PS+12]. 

An inexpensive way to eliminate all fatal triple failures consists of adding a 

superparity disk to our array [PS+12]. As its name indicates, a superparity disk is a disk 

that contains the parity of regular parity disks [WS+09, PA09]. Figure 2.13 displays such 

an organization. The superparity disk S stores the exclusive or of all P parity disks, which 

is the same s the exclusive or of all Q parity disks. In other words,  

S = P1  P2  P3 = Q1  Q2  Q3 

As the superparity S protects both parity disk sets against a single disk failure, the array 

can now recover from all triple failures that caused a data loss, like the one displayed on 

Figure 2.11 by reconstructing the two failed parity disks. In our example, the failed parity 

disks P2 and Q2 could now be repaired by computing  

P2 = P1  P3  S 

Q2= Q1  Q3  S 

This would eliminate all triple failures and some, but not all, quadruple failures, 

as the failures of four disks forming the summit of a rectangle would still result in a data 

loss. Observing that our array now consists of (n +1)
2
 disks, we see that there are 
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ways to select four disks that form the summits of a rectangle [PS+12]. As a 

result, 
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The fraction γ of quadruple failures that result in a data loss is then: 
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As we observed before, this fraction is fairly low: it is less than one percent for 

n  4 and becomes less than 0.1 percent for n  8 [PS+12]. 

All fatal quintuple failures result from the combination of a fatal quadruple failure 

and the failure of any other disk. There are thus )4)1((
2

1
2

2








 
n

n
 of them and the 

fraction δ of quintuple failures that result in a data loss is 
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This excellent performance comes however at a price: because the array combines 

“horizontal” and “vertical” RAID level 4 organizations, it suffers from the same ailment 

as all RAID level 4 organizations, namely, a poor write performance. In addition, the 

superparity disk becomes an even more stringent bottleneck because it must be updated 
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any time any of the array contents gets updated. As a result, the write throughput of the 

array cannot exceed the write throughput of its superparity disk. 

Paris, Amer, and Long propose several solutions to alleviate this problem 

[PS+12]. The most obvious one is to restrict the application of two-dimensional RAID 

arrays to data that will rarely have to be updated. This is the case for archival file 

systems, whose contents are to remain unchanged once they are archived.  Even then, the 

poor performance of the array while the array gets populated with data remains a major 

issue. One option would be to replace the superparity device with a faster, but costlier, 

solid-state device. A much cheaper solution is to disable the superparity disk while the 

array gets populated and to turn it on once the array contents have reached a more stable 

state. As a result, the archived data will be protected against 

– all double and most triple failures during the relative short time period during 

which that array is populated, and 

– all triple and most quadruple failures for most of their lifetime. 
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CHAPTER III 

PROTEUS 

In this chapter, we introduce the Proteus simulation program starting with its objectives 

and continuing with its system model and the choice of Python as its programming 

language. We will then review the program in more detail then address its limitations. 

3.1 Objectives 

The main objective of Proteus is to provide a lean, portable, open-source simulator for the 

widest possible range of fault-tolerant disk array organizations. We wanted a lean 

program because obtaining tight confidence intervals for the reliability of a complex 

highly fault-tolerant disk array organization may require millions of simulation runs. We 

wanted a portable program that could be run on virtually any computer without having to 

install a domain-specific language. We wanted a flexible program that could be used to 

investigate as many disk array organizations as possible without making any changes to 

its code. 

These objectives resulted in two important choices. First, Proteus introduces a 

new model where all disk array organizations are defined by no more than five 

parameters. Second, Proteus is written in Python 3. We will discuss in turn these two 

decisions. 

3.2 The System Model 

The earliest version of Proteus was inspired by the k-out-of-n notation used to describe 

systems consisting of n entities and able to operate as long as k of these n entities 
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remained available. It only used two parameters to describe disk arrays namely the 

number n of disks in the array and the number nf  of disk failures could tolerate without 

data loss. This approach allowed the program to model RAID level 5 or 6 arrays of any 

size but failed for many other organizations. 

Consider, for instance, a mirrored array consisting of 2n disks.  It will tolerate all 

single disk failures and all failures of two disks or more as long as they do not include the 

failure of the two disks in a mirrored pair. Using the above model, we would describe the 

array as a (2n – 1)-out-of-2n organization, which would imply it is not more reliable than 

a RAID level 5 array with 2n disks.  We know that it is not true because RAID level 5 

arrays cannot tolerate double or triple failures without a data loss, while our mirrored 

array will tolerate most double failures and many triple or even quadruple failures. Pâris, 

Schwarz, and Long had proposed to characterize two-dimensional RAID arrays as 

systems that would tolerate all double disk failures and a fraction α of all triple failures 

[PSL07].  More recently, Schwarz demonstrated that we should take into consideration 

the fractions of higher-order failures that a given array would tolerate [S12a]. 

Building upon this work we decided to characterize each disk array organization 

by five parameters, namely: 

1. Its number n of disks; 

2. The number of simultaneous disk failures nf  the array will always tolerate without 

a data loss; 

3. The fraction f1 of simultaneous failures of nf + 1 disks, the array could tolerate 

without data loss; 
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4. The fraction f2 of simultaneous failures of nf  + 2 disks, the array could tolerate 

without data loss; 

5. The fraction f3 of simultaneous failures of nf  + 3 disks, the array could tolerate 

without data loss. 

The other model parameters are straightforward and include: 

1. The disk average meant time to fail (MTTF); 

2. A choice between exponential and Weibull distributions for the disk failure 

process: users are asked to select a shape if they want  the Weibull distribution or 

the value 1 if they want an exponential distribution; 

3. The disk average mean time to repair (MTTR); 

4. A choice between exponential and deterministic distributions for the disk repair 

times; 

5. The requested number of runs. 

The simulation outputs include: 

1. The number of runs that ended in a data loss; 

2. A 95 percent confidence interval for the probability of a data loss over a five-year 

time interval; 

3. A 95 percent confidence interval for the reliability of the disk array over the same 

five-year time interval, with its upper and lower bounds expressed in nines. 

3.3 Portability and Language Issues 

The earliest version of Proteus was written in CSIM [S01] a C/C++ based simulation 

language allowing the programmer to describe all active entities in a simulation model as 
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processes. The main drawback of the approach was that a CSIM is a commercial 

program.  Hence compiling and running a CSIM program requires acquiring first a CSIM 

license for the host computer. 

While the process-oriented approach is essential for writing complex simulation 

models, the same is not true for simpler models like the one that had been developed. We 

decided to port the simulation model to a freely available programming language.  Our 

three criteria were: 

1. The language should be freely available on a wide variety of hosts. 

2. It should have an excellent statistical library, including functions to generate 

exponential and Weibull random variables. 

3. It should offer for the efficient implementation of event-driven simulation. 

We selected Python because: 

1. It was freely available on many computing platforms, among which Windows, 

Linux/Unix, Mac OS X, as well as the Java and .NET virtual machines.  

2. Its extensive libraries strongest point of Python was its extensive libraries. 

They provided random number generators for the exponential and Weibull 

variates and allowed us to implement the event list as a heap. 

3. The conciseness of the language would result in a more readable program. 

3.4 Overall Organization 

We model each disk array as a single entity consisting of fixed numbers of disks ndisks 

and having at any time a variable number nfailed of non-operational disks.  This array 
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may or may not experience a data loss during its useful lifetime. While individual disks 

can fail and be repaired, we do not track their individual statuses. 

Our model is a discrete model, which means that changes in the state of the array 

will only occur at discrete times, as the result of events that affect it. These events will be 

the occurrence of a failure and the completion of a repair process. By default, we assume 

that all arrays have a useful lifetime of five years, which is a reasonable estimate of actual 

disk array lifetimes. 

3.5 System Parameters and Variables 

Table 3.1 presents in alphabetical order the parameters that Proteus uses to 

characterize fault-tolerant disk arrays and their behavior during the characters of a given 

RAID arrays. We will review them in more detail, distinguishing among the input 

parameters, one computed value, and the parameters describing the state of the system 

during the simulation. 

The input parameters of our model include: 

 lifetime: represents the useful lifetime of the array. All iterations of the simulation 

model will run for that duration. It corresponds to the number of hours during which 

the array is likely to remain in service before being replaced. Its default value is five 

years, that is, 43,800 hours (assuming all months have 30 days). 

 ndisks:  represents the total number of disks in the array.  We do not make here any 

distinction between data disks and parity disks. 
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TABLE 3.1  SYSTEM PARAMETERS 

Variable Meaning 

dataloss  Data loss flag, either True or False  

lifetime  Array lifetime (fixed to five years and expressed in hours) 

maxfail   Maximum number of simultaneous disk failures the array will always tolerate 

mttf  Disk mean time to fail 

mttr   Disk mean time to repair   

ndisks  Total number of disks 

nfailed  Current number of failed disks, incremented by each failure event and 

decremented by each repair event 

nlosses  Total number of data losses over nruns iterations of the simulation model 

nruns  Number of iteration of the simulation model 

onefailrate    Survival rate for one extra failure above maxfail 

repairdist   Zero for deterministic repair times and one for repair times that are 

exponentially distributed 

scale   Scale parameter of the Weibull distribution for the failure process 

shape   Shape parameter of the Weibull distribution for the failure process: a Weibull 

distribution with a shape of one is identical to an exponential 

threefailrate    Survival rate for three extra failures above maxfail 

twofailrate   Survival rate for two extra failures above maxfail 
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 maxfail:  represents the maximum number of disks failure the RAID array can always 

tolerate without experiencing any data loss.  As we saw earlier, some arrays can 

sometimes tolerate more than maxfail but never under all circumstances. 

 mttf: represents the mean time to fail (MTTF) of an individual disk, that is, the 

inverse of its failure rate. Note that this value is only valid during the useful lifetime 

of the array. Once disks wear out, their MTTFs rapidly decrease. 

 shape: represents the shape parameter of the Weibull distribution that models the disk 

failure process. When 0 < shape < 1, the disk failure rate decreases over time, which 

is useful to model the behavior of the disks during the “infant mortality” stage of their 

lifetime. When shape is equal to one, Weibull distribution is identical to an exponential. 

While shape > 1, the disk failure rate will increase over time as it wears.  This is a 

rather unusual case as most disks get replaced before this happens. 

 mttr: represents the mean time to repair/replace an individual disk. We assume that 

disk repairs can proceed in parallel. 

 repairdist: allows the user to select between deterministic (repairdist = 0) and 

exponential repair times (reparidist  = 1).  

 onefailrate, twofailrate, threefailrate: are the probabilities expressed in percents that 

the array will not experience a data loss after having one, two, or three more failures 

than maxfail. 

 nruns: is the number of desired iterations of the model.  Because data losses are very 

rare events in fault-tolerant disk arrays, obtaining a good confidence interval for the 

array reliability may require millions of runs. 

Our model includes one computed parameter: 
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def schedule_event(event_time, event_type) : 
 global lifetime 
 # Optimization: do not schedule events past array lifetime 
 if (event_time < lifetime) : 
  heappush(event_list, [event_time, event_type]) 

Figure 3.1   Scheduling an event 

 

 scale: represents the scale parameter λ of the Weibull distribution for the repair 

process.  It is computed from the MTTF and the scale parameter k of the Weibull 

distribution using the formula )/11(/MTTF k . When k = 1, the Weibull 

distribution becomes identical to an exponential distribution and MTTF  . 

The variables defining the state of the system during each iteration of the model 

include: 

 nfailed: represents the current number of failed disks.  It is reset to zero before each 

run, incremented by one each time a disk fails and decremented by one each time a 

disk gets repaired/replaced.  Data losses can only occur when its value exceeds the 

maxfail threshold. 

 dataloss: indicates whether a data loss occurred during the current run of the model. It 

is set to False at the beginning of each model run and remains False as long as no 

data loss occurs. Once it becomes True, Proteus immediately terminates the current 

iteration of the model.  

 nlosses: counts the number of data losses occurring during the nruns of the model. It 

is initialized to zero at the beginning of the program and carried over from one run to 

the next.  
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# reset clock 
clock = 0 # reset clock 
# reset nfailed 
nfailed = 0 
# reset dataloss 
dataloss = False  
# clear event list 
event_list = [] 
heappush(event_list, [lifetime, 'STOP']) 
#schedule initial events 
for j in range(0, ndisks) : 
 schedule_event(clock + weibullvariate(scale, shape), 
'FAILURE') 
# Optimization: skip runs with not enough failures 
if len(event_list) <= maxfail + 1 : 
 continue 

Figure 3.2  Initializing before an individual run. 

 

3.6 The Simulation Engine 

Proteus runs simulations using the event-driven approach. Central to its design, is an 

event list containing all predicted events in the order they are to happen. Each event is a 

pair [event_time, event_type] where event_type is one of the three possible events: 

1. “FAILURE” designating the failure of one of the array operational disks; 

2. “REPAIR” designating the completion of the repair/replacement of one of the 

failed disks; 

3. “STOP” indicating the end of a given run of the model 

As seen on Figure 3.1, the schedule_event function is fairly simple.  Let us 

simply note that the event list is managed as a heap queue and the function does not 

schedule events past the useful lifetime of the array. 
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while dataloss == False : 
 [time, event_type] = heappop(event_list) # extract first element 
 clock = time 
 if event_type == 'STOP' : 
  break 
  elif event_type == 'REPAIR' : 
  repair() 
 elif event_type == 'FAILURE' : 
  failure() 
 else :  
  print('PANIC:  wrong event type ' + event_type) 
  exit(3) 

Figure 3.3  An individual iteration of the model. 

 

Figure 3.2 displays the initialization routine before the start of a run.  The clock 

variable represents the simulated time.  As we will see later, it will be updated each time 

Proteus processes an event. We also note that Proteus clears the event list before each 

simulation run and starts the run by scheduling a “STOP” event and the first failures of 

all the array disks. 

In order to reduce the cost of the simulation, Proteus skips runs each time the 

number of scheduled failure events is lesser than or equal to maxfail. (The maxfail +  1 

value accounts for the presence of a “STOP” event in the event list.) 

Figure 3.3 displays the code for an individual run of the model. Proteus starts each 

iteration of the loop, by extracting the first element of the event list as a pair [event_time, 

event_type]. As the heap queue uses event_time as an ascending sort key, this first 

element will always be the next scheduled event. Proteus then sets its current simulated 

time to the time the event was supposed to happen, stops the run if the event_type is a 
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def failure() : 
 global nfailed, dataloss 
 nfailed += 1 
 extrafail = nfailed – maxfail 
 if extrafail <= 0 : 
  pass 
 elif extrafail == 1 : 
 if random() > (float(onefailrate)/100) or onefailrate == 0 : 
  dataloss = True 
 elif extrafail == 2 : 
  if random() > (float(twofailrate)/100) or twofailrate == 0 : 
  dataloss = True 
 elif extrafail == 3 : 
  if random() > (float(threefailrate)/100) or threefailrate == 0 : 
  dataloss = True 
 else : 
  dataloss = True 
if  not dataloss : 
 repairtime() 

Figure 3.4   The failure function. 

 

 “STOP” and calls otherwise the appropriate event-handling function.  As we mentioned 

earlier, the simulation run stops whenever dataloss becomes True. 

Figure 3.4 displays the function handling failure events. The function starts by 

incrementing the number of failed disks nfailed then checks whether it exceeds maxfail. 

If this is true and the number of failed disks does not exceed maxfail + 3, it checks 

whether the array can still avoid a data loss. Failures of more than maxfail + 3 disks are 

always assumed to result in a data loss. Depending on the outcome, the function will 

either set the dataloss variable to True or schedule a “REPAIR” event. 
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if repairdist == 0 : 
  repairtime = lambda :schedule_event(clock + mttr, 'REPAIR') 
else : 
 repairtime = lambda :schedule_event(clock + expovariate(1/mttr), 'REPAIR') 

Figure 3.5   The repairtime function. 

def repair() : 
 global nfailed, dataloss 
 nfailed -= 1 
 schedule_event(clock + weibullvariate(scale, shape), 'FAILURE') 

Figure 3.6   The repair function. 

 

Figure 3.5 illustrates how the repairtime function is defined. Rather than testing 

whether the user specified a deterministic or an exponentially distributed repair time at 

each iteration, the function repairtime gets initialized with the proper lambda expression 

during the initialization phase. 

Finally, Figure 3.6 displays the function handling repair events. We should note 

that Proteus always uses the weibullvariate Python library function to generate both 

Weibull and exponential failure times as the exponential distribution is a special case of 

the Weibull distribution with its shape factor k equal to 1. In this way, we avoid an 

additional test inside the function. An alternative would have been to use generic 

failuretime function that would be dynamically assigned during the initialization phase. 

3.7 Analysis of Output 

The raw output of our simulation is the number nlosses of simulation runs that resulted in 

a data loss. We are in the presence of a binomial scheme because: 
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1. The only possible outcomes of each run are either a data loss or no data loss. 

2. Run outcomes are statistically independent. 

We should observe first that the very low number of runs that result in a data loss 

precludes the use of confidence intervals derived from the central limit theorem. We 

decided to use instead the Wilson score interval: 
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where n is the number of simulation runs (nruns), q̂  is the nlosses/nruns ratio, α is the 

error (0.05 for a 95 percent confidence interval) and 2/1 z  is the value of the standard 

normal distribution for which its cumulative distribution 2/1)(  z . When α = 0.05, 

we have the customary value 2/1 z  = 1.96. 

In addition to the raw number of data losses nlosses, Proteus displays 95 percent 

confidence intervals for both: 

1. The probability of a data loss over a five-year time interval, 

2. The reliability of the disk array over the same interval. 

Because we are investigating fault-tolerant disk arrays, we should expect 

reliability figures above 99.9 percent. As these figures get closer to one, they become 

increasingly less intuitive.  We decided then to represent them in nines.  Informally, the 

nines representation of a reliability is a count of the number of consecutive nines.  So 

99.9 percent is represented as three nines, and 99.999 percent as five nines.  More 

formally, the nines value corresponding to a given reliability R is given by )1(log10 R .  
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Figure 3.7.  A mirrored organization with five pairs of disks. 

X

X
 

Figure 3.8.  A fatal double failure. 

X X X X X

 

Figure 3.9.  A non-fatal quintuple failure. 

3.8 Limitations 

The simulation model on which Proteus is based assumes that a disk array that 

experiences more than maxfail + 3 simultaneous disk failures will always experience a 

data loss. Counterexamples are not hard to find.  Consider, for instance, the mirrored disk 
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organization displayed on Figure 3.7.  It consists of five pairs of mirrors such that each 

dark grey disk is the mirror of the disk above it.  As Figure 3.8 shows, it can tolerate all 

single disk failures, but not all double disk failures because some may affect two disks in 

the same pair.  We should thus set maxfail to one.  At the same time, we can see on 

Figure 3.9 that the array can tolerate two specific quintuple failures, namely those of one 

disk in each pair. 

Our model still provides solid estimates of the disk array reliability as long as at 

least one of the two following conditions is met: 

1. The probability that the array will experience more than maxfail + 3 simultaneous 

disk failures is very low. 

2. The probability that the array will not experience a data loss after more than 

maxfail + 3 simultaneous disk failures is very low. 

The second condition certainly applies to our example: an array with ten disks can 

experience 








5

10
, that is 252 distinct quintuple failures.  Since two of them are not fatal, 

the probability that the mirrored array will avoid a data loss when five of its disk fail is 

less than 0.8 percent. 

The same will not hold for much larger mirrored arrays, say, arrays containing 

twenty or more disks.  As their sizes increase, the likelihood that these arrays will 

experience more than maxfail + 3 simultaneous disk failures will also increase. As a 

result, Proteus will produce extremely pessimistic estimates of the reliability of these 

arrays. Even then, we could still use Proteus to obtain estimates for the reliability of a 

single mirrored pair and extrapolate these results to the whole array by observing that the 
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failure rate of a system consisting of n identical entities that have independent failure 

modes and must remain all operational is R
n
, where R is the reliability of an individual 

entity and n the number of entities in the system. 
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CHAPTER IV 

EXPERIMENTAL RESULTS 

 

In this chapter, we present some experimental results obtained by Proteus and compare 

them with results obtained through analytical methods. We will focus our investigations 

on RAID levels 5, 6 and two-dimensional RAID arrays. More precisely, our objective 

will be to validate Proteus by comparing its outputs with previously obtained analytical 

results [PS+12]. In addition, we want to find out how the reliability figures of small 

RAID level 5 and 6 disk arrays are affected by the choice between deterministic and 

exponential repair times. 

4.1 RAID Level 5 

We investigate first a RAID level 5 disk array with five disks. We will assume there will 

be no delay between the time disk failure occurs and the start of the repair process. We 

also assume that disk failures are independent events distributed according to a Poisson 

law, which are both reasonable assumptions. Because we want to know how the choice of 

a repair time distribution affects our results, we will run all our models twice, first 

assuming exponential service times, and then assuming deterministic service times. As in 

several previous studies, we selected a disk mean time to failure of 100,000 hours which 

corresponds to a failure rate of 8.64 percent per year.  We selected three different MTTRs 

ranging from one to five days. 

Figure 4.1 summarizes the model inputs.  As all RAID level 5 arrays do, our array 

will tolerate all single disk failures but no multiple disk failures. We will run a total of  
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Figure 4.1 Values of the input parameters for RAID level 5 model. 

TABLE 4.1  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A RAID LEVEL 5 

ARRAY WITH FIVE DISKS ASSUMING DETERMINISTIC REPAIR TIMES 

RAID 5 (4+1) 

Repair times: Deterministic                         MTTF: 100,000 hour                                Iterations: 10,000,000 

MTTR(Day) 1 Day (24 hours) 2 Days (48 hours) 5 Days (120 hours) 

 CI bound Lower Upper Lower Upper Lower Upper 

Run 1 0.99787325 0.99792997 0.99576786 0.99584796 0.98959120 0.98971663 

Run 2 0.99786922 0.99792600 0.99575269 0.99583293 0.98953262 0.98965840 

Run 3 0.99786922 0.99792600 0.99577861 0.99585860 0.98954957 0.98967525 

Markov 0.99790433  0.99582204  0.98965421  

 

six experiments, combining the three MTTRs we selected with the two possible repair 

time distributions. In addition, each experiment will be repeated three times. 

Tables 4.1 to 4.4 display our results. As we can see, the five-year reliability values 

obtained through stochastic methods always fall straight in the middle of our confidence 

intervals. In addition, we did not observe any measurable difference between the results 

ndisks   5 

maxfail    1 

mttf   100,000 hours 

shape    1 (for exponential MTTF) 

mttr   24, 48 and 120 hours 

repairdist   0 (for deterministic). 1 (for exponential MTTF) 

onefailrate    0
* 

twofailrate    0
*
 

threefailrate    0
*
 

nruns   10,000,000 

*
 The array does not tolerate multiple disk failures 
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TABLE 4.2  THE SAME VALUES FROM TABLE 4.1 EXPRESSED IN NINES 

RAID 5 (4+1) 

Repair times: Deterministic                        MTTF: 100,000 hour                                 Iterations: 10,000,000 

MTTR One Day Two Days Five Days 

CI bound L-nines U-nines L-nines U-nines L-nines U-nines 

Run 1 2.67 2.68 2.37 2.38 1.98 1.99 

Run 2 2.67 2.68 2.37 2.38 1.98 1.99 

Run 3 2.67 2.68 2.37 2.38 1.98 1.99 

Markov 2.679 2.379 1.985 

 

TABLE 4.3  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A RAID LEVEL 5 

ARRAY WITH FIVE DISKS ASSUMING EXPONENTIAL REPAIR TIMES 

RAID 5 (4+1) 

Repair times: Exponential                           MTTF: 100,000 hour                                 Iterations: 10,000,000 

MTTR(Day) 1 Day (24 hours) 2 Days (480 hours) 5 Days (120 hours) 

 CI bound Lower Upper Lower Upper Lower Upper 

Run 1 0.99786680 0.99792361 0.99576565 0.99584577 0.98957745 0.98970297 

Run 2 0.99788704 0.99794358 0.99579037 0.99587025 0.98962219 0.98974744 

Run 3 0.99788331 0.99793990 0.99578022 0.99586020 0.98966221 0.98978722 

Markov 0.99790433  0.99582204  0.98965421  

 

TABLE 4.4  THE SAME VALUES FROM TABLE 4.3 EXPRESSED IN NINES 

RAID 5 (4+1) 

Repair times: Exponential                          MTTF: 100,000 hour                                  Iterations: 10,000,000 

MTTR One Day Two Days Five Days 

CI bound  L-nines U-nines L-nines U-nines L-nines U-nines 

Run 1 2.67 2.68 2.37 2.38 1.98 1.99 

Run 2 2.68 2.69 2.38 2.38 1.98 1.99 

Run 3 2.67 2.69 2.37 2.38 1.99 1.99 

Markov 2.679 2.379 1.985 

 

that were obtained assuming deterministic repair times and those obtained assuming 

exponential repair times. While this observation may surprise some, it did not surprise us 

as it merely confirms earlier observations made by Carroll and Long on the impact of 

repair time distributions on the availability of replicated data in the presence of site 

failures [CL89]. 
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Figure 4.2 Values of the input parameters for RAID level 6 model. 

4.2 RAID Level 6 

Our second set of experiments involved a RAID level 6 configuration with ten disks. The 

space overhead of this organization is 20 percent, which is the same as that of the RAID 

level 5 organization with five disks that we previously investigated. As before, we will 

assume there will be no delay between the time disk failure occurs and the start of the 

repair process. In addition, we will assume that disk repairs can proceed in parallel 

without interfering with each other. Figure 4.2 summarizes the parameters of our 

simulations. Because triple disk failures will always result in data loss, the maxfail 

parameter are equal to two and the values of onefailrate, twofailrate, and threefailrate 

parameters are equal to zero. We also assumed that disk failures are independent events 

that follow a Poisson law. We simulated both deterministic and exponential repair times 

and ran our simulations assuming MTTRs equal to one, two, and five days.  

ndisks   10 

maxfail    2 

mttf   100,000 hours 

shape    1 (for exponential MTTF) 

mttr    24, 48 and 120 hours 

repairdist    0 (for deterministic). 1 (for exponential MTTF) 

onefailrate    0
* 

twofailrate    0
*
 

threefailrate    0
*
 

nruns   10,000,000 

*  
The array does not tolerate more than two simultaneous disk failures 
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TABLE 4.5  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A RAID LEVEL 6 

ARRAY WITH TEN DISKS ASSUMING DETERMINISTIC REPAIR TIMES. 

RAID 6 (8+2) 

Repair times: Deterministic                            MTTF: 100,000 hour                            Iterations: 10,000,000 

MTTR(Day) 1 Day (24 hours) 2 Days (48 hours) 5 Days (120 hours) 

CI bound Lower Upper Lower Upper Lower Upper 

Run 1 0.99999016 0.99999366 0.99996387 0.99997094 0.99975388 0.99977294 

Run 2 0.99998861 0.99999241 0.99995851 0.99996611 0.99976786 0.99978636 

Run 3 0.99998872 0.99999250 0.99995924 0.99996677 0.99976286 0.99978156 

Markov 0.99999095 0.99996391 0.99977676 

 

TABLE 4.6  THE SAME VALUES FROM TABLE 4.5 EXPRESSED IN NINES 

RAID 6 (8+2) 

Repair times: Deterministic                            MTTF: 100,000 hour                            Iterations: 10,000,000 

MTTR(Days) 1 Day (24 hours) 2 Days (48 hours) 5 Days (120 hours) 

CI bound L-nines U-nines L-nines U-nines L-nines U-nines 

Run 1 5.01 5.20 4.44 4.54 3.61 3.64 

Run 2 4.94 5.12 4.38 4.47 3.63 3.67 

Run 3 4.95 5.12 4.39 4.48 3.62 3.66 

Markov 5.043 4.443 3.651 

 

TABLE 4.7  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A RAID LEVEL 6 

ARRAY WITH TEN DISKS ASSUMING EXPONENTIAL REPAIR TIMES. 

RAID 6 (8+2) 

Repair times: Exponential                               MTTF: 100,000 hour                          Iterations: 10,000,000 

MTTR(Day) 1 Day (24 hours) 2 Days (48 hours) 5 Days (120 hours) 

CI bound Lower Upper Lower Upper Lower Upper 

Run 1 0.99998861 0.99999241 0.99996229 0.99996952 0.99977531 0.99979351 

Run 2 0.99998861 0.99999241 0.99996356 0.99997066 0.99976531 0.99978391 

Run 3 0.99998938 0.99999304 0.99995882 0.99996639 0.99976480 0.99978342 

Markov 0.99999095 0.99996391 0.99977676 

 

TABLE 4.8  THE SAME VALUES FROM TABLE 4.7 EXPRESSED IN NINES 

RAID 6 (8+2) 

Repair times: Exponential                          MTTF: 100,000 hour                        Iterations: 10,000,000 

MTTR(Days) 1 Day (24 hours) 2 Days (48 hours) 5 Days (120 hours) 

CI bound L-nines U-nines L-nines U-nines L-nines U-nines 

Run 1 4.94 5.12 4.42 4.52 3.65 3.69 

Run 2 4.94 5.12 4.44 4.53 3.63 3.67 

Run 3 4.97 5.16 4.39 4.47 3.63 3.66 

Markov 5.043 4.443 3.651 
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As we can see in Tables 4.5 to 4.8, the five-year reliability values obtained 

through stochastic methods always fall inside our confidence intervals. In addition, we 

did not observe any significant difference between the reliability figures for deterministic 

repair times and those for exponential repair times. 

Comparing the reliability of this RAID level 6 organization with that of the RAID 

level 5 organization we previously studied, we observe that our RAID level 6 

organization provides a five year reliability of at least 3.6 nines while the RAID level 5  

always provided reliability figures below 2.7 nines. This is an excellent performance 

considering that the RAID level 6 organization has the same space overhead as the RAID 

level 5 organization and holds twice as much data. 

4.3 Two-Dimensional RAID Arrays 

We first simulate a two-dimensional RAID array model with 64 data disks plus 16 parity 

disks and no superparity disk. Like the two RAID organizations we previously 

investigated the space overhead of this array is 20 percent. As before, we will assume 

there will be no delay between the time a disk failure occurs and the start of the repair 

process and that two or more disk repairs can proceed in parallel without interfering with 

each other. 

Figure 4.3 summarizes the parameters of our simulations. Because the array 

tolerates all double disk failures without a data loss but not all triple failures, we set its 

maxfail parameter equal to two. In the same way, we also assume that the array will 

tolerate most triple and quadruple failures but neglect to take into account the probability 

of no data loss after a quintuple failure. As a result, the values of onefailrate, twofailrate, 
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Figure 4.3  Values of input parameters for a two-dimensional RAID array with  64 data 

disks, 16 parity disks and no superparity disk. 

 

and threefailrate parameters are respectively set to 99.9221032132 percent, 

99.6105160662 percent, and zero. We assumed exponential repair times and selected 

repair times extending from half a day to ten days but only repeated each simulation 

once. 

As we can see on Table 4.9, the five-year reliability values obtained through 

stochastic methods always fall inside our confidence intervals. In addition, we observe 

that this two-dimensional RAID organization offers better five-year reliability figures 

than the RAID level 6 organization we investigated before. This is a superb result when 

we consider that our two-dimensional array has the same space overhead as the RAID 

level 5 organization and holds eight times as much data. 

ndisks  ··············  80 

maxfail   ···········  2 

mttf  ··················  100,000 hours 

shape   ··············  1 (for exponential MTTF) 

mttr   ················  12 to 240 hours 

repairdist   ·······  exponential 

onefailrate   ·····  99.9221032132 percent 

twofailrate   ·····  99.6105160662 percent 

threefailrate   ···  0
*
 

nruns  ···············  4,000,000 

*
    We assume the array will not tolerate quintuple failures 
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TABLE 4.9  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A TWO-

DIMENSIONAL RAID ARRAY WITH 64 DATA DISKS AND 16 PARITY DISKS. 

MTTR Five year reliability 

(days) L-nines U-nines Markov 

0.5 5.739145931 6.862914477 5.91058890 

1 5.079453058 5.439821980 5.29518281 

1.5 4.783092765 5.023087626 4.92345633 

2 4.505480947 4.672965003 4.64887766 

2.5 4.364613182 4.504872549 4.42628394 

3 4.205995832 4.321211580 4.23610836 

3.5 4.009002301 4.099568688 4.06828283 

4 3.910582569 3.990981803 3.91702740 

4.5 3.740003597 3.805509257 3.77874468 

5 3.628414427 3.685754156 3.65104391 

5.5 3.509356535 3.559134842 3.53224488 

6 3.400064301 3.443804348 3.42110871 

6.5 3.294501322 3.333120626 3.31668390 

7 3.217990170 3.253284315 3.21821450 

8 3.017682983 3.045585060 3.03677446 

9 2.860398368 2.883611727 2.87293389 

10 2.705934274 2.725317486 2.72384810 

 

 

 

 

 

 

 

 

Figure 4.4  Impact of disk repair times on array reliability. 

 

 



 47 

Figure 4.4 illustrates the impact of disk repair times on the five-year reliability of 

the disk array and shows that the number of nines is almost reduced by 50 percent when 

the repair times go from half a day to ten days  

The last RAID model we simulated is a two-dimensional RAID array with 64 data 

disks, 16 parity disks, and a superparity disk. Adding a superparity disk increases the 

space overhead of the array by less than one percent. 

Figure 4.5 summarizes the parameters of our simulations. Because the array 

tolerates all triple disk failures without a data loss but not all quadruple failures, we set its 

maxfail parameter equal to three. In the same way, we assume that the array will tolerate 

most quadruple and most quintuple failures but do not consider the probability of no 

data loss after a quintuple failure. As a result, the values of onefailrate, twofailrate, and 

ndisks   81 

maxfail    3 

mttf   100,000 hours
 

shape    1 (for exponential MTTF) 

mttr    12 to 240 hours 

repairdist    exponential 

onefailrate    99.9221032132 percent 

twofailrate    99.6105160662 percent 

threefailrate    0
*
 

nruns   4,000,000 (or higher) 

*
 We assume the array will never tolerate a sextuple failure 

Figure 4.5  Values of input parameters for a two-dimensional RAID array with 64 

data disks, 16 parity disks, and one superparity disk. 
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TABLE 4.10  CONFIDENCE INTERVALS FOR THE FIVE-YEAR RELIABILITY OF A TWO-

DIMENSIONAL RAID ARRAY WITH 64 DATA DISKS, 16 PARITY DISKS, AND ONE SUPERPARITY 

DISK. 

MTTR Five-year reliability 

(days) L-nines U-nines Markov 

0.5 7.700000000 Infinity
* 

8.40325479 

1 6.017548266 Infinity
*
 7.49274719 

1.5 5.848854376 7.355266025 6.95306734 

2 6.017548266 Infinity
*
 6.56330501 

2.5 5.848854376 7.355266025 6.25458277 

3 5.589809603 6.410190815 5.99650690 

3.5 5.589809603 6.410190815 5.77308562 

4 5.147896997 5.545678392 5.57493664 

4.5 5.187209783 5.608670652 5.39612369 

5 5.187209783 5.608670652 5.23267141 

5.5 4.884766760 5.159786446 5.08179403 

6 4.798363171 5.043274754 4.94146409 

6.5 4.740446956 4.967297389 4.81015727 

7 4.589729125 4.776235090 4.68669471 

8 4.381238075 4.524444099 4.45974195 

9 4.263735249 4.387461542 4.25500259 

10 4.034229945 4.127614287 4.06855932 

  

 

Figure 4.6  Impact of disk repair times on array reliability. 
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TABLE 4.11  NUMBER OF DATA LOSSES ACTUALLY OBSERVED FOR THE TWO-DIMENSIONAL 

RAID WITH 64 DATA DISKS, 16 PARITY DISKS, AND ONE SUPERPARITY DISK. 

MTTR 

(days) 

Data 

losses 

0.5 0 

1 0 

1.5 1 

2 0 

2.5 1 

3 4 

3.5 4 

4 18 

4.5 16 

5 16 

5.5 38 

6 48 

6.5 56 

7 83 

8 141 

9 189 

10 332 

  

threefailrate parameters are respectively set to 99.9221032132 percent, 99.6105160662 

percent, and zero. As we did for the other two-dimensional RAID configuration, we 

assumed exponential repair times and selected repair times extending from half a day to 

ten days 

Table 4.10 and Figure 4.6 display our results. As we can see, three of our 

confidence intervals for the reliability of our array have upper bounds equal to infinity. 

This corresponds to cases where there was not a single instance of an observed data 

despite increasing the number of iterations of our simulation model above four millions. 

Hence we cannot reject the hypothesis that the disk array will never fail over its useful 

lifetime. 

Even when we observed some data losses, we could not observe enough of them 

to obtain good confidence intervals of the array reliability for repair times of less than 
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five days. As Figure 4.6 shows it, this resulted in quasi random fluctuations of the bounds 

of the confidence intervals for that range of repair times. Looking at Table 4.11, we can 

see that well-behaved monotonically decreasing confidence intervals require more than 

thirty observed data losses. 

These issues are not likely to affect practitioners, who are mostly interested in 

obtaining minimum guarantees for the five-year reliability of their disk arrays. They will 

thus focus on lower bounds rather than upper bounds and observe that adding a 

superparity disk increases the array five-year reliability by at least one nine for all disk 

repair times of more than a day. Recalling the definition of the nines representation of 

reliability 

))(1(log10 tR , 

we can see that this number of nines is the absolute value of the logarithm base ten of the 

probability of a data loss. Hence, adding a nine to the array reliability means dividing by 

ten the probability of a data loss. 
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CHAPTER V 

CONCLUSIONS 

 

5.1 Summary 

Providing trustworthy estimates of the reliability of fault-tolerant disk arrays is a difficult 

task. Analytical techniques are based on assumptions that are never realized in actual disk 

arrays, such as requiring disk repair times to follow a Poisson law. While simulation 

techniques are much more flexible, they require writing a new simulation program for 

each array organization we want to investigate. 

We wrote the Proteus simulation program to address these issues.  First, Proteus is 

flexible and can be parameterized to model most fault-tolerant disk array organizations. 

Second, Proteus is designed to run fast. Speed is indeed an important consideration 

because obtaining tight confidence intervals for the reliability of highly fault-tolerant disk 

arrays often requires millions of simulation runs. Finally, Proteus was written in Python 

3, a freely available language that has been ported to many programming environments.  

We used Proteus to measure the five-year reliability of various fault-tolerant disk 

array organizations, among which RAID levels 4, 5, and 6 and two kinds of two-

dimensional RAID arrays, namely, one with and one without a superparity disk.  Our 

measurements have shown a surprisingly good agreement with the reliability figures 

obtained through analytical techniques and indicate that there is very little difference 

between the reliability values obtained assuming deterministic repair times and those 

assuming exponential repair times.  
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We believe these experiments have demonstrated both the usefulness and the 

accuracy of our new simulation tool and plan to release it in the near future. 

5.2 Direction for Future Work 

We can think of several ways to extend the functionality of our simulator. For instance, 

we have recently developed an object-oriented version of Proteus where a single class t 

models the behavior of the disk array. Each simulation run can thus be replaced by a 

sequence of class to the methods of that class. As a result, multiple simulation runs can be 

instantiated from a single Python script. In addition, the parameters of each run can be 

dynamically generated by the same script. This feature greatly simplifies the task of 

collecting data for a range of model parameters such as disk MTTRs varying between 

half a day and ten days. 

Another possible extension of Proteus functionality concerns its speed. Obtaining 

tight confidence intervals for any fault-tolerant disk array requires collecting a sufficient 

number of data losses. This can be a problem for disk arrays that fail very infrequently. 

Consider, for instance, the case of a two-dimensional RAID array with 64 data disks, 16 

parity disks, and one superparity disk.  That array incurs a very low data loss risk over a 

five-year interval.  This risk becomes even lower when we consider very short repair 

times: when the disk MTTR of the array was set to half a day, we had to run 30,000,000 

iterations of our model to obtain a single data loss. Such very large numbers of runs make 

Proteus very slow. To alleviate this problem, we could convert the core of our simulation 

engine to an extension of Python that could be compiled and would run much faster. 

Cython would be a good candidate [C12b]. 
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Finally, Proteus should become able to take into account data losses resulting 

from irrecoverable read errors. These errors manifest themselves every time the disk 

controller cannot read the contents of a block. The block is then said to be a bad block. 

The simpler way to handle these errors would be to add a second failure mode and 

assume that any disk that contains bad blocks should be in the failed state. The main 

problem with this simplistic approach is that irrecoverable read errors result in a very 

partial failure of the affected disk. As a result, most of its data blocks will still remain 

readable and could thus participate in recovery operations. To the best of our knowledge, 

there is not yet any general agreement in the research community on how to model this 

type of partial failures. 
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