
Evaluating Type Prediction with Textual Hints
Amirreza Shirani†, A. Pastor Lopez-Monroy†, Fabio Gonzalez‡, Thamar Solorio†, Amin Alipour†

†Department of Computer Science, University of Houston, TX
‡Department of Systems and Computer Engineering, National University of Colombia, Bogota, Columbia

Abstract—One of the main obstacles to program compre-
hension and software maintenance is the lack of information
about the types of variables in a source code. In this paper, we
explore the effectiveness of type inference using textual hints.
We formulate the type inference problem as a classification task
where we train classification models to use textual features in the
source code to predict the type of new variables in a program.

To evaluate the effectiveness of this approach, we train and
test several classifiers on types of variables in five open-source
Java projects from two open-source organizations under different
scenarios. The choice of Java provides us with a large number
of instances with accurate labeling to assess our classification
approach.

Our experiments show that textual hints can correctly predict
the type of new variables with high accuracy (F-measure more
than 80%) where the model is trained and tested on disjoined
parts of the same project. However, the accuracy of this approach
drops sharply in the settings that the project in the test sample
is different from the project used for training, as there are types
in the test set that models have not seen in the train set.

Despite the negative results in some scenarios, our experiments
show the potential of using textual features to enhance the
performance of classifiers in predicting types of variables. These
results imply that although textual features have limitations
in predicting accurate types, they can supplement other type
prediction techniques.

I. INTRODUCTION

In a program, types define categories of entities with similar
properties [23]. Types can specify the size and format of an
entity in the memory, what are valid operations on that entity,
what are valid assignments to that memory, or if that entity
can cast to another type. Type of a function can define its
characteristics; what are the valid inputs to the function and
to specify what to expect from the return value of the function.

Statically-typed languages, such as Java or C, benefit from
the existence of (sometimes partial) type information in the
program to analyze programs at the compile time to detect in-
valid, or unsafe operations in the programs during compilation
to avoid certain failures occur in the production. Moreover,
type information facilitates software maintenance [15], and
code completion [11].

On the other hand, in dynamically-typed languages, such as
Python, and JavaScript, data and functions impose a flexible
discipline of types based on how expressions are used. Such
flexibility comes at a price, as many analyses that are available
for statically-typed languages are not directly applicable to
programs written in dynamically-typed languages. Therefore,
a large body of work has gone into inferring types from
the source code [5] [22]. Most of them rely on complicated

1 private static String getXMLParserName() {
2 SAXParser saxParser = getSAXParser();
3 if (parser == null) {
4 return "Could not create an XML

Parser";
5 }
6 String parserName = saxParser.getClass

().getName();
7 return parserName;
8 }

Fig. 1: An example of textual hint in getXMLParserName
method in Apache Ant.

algorithms that analyze the data and control flow of the
program [4].

Our main motivation is based on the similarity between the
notion of types in programs, and the notion of class labels in
classification models. That is, a certain type can be viewed as
a label for variables with similar characteristics.

Moreover, it is noted that programmers tend to embed
hints about type information in variable names [20]. For
example, Figure 1 depicts the function getXMLParserName
in Apache Ant. This function declares two variables -
saxParser, and parserName on Lines 2 and 7. Suppose
that the type information did not exist in the code. Term
“Parser” in saxParser hints the content of the variable is
some kind of parser. “Name” in parserName also hints that
the variable is more likely to be a string.

In this paper, we evaluate the feasibility of predicting types
of variables with classification techniques based on textual
hints. These textual hints include name of identifiers, their
meaning, and their association with other tokens in the source
code. The goal of our experimental evaluation is to determine
whether a classification model is able to infer the type of a
variable from a limited set of textual hints.

We chose Java source codes to evaluate the effectiveness
of our models for two reasons: 1) Already-available type
information in Java programs relieves us from the burden
of type annotation. 2) It also provides a large number of
instances with accurate class labels, suitable for our proposed
learning approach. We discuss and investigate the applicability
of our approach to dynamically-typed languages like Python
in Section VI.

We train and test multiple models with different feature
sets using two classification techniques to predict the types



of variables in five Java projects (IO, CLI, Ant, JDT, CDT)
from two open-source organizations (Apache and Eclipse
foundations). We evaluate type inference with textual hints in
three different settings: intra-project, cross-project, and cross-
organization. Intra-project setting measures the performance
of models trained on parts of a project in predicting types of
variables in other parts of the project. Cross-project setting
evaluates the usefulness of models trained on a number of
projects from an organization in predicting types of variables
in the other project of the organization. Cross-organization
setting evaluates the performance of models trained on the
projects in one organization in predicting the types of variables
in projects of another organization.

Our results show that textual hints in the source code can
be a good predictor of types in intra-project settings. The
results also, suggest that features based on natural language
processing that approximate the semantic relation between
terms improve the performance of models.

Contributions. This paper makes the following contribu-
tions:

• We evaluate the formulation of the type inference prob-
lem to a classification problem.

• We evaluate the performance of two classification tech-
niques (logistic regression and support vector machines)
in predicting types of variables.

• We evaluate the performance of classification models
in intra-project, cross-project and cross-organization set-
tings.

• We evaluate the performance of semantic, lexical and
association features in the performance of classification
models.

Organization. In Section II, we describe the evaluation
methodology for type prediction using textual hints. Section III
provides more details about experiments. Section IV explains
the performance metrics. Section V describes the results of
our experiments. Then, Section VI discusses the results. Sec-
tion VII summarizes the related work. Section VIII provides
threats to validity. Finally, Section IX concludes the paper.

II. METHODOLOGY

In this section, we present the methodology in evaluating
the classification models for variables’ type prediction. The
classification model receives textual hints as features that
characterize a variable and produces a prediction of its corre-
sponding type.

In the rest of this section, we describe textual features that
we extract from the source code (Section II-A). Our feature
selection strategy is discussed in Section II-B. Finally, our
proposed classification model is discussed in Section II-C.

A. Textual Hints For Type Prediction

In this section, we elaborate on the notion of textual hints in
programs to predict types of variables. We broadly categorize
the textual hints for type of variables into three categories:
lexical features, semantic features, and association features.
In the rest of this section, we explain each of these categories.

TABLE I: Sample n-grams features for helperClassName
token

Feature Name Extracted Features
unigram helper, class, name
bigram helper class, class name
trigram helper class name

char-trigrams hel, elp, lpe, per, er[space], ...

1) Lexical features: We use traditional text features in order
to represent each target instance by means of histograms of
attribute frequencies. These traditional text features are n-
grams, character n-grams and binary n-grams. We give more
details about these features below.

N-gram is a continuous sequence of n items from a given
sequence of text. An n-gram of size one is referred to as
a “unigram”; size 2 is a “bigram”; size 3 is a “trigram”
and so on [8]. The items can be words or characters. N-
grams of words are referred to word n-grams (or n-grams)
and n-grams of characters are referred to character n-grams
(or char n-gram). For example, Table I illustrates different
n-grams and char n-grams features for normalized identifier
helperClassName.

Using the frequencies of n-grams is one of the most com-
mon natural language processing approaches to represent text.
In this technique, each document (in our case, variable name)
is represented by a vector of different n-grams. The frequency
for each n-gram is computed by its count normalized by
the total number of n-grams in the document. Instead of
simple counting, we followed the TF-IDF weighting scheme
for different n-grams to give a higher weight to terms (or
sequences of terms) that occur more frequently in a document
(in our case, name of a variable) and also to give higher
weights to terms (or sequences of terms) that occur less
frequently in an entire corpus (in our case, all variable names
in the train set) [29].

Binary n-gram is similar to the traditional n-grams (men-
tioned above). Instead of frequencies, they can only take values
0 or 1 which represent presence/absence of the given n-gram.

2) Semantic features: Another set of textual hints are se-
mantic features that represent the semantic proximity of terms
used in the variable names. Programmers are advised to pick
variable names that are suggestive of the type of variables [20].
For example, the following parts in the Eclipse Foundation [3]
naming advise developers to use meaningful variable names
and the similar names for throwaway variables:

“Variable names should be short yet meaningful. The
choice of a variable name should be mnemonic -
that is, designed to indicate to the casual observer
the intent of its use. One-character variable names
should be avoided except for temporary throwaway
variables. Common names for temporary variables
are i, j, k, m, and n for integers; c, d, and e for
characters.”

Word2vec features have been proved effective for capturing
semantic of text in many natural language processing and ma-
chine learning tasks. A word2vec model embeds a word into



a vector that captures the semantic value of the word in terms
of the distribution of words that co-occur with it in a large
corpus [21]. In simple words, it assigns a corresponding vector
in the space with each unique word in the corpus. For example,
vectors suggested for terms “counter” and “numberOf” in a
vector space, can be very close because they are associated
with similar terms in the training corpus.

3) Association features: Another textual hint in the text
for the type of a variable is the group of methods in-
voked1 by the variable. The similarity between sets of meth-
ods that two variables invoke in programs, suggests that
they have similar types. For example, in statement s =
text.toLowerCase().trim(), toLowerCase is an
association feature of the variable text, but trim is not
assumed as a feature because it is not directly called in the
text.

B. Feature Selection

A major bottleneck in machine learning techniques is the
large number of features which could significantly slow down
the learning process and reduce the performance of the model.
Therefore, in the feature selection step, we reduce the number
of features to a small set of features with the highest impact
on the performance of the model.

We follow an empirical strategy for feature selection. That
is, we compare the performance of features one at a time on a
small task and keep only the features that produced the highest
performing models. We provide more details about the feature
selection process in Section III-D

C. Classification Methods

We use two classification methods for the experiments:
Support Vector Machines, and Logistic Regression.

1) Support Vector Machines: Support Vector Machines
(SVMs) are popular and effective supervised learning methods
in traditional machine learning. An SVM estimates an optimal
separating hyperplane between instances of two categories.
More precisely, let {xi, yi} be the training instance-category
pair samples, where xi ∈ Rd and y ∈ {−1,+1}, with d
dimensionality (e.g., vocabulary size). SVMs try to learn a
mapping from training examples to target categories by means
of the following function:

f(x) = sign(
∑
i

αiyik(xi,x)− b) (1)

where αi and yi are the weight and label of training instance i,
respectively. The mapping of the input vectors (xi,xj) into the
feature space is done by means of the k(xi,x) kernel function.
The intuitive idea is that k(xi,x) estimates the similarity
between samples xi and xj . 2. In this study, multi-classification
is handled according to the one-vs-the-rest scheme explained
in [32].

1Note that in object-oriented programs objects invoke methods.
2α and b are estimated by using optimization techniques

TABLE II: Projects characteristics. #Pairs denotes the number
of training/test (variable name - type) pairs, #Types shows the
total number of unique types in the projects.

Project Organization Version #Pairs #Types
CLI Apache 1.4 323 51
IO Apache 2.5 1156 18
Ant Apache 1.10 12260 334
JDT Eclipse 4.7.1 52461 2958
CDT Eclipse 9.3.1 123504 1109

2) Logistic Regression: Logistic Regression is a statistical
classification method that uses a generalized linear regression
model to estimate P (C|x), the probability of the sample x ∈ R
belonging to class C. Specifically, logistic regression tries to
find the parameters W and w0 that best fit:

y = P (C|x) = σ(Wx + w0) (2)

where

σ(x) =
1

1 + e−x
(3)

The training algorithm uses the one-vs-rest scheme in the
multi-class case [32].

III. EXPERIMENTS SETTINGS

In this section, we first describe the source code projects
we used in our experiments (Section III-A) followed by pre-
processing and data cleaning steps (Section III-B). Then, we
explain more about textual features extraction (Section III-C)
and then in Section III-D the feature selection strategy is
discussed. Finally, we describe the training and test scenarios
in Section III-E.

A. Data Source

We use five large, mature open-source Java projects in our
experiments: CLI, IO, Ant, JDT, and CDT from two major
open-source organizations: Apache foundation, and Eclipse
foundation. Table II illustrates the characteristics of projects
used in our experiments. CLI is a Java library to interpret
command line arguments, IO is a Java library that provides IO
functionality such as reading and writing files. Ant is library
and command tool for managing dependencies and building
programs, mainly in Java programming language. JDT is the
Java development tool to support Java programming in the
Eclipse integrated development environment. CDT is the C
development tool to support C programming in the Eclipse
integrated development environment.

In Table II, #Pairs denotes the total number of (variable,
type) pairs in the train and test sets. #Types is the total number
of unique types used in the projects which denotes the number
of class labels in classification.

We use JavaParser [17] to extract the type declarations
in the source code of projects.



B. Preprocessing and Data Cleaning

Before extracting features related to variable names, we take
the following steps to normalize variable and type names.

1) In most cases, variables are in the compound form, for
example, myString or my_string. We split com-
pound words into atomic words using a set of regular
expressions, for example, myString is changed into
“my String”.

2) We transform all terms to lower-case, for example, “my
String” is changed to “my string”.

3) We clean up type names by removing the template
arguments. For instance, we remove < and > in
ArrayList<ICommand> to change it to the original
form ArrayList.

C. Feature Extraction and Representation

For each variable name, we extract three kinds of textual
hints (described in Section II-A) as features from the source
code:

• Lexical features: unigram (U), bigram (B), trigram (T),
binary unigram (bi-U), binary-bigram (bi-B), binary-
trigram (bi-T), char trigram (C3), char four-gram (C4),
char five-gram (C5).

• Semantic features: We use two pre-trained word2vec
models, based on two training corpus: Google News, and
StackOverflow.

– Google News word2vec is perhaps the most popular
representation that has been used in many natural
language processing and machine learning appli-
cations. This model trained by Mikolov et al. on
100 billion words of Google News, and is publicly
available [21].

– StackOverflow word2vec is a domain-specific word
embedding that has been trained on Stack Overflow
data [12]. This embedding is trained on 100,000
knowledge units tagged with “java” from Stack Over-
flow posts (include titles, questions, and answers).
Domain-specific word embedding captures semanti-
cally close words in the programming domain which
cannot be captured in natural language corpus. For
example, terms JPanel, JButton, JFrame and
JLabel belong to GUI component; hence, they are
close in the vector space of StackOverflow word2vec.

• Association features: Given a variable name in the scope
of a program, we collect all methods the variable invokes.
This feature captures the absence or presence of a method
invocation on a variable name. Thus, we call this feature
binary method call.

D. Feature Selection

We follow an empirical procedure to measure the contribu-
tion of each feature. We use logistic regression (described in
II-C) for classification and weighted f-measure to evaluate the
performance of the classifier. For each feature, we train and
test classification models in intra-organization settings. That is,

Fig. 2: Performance of individual features in predicting types
in intra-organization setting using logistic regression.

one on Apache projects (CLI, IO, and Ant combined), and
another one on Eclipse projects (JDT and CDT combined). We
use 60% of data pairs for training the classification models,
and the remaining 40% for testing the models.

Figure 2 shows the performance of following features:
unigram, bigram, trigram, binary unigram, binary bigram,
binary trigram, char trigram, char 4-gram, char 5-gram, bi-
nary method calls, Google word2vec, and StackOverflow
word2vec. Interestingly, these results indicate that StackOver-
flow word2vec yields the highest performance followed by
Google word2vec, binary unigram, and unigram features. This
suggests that semantic features could play an important role
in prediction. On the other hand, features like bigram, trigram,
binary-bigram, and binary-trigram don’t perform well. The
reason behind that could be the fact that a major portion of
variables in the dataset are atomic (consist of one word) so
n-grams more than unigram fail to give any information about
them and this causes a reduction in results.

Using high-performing features, we put on trial different
combinations of feature sets. We empirically found six feature
sets described in Table III outperformed other feature sets.
Thus, we use these feature sets in further experiments. In FS-1
and FS-2 Google worde2vec, in FS-3 and FS-4 StackOverflow
word2vec and in FS-5 and FS-6 both word2vec embedding
(Google and StackOverflow) are used.

Since the contribution of the binary method call feature
was not clear at this stage, we added binary method call
feature to FS-1, FS-3 and FS-5 to investigate the impact
of association features in the performance of classification
models.

Note that, we only consider the maximum number of
5000 top features for each lexical feature type, ordered by
term frequency across the corpus. We reached this number
empirically. In other words, for each feature type like unigram,
only top 5000 features are considered in our model. This
process helps to remove unnecessary features.



TABLE III: Features used in each Features Sets. In the
table, U=Unigram, bi-U=Binary unigram, C3=Char tri-gram,
C4=Char four-gram, C5=Char five-gram, bi-MC= Binary
method call, G-W2V=Google W2V, SO-W2V=StackOverflow
W2V

Names Features
FS-1 U, ’bi-U’, ’C3’, ’C4’, ’C5’, bi-MC, G-W2V
FS-2 U, ’bi-U’, ’C3’, ’C4’, ’C5’, G-W2V
FS-3 U, ’bi-U’, ’C3’, ’C4’, ’C5’, bi-MC, SO-W2V
FS-4 U, ’bi-U’, ’C3’, ’C4’, ’C5’, SO-W2V
FS-5 U, ’bi-U’, ’C3’, ’C4’, ’C5’, bi-MC, G-W2V, SO-W2V
FS-6 U, ’bi-U’, ’C3’, ’C4’, ’C5’, G-W2V, SO-W2V

E. Training and Test Settings

We evaluate the effectiveness of the type inference model in
three different settings: intra-project, cross-projects, and cross-
organizations.

Table IV describes the data sources used in training and
testing of classification models. In this table, “Training Data”,
and “Test Data” denote the data used to train the models, and
test the models, respectively.

In certain settings, some of the class labels in the testing
are unknown to the classifier. This happens when a project
uses some types that are not in the training data. In Table
IV, “#Unique unseen labels” denotes the unique number of
class labels (types in our case) that were not seen in the
training phase. “#Unseen labels” illustrate the total number
of (variable, type) pairs which the type was not seen during
training of the classification model.

Note that we did not consider subtyping relationships within
the classes, hence the results are based on the exact match
between the predicted classes and the actual type of the
variables.

1) Intra-project settings: In intra-project settings, a model
is trained and tested on disjoined parts of the same project.
That is, we train a model using the extracted features from
one portion of data set and test it on the remaining parts. In
other words, we use the classifier to predict types of the rest
of variables within a project.

In order to evaluate the model in the intra-project settings,
we perform 10-fold cross-validation to reduce the potential
variance caused by how the original training and testing data
is divided. Therefore, all the obtained performance scores are
averaged over 10 runs. This setting evaluates scenarios that a
model is trained on parts of a project and is used to predict
types in the rest of the project.

The first five settings (IP-1 to IP-5) in Table IV detail
the sources in intra-project experiments. For instance, IP-2 is
trained on CLI project and test it on the same project.

2) Cross-project settings: In the cross-project settings,
within an organization, we choose a project as a test project
(e.g. IO in CP-1); then, we train the model using data on
all other projects (like Ant and CLI in CP-1) in the same
organization. We evaluate the performance of the classification
model in predicting types of variables in the test project.

These configurations evaluate the applicability of model
transfer between projects within an organization. In other
words, it evaluates if a model from one or more projects can
be reused to infer the type of variables in another project.
Configurations CP-1 to CP-5 in Table IV provide details of
the experiments in cross-project settings.

3) Cross-organization settings: In the cross-organization
settings, we evaluate the applicability of type prediction mod-
els trained on an organization to predict types of variables in
another organization. More concretely, we train models based
on all type information available in Apache or Eclipse projects;
then, we test the models on a project from the other organiza-
tion. Configurations CO-1 to CO-5 in Table IV provide details
of the experiments in cross-organization settings.

The problem with cross-project and cross-organization set-
tings is the difference between types used in different pro-
grams. There is always a chance of having new and unseen
types in the test set which for the model has not trained. For
instance, in Table IV, in the configuration CP-3, 295 unique
unseen classes exist which are repeated 3603 times in the test
set. We did not remove unseen class labels to have a more
realistic evaluation of the applicability of these models. We
discuss this problem in more detail in Section VI.

IV. PERFORMANCE MEASURE AND RESEARCH
QUESTIONS

A. Performance Measure

We use weighted F -measure for evaluating the performance
of trained classification models in all experiments of this
study. Equation 4 shows the F -measure equation, which is
the harmonic mean between precision and recall. Basically,
weighted F -measure computes performance per label and then
average where each label score is weighted by its support.
In other words, weighted F -measure weights the F -measure
performance in each class according to the number of instances
in categories.

The f-measure metric is computed as

FMeasure = Σwi ×
precision× recall
precision+ recall

(4)

where wi is the weight of each class, precision is the
number of true positives over the number of true positives
plus the number of false positives. Recall is the number of true
positives over the number of true positives plus the number of
false negatives.

B. Research Questions

We seek to answer the following research questions:
RQ1 How effectively do models perform in intra-project

settings?
RQ2 How effectively do models perform in cross-project

settings?
RQ3 How effectively do models perform in cross-organization

settings?
RQ4 Which classification technique does perform better?



TABLE IV: Experiment Settings

Configuration Name Scenario Type Training Data Test Data #Unique Unseen Classes #Unseen Classes
IP-1 Intra-project ANT ANT - -
IP-2 Intra-project CLI CLI - -
IP-3 Intra-project IO IO - -
IP-4 Intra-project JDT JDT - -
IP-5 Intra-project CDT CDT - -
CP-1 Cross-projects ANT, CLI IO 16 137
CP-2 Cross-projects ANT, IO CLI 3 53
CP-3 Cross-projects CLI, IO ANT 295 3603
CP-4 Cross-projects JDT CDT 2751 55400
CP-5 Cross-projects CDT JDT 902 18387
CO-1 Cross-organization JDT, CDT ANT 224 2005
CO-2 Cross-organization JDT, CDT CLI 2 16
CO-3 Cross-organization JDT, CDT IO 14 109
CO-4 Cross-organization ANT, CLI, IO JDT 1023 24090
CO-5 Cross-organization ANT, CLI, IO CDT 2858 69775

V. RESULTS AND EVALUATION

In this section, we present the results of the experiments.

A. RQ1: Performance of Models in Intra-project settings

Figure 3 shows the performance of six classification models
using highest performing feature sets as detailed in Table III.
The highest performance (F -measure) with 10-fold cross-
validation are 0.72, 0.83, 0.7, 0.71, and 0.66 in IP-1, IP-2,
IP-3, IP-4, and IP-5 scenarios, by models that used feature set
1 (FS-1) for training.

The lowest performance (F -measure) for 10-fold are 0.68,
0.77, 0.56, 0.61, and 0.50 in IP-1, IP-2, IP-3, IP-4, and IP-5
configuration, by models used feature set 4 (FS-4).

Feature sets FS-2, FS-4 and FS-6 do not contain association
features (i.e. binary method call feature); results in lower
performance in most of the cases. This may indicate that the
association feature improves the performance in intra-project
settings at some level.

The best results are achieved in FS-1 which contains Google
word2vec and FS-5 which contains both Google word2vec
and StackOverflow word2vec. This shows the potency of the
semantic relation features in type inferring problem.

Comparing different projects, in CLI (IP-2) our model has
the best prediction.

B. RQ2: Performance of Models in Cross-projects setting

Figure 4 shows the performance of models trained by
the six best feature sets in predicting types of variables in
cross-project settings. The best F -measures are, 0.54, 0.58,
0.34, 0.24, and 0.35, in CP-1, CP-2, CP-3, CP-4, and CP-5
accordingly which all achieved by FS-1.

The trend suggests an inverse correlation between the num-
ber of unseen classes and the performance of models. For
example, in CP-3, there are 3603 variables whose types were
never seen in the training set, whereas in CP-1 and CP-2, the
number is significantly lower–137, and 53, respectively; thus,
the performance of models in CP-1 and CP-2 are higher than
the classification model in CP-3.

C. RQ3: Performance of Models in Cross-organization set-
tings

Figure 5 depicts the results of models trained on the data of
one organization to predict the type of variables in a project in
another organization. For example, in CO-1, a model is trained
on Eclipse’s JDT and CDT, and tested on Apache Ant. Note
that we only used FS-1, as it outperformed other feature sets
in previous experiments.

In these experiments, models trained on Eclipse’s JDT
and CDT performed better in predicting types of variables in
Apache projects than vice versa.

The highest and the lowers F-measure for classifiers trained
on Eclipse projects are 0.58 in CO-2 and 0.46 in CO-1.
The classification technique used in both cases was logistic
regression. The highest and lowest f-measure for models
trained on Eclipse projects and tested on Apache projects are
0.28 in CO-4, and 0.17 in CO-5, both use logistic regression
classification technique.

The first three configurations outperform the last two due
to the large number of training examples and fewer number
of unseen classes.

D. RQ4: Performance of Classification Techniques

In our experiments, there was no clear winner between the
performance of logistic regression and SVM. Overall, both
techniques manifested similar behavior.

VI. DISCUSSION

In this section, we discuss the results of the experiments.

A. Intra-project settings

In the experiments related to intra-project settings, we
tried to simulate scenarios where projects are partially typed.
That is, the classification model attempts to use partial type
information of one part of a code to predict the types in
the rest of the code using textual hints. Results show that
the classification model yields relatively high accuracy (F -
measure up to 0.83).



Fig. 3: Performance of models in intra-project settings

Fig. 4: Performance of models in cross-project settings

Fig. 5: Performance of models in cross-organization settings
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Observation 1: In intra-project settings, a classification
model based on textual hints could predict types of a
variable name with relatively high accuracy. (F -measure
up to 0.83)
While these results suggest that textual hints are able to

create accurate classifiers to predict types of new variables, it is
noteworthy that projects used in these experiments are mature
and follow a strict coding style and convention. Moreover,
we observed that similar names have been used to refer to the

similar concepts. Both factors—strict coding style, and unified
naming—contribute positively to the prediction of types in
intra-project settings.

B. Model Reusability in Cross-project and Cross-organization
Settings

In the cross-project and cross-organization settings, the
objective was to explore the limits of carrying over the
knowledge of models trained by some projects to another
project. Especially, within organizations where all projects
follow similar coding conventions.

Our experiments show that models trained with textual hints
in cross-project settings do not perform as good as the models
in the intra-projects settings. The main reason for the low
performance of these models is the high number of unseen
class labels in the test data (see Table IV). That is, type
prediction models are unable to predict the types that have
not been seen in the training step.�
�

�


Observation 2: The performance of type prediction mod-
els has an inverse relationship with the number of unseen
classes.
This observation suggests that when the training sets and

testing sets of the models based on textual hints do not share
the same sets of classes, other techniques and analyses are



needed to supplement the model to predict the unseen types.
For example, if the model provides a confidence metric along
with each prediction, more expensive techniques such as [34]
can be used to make predictions when the confidence of the
model in the prediction is low. Besides the number of unseen
types, the size of training data plays an important role in
improving the results. For instance, the number of instances in
JDT and CDT are substantially more than in Apache projects.
As a result, we observe better predictions in CO-1 to CO-3
than CO-4 and CO-5 in cross-organization settings.

C. Performance of Features

We considered three types of features in our experiments:
lexical features derived from variable names, semantic simi-
larity features and association features.�
�

�


Observation 3: In our experiments, semantic similarity
features (word2vec) improve the performance of the mod-
els.�

�

�

�

Observation 4: The experiments show that feature sets
that include all three kinds of features (lexical features,
semantic features, and association features) result in better
models than the feature sets that only use one or two kinds
of features.
If unigram and binary-unigram features within a variable

name have been seen by the classifier, the classifier can use
these hints to predict the type of variable. For example, the
unigram feature for fileSize is (file, size). If size has
been observed in the training set and tagged as an integer, the
classifier can classify fileSize into the integer class.

If size has not been observed in the training set but
semantically relevant names, e.g. length, was used in training,
word2vec feature can provide this knowledge to the classifier.
The contribution of word2vec features in the classification
of types suggest that the performance of classification can
improve when a project does use meaningful names consistent
with the type of variables.

In our experiments, between the feature sets using word2vec
based on StackOverflow data and word2vec based on Google
News, there was no noticeable difference in the accuracy of
models. It may suggest that there is little need to train domain-
specific word2vec models and the models based on natural
language can be used instead.�
�

�
�

Observation 5: There is negligible difference between the
performance of models based on StackOverflow word2vec
and Google News word2vec.
Moreover, associated method calls also improved the per-

formance of classifiers in our experiments. This is consistent
with the fact that types categorize variables with same behavior
into same groups; variables invoke similar methods belong to
similar classes.

Note that in our experiments we did not classify the
subtypes of a type to the same class. Thus, we believe that
the positive impact of associated methods can be higher than
we observed in our experiments.

D. Model Transfer

Our results show limited efficiency in transferring models
trained on a project or an organization to predict types in
other projects or organizations which stems from the high
number of unseen classes. That is if the classifier does not
see a class (i.e type) during training, it would be unable
to classify it correctly. For example, Apache Ant uses CLI
and IO libraries to perform some of its tasks, but not vice
versa. Therefore, models that use Apache Ant in training,
show better performance in predicting the types in Apache
IO, and CLI projects (CP-1 and CP-2 configurations) than
the classifiers trained on Apache IO and CLI to predict types
in the Apache Ant (CP-3 configuration).

Since similarity between projects dependencies and func-
tionality of projects can reduce the number of unseen class,
the model transfer can be more applicable to projects with
similar functionality and dependencies.

E. Applicability to projects in dynamically typed languages

Our work shows relatively high potential for textual features
in predicting types of variables particularly when a large
number of annotated data is provided. However, we relied on
the existence of type information for training, which is not
available in projects written in dynamically-typed languages.

Moreover, comparing to dynamically-typed languages, Java
has a limitation that a variable can have only one type in the
scope of the program, which is not the case in dynamically-
typed languages like Python.

F. Classifiers

In our experiments, we only used two classification tech-
niques: SVM, and logistic regression. The difference between
the performance of classifiers was negligible. This can suggest
models learned by the classifiers are relatively simple.

Note that we did not preform any parameter optimization
for classifiers. There are also other classifiers that we have
not explored, such as random forests, or neural networks. It is
possible that other classification techniques, or optimized SVM
or logistic regression classifiers perform better. For training
and testing of our models, scikit-learn library [32] is
used.

G. Classifier Performance as a Quality Metric

As we discussed before, a possible explanation for good
results in intra-project performance is the maturity of code,
coding style, and uniform naming of concepts. If true, the
performance of classifiers on predicting types of variables
can be used as a code quality metric. Choosing meaningful
names [20], and uniform naming of concepts [10] have been
advocated to improve the code readability and comprehension
in software design and implementation, but there is no concrete
metric to evaluate or compare the adherence of a software
project to these principles. The performance of classifiers
on predicting types can be a good measure to evaluate the
adherence of projects to such principles and non-functional
quality of code in general.



VII. RELATED WORK

Statistical Type Inference

Perhaps the most related works to ours are Raychev et
al. [28] and Xu et al. [34] which use probabilistic graph-
ical models [33] to statistically infer types of identifiers
in programs written in JavaScript and Python programming
languages. These approaches use control and data analyses to
extract the statistical graphical model. In contrast, the proposed
approach evaluated in this paper treats the programs just as
natural text, ignoring the underlying programming language-
based semantic and syntactic relations between elements.

Classification of ill-typed expression

Recently, Seidel et al. [30] designed and developed NATE
which trains classification models to distinguish ill-typed ex-
pressions in ML programs. In their experiments, they evaluated
SVM, random forests, and neural networks classification tech-
niques. The classifiers found and reported more than 80% of
ill-typed expression.

Type analysis in dynamically-typed languages

Type inference for dynamically typed languages, JavaScript
in particular, is an active area of research. Jensen et al. [18]
proposed a technique based on abstract interpretation to infer
type of variables and APIs in a subset of JavaScript. Hacket et
al. [14] use point-to analysis for type inference in JavaScript
programs. Flow [1], and Infernu [2] are some of the indus-
trial tools used for type inference in JavaScript. Note that
industry-strength tools also suffer from low accuracy in typing
dynamically-typed programs. For example, PySonar2 [26],
which is used by Google, fails in typing more than 50% of
variables in the real-world Python programs [34].

Less Typing

Another related body of work is reducing the burden of
declaring types in cases that the type can be inferred. Ex-
amples are gradual typing [31], and optional typing [6], and
programming languages such as ML and Scala.

Applications of NLP in software engineering

Recently, there is a surge in using NLP techniques for
software engineering tasks. Hindle et al. [16] argued that NLP
models such as n-gram can be used to model programs. Ray et
al.[27] use entropy to show that buggy codes are less natural
than fixed codes. Ernst [9] advocates using a combination of
NLP and program analysis to solve the program analysis and
testing problems. Goffi et al. [13] devise a technique to extract
oracles for exception handling of programs from comments;
Blassi et al. [7] propose a technique for semantic evaluation of
JavaDoc documents; and, Jiang et al.[19] use a combination of
information retrieval and natural language techniques to find
the root cause of alarm in log files.

Recommendation Systems

There are many recommender and information retrieval
systems for software development that use type information.
To name a few: PROMPTER [25] and SEAHAWK [24] find
related StackOverflow posts to the current program scope and
suggest them to users. To generate queries, they encode the
context of the program in a query. Their performance heavily
relies on the presence of type information in queries; thus,
their effectiveness for programs without type information is
unclear.

VIII. THREATS TO VALIDITY

External Threats

We only used five mature Java projects in the experiments
from two organization. The strict intra-organization coding
styles and maturity of projects that encourage meaningful
names can be favorable to the performance of type prediction
models in our experiments. Our results may not be generaliz-
able to less mature projects. However, we observe that using
identifier names alone cannot deliver sufficient information
about the variable. Because of that, we added method calls
as other features which boost our performance as shown by
the low F -measure in Section V.

We used just two classification techniques with default
configurations. Models with different parameters, or other
classification techniques, such as random forests or neural
networks, may produce better models for type prediction.

We only tried six feature sets listed in Table III. There
can be other features sets that could produce more accurate
classification model to predict types.

Internal

We may have bugs in our implementation. To reduce
the likelihood of bugs in our implementation, we reviewed
our code and we used widely-used, well-tested libraries for
implementation.

IX. CONCLUSION AND FUTURE WORK

We evaluated the viability of formulating type inference
problem as a classification problem using available textual
hints. We used several semantic and lexical textual features
as well as association features that contribute the most to our
prediction problem. Two different classification techniques are
employed to create type prediction models in three evaluation
settings: intra-project, cross-project, and cross-organization.

The results of our experiments suggest that textual fea-
tures derived from variable names, associated method calls,
and word embeddings that approximate the semantic relation
between terms (i.e., word2vec) contribute positively to models
performance to predict the types of variables correctly.

We found that textual hints are very powerful in predicting
types in intra-project settings. In cross-project and cross-
organization settings, as the number of unseen classes rises this
approach shows limited capability in variables type prediction.

Moreover, we found that the high number of unseen class
labels and the low number of training data are the major



obstacles in reusing models across projects or across organiza-
tions. Thus, a hybrid approach that utilizes both classification
techniques and traditional data-flow techniques can be used to
alleviate this problem. In such an approach, first, a classifier is
used to predict the type of a variable. If the classifier has low
confidence in the predicted type, data-flow analyses techniques
are invoked to infer the type of variable. The combination
of lightweight classification approaches with more expensive
analyses can decrease the overall cost of type inference in
dynamically typed languages.

In this work, we used only two classic classifiers with
empirical feature selection. In future, we plan to try non-
linear classifiers, such as random forest and neural networks,
that allow us to capture more complex interactions between
variables and the surrounding code. Also, we plan to evaluate
feature learning strategies based on deep learning methods,
which have shown an exceptionally good performance in
several traditional text analysis tasks.
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