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Abstract
With the recent trend in developmental science toward new techniques and methods
that involve sophisticated hardware and data processing, it is becoming more and
more important to merge the many different subfields within psychology, computer
science, and engineering. This current paper provides a new perspective on how
the two fields of developmental science and computer vision may benefit from one
another through a mutual interest in resolving the complex questions regarding human
learning. Several well established techniques in cognitive development and image
processing are outlined in terms of their importance in bridging the gap between the
two research areas. The combined efforts help to formulate new sets of questions
crucial to understanding human cognition, particularly in regards to the development
of infant visual attention. The methods and techniques outlined in this paper only
scratch the surface of what is possible when combining knowledge across multiple
disciplines. Specifically, processing images extracted from third-person and first-
person-view cameras and head-mounted eye trackers can aid in understanding the
complex series of factors involved in parent-child social interactions. Advantages in
being able to collective extensive amounts of data from these techniques as well as
their potential limitations will be discussed.
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Chapter 1

Introduction

Many academic programs have gone the route toward interdisciplinary work, or have

at least promoted the idea of collaboration between groups from different fields of

study. There are many benefits to the interdisciplinary approach, for example, the

ability to quickly address problems to questions that are outside the scope of one’s

expertise. However, this approach toward collaboration may not always impact both

participating disciplines equally. The final outcomes, whether it be an experimental

paper utilizing a new statistical technique, or the proposal of a new algorithm trained

on preexisting experimental data, may indeed push the field forward rapidly and lead

to advances in one of the domains. This common effort can be considered an initial

step, or first phase of interdisciplinary collaboration, where one area might benefit

from the other at a surface level but without a deep understanding of the methods

and techniques which were initially sought out to help solve a specific problem. An

alternative approach toward moving the science of both fields forward in general,

and to take full advantage of the experiences and expertise between two or more

individuals, should require balanced effort and simultaneous progression in both areas.

1



Instead of shifting between two parallel tracks of upward mobility between disciplines,

the long term goal of collaborative work should aim to shift the nature and quality of

questions typically considered, and to push for novel contributions between the two

or more disciplines. With these goals in mind, this can lead to a richer understanding

of the problems common to each field and to develop the tools necessary to address a

more complex set of questions. Although, in order for this redirection toward progress

to take place, collaborators should be versed in the fundamental techniques and

theories underlying each field of study, at least to a greater extent than has typically

been achieved in the past. With interdisciplinary programs becoming the starting

point for many research programs, the initial groundwork is already being set so that

researchers are now well versed in different fields, and the next step is to continue to

pursue and formulate a unique set of questions common between disciplines. The aim

of this paper is to provide one example where knowledge across the different fields

of developmental science and computer vision, and familiarity with each their basic

techniques and methods, can lead to new approaches in the way researchers resolve

complex questions about human learning that involve many interacting components.

1.1 Common issues in embodied development

Developmental science has become increasingly concerned with the many different

factors that lead to the emergence of complex social behaviors. For instance, relatively

recent research in cognitive development has depicted the developing child as an

embodied, complex system with emergent properties governed by both their immediate

surroundings and the internal processes taking place as they mature (Thelen & Smith,

1994). Other bodies of work have focused on the neural dynamics taking place that

2



lead to the type of brain processes and patterns that emerge through simultaneous

excitations and inhibitions from multiple sensory inputs, such as the interactions

between visual information, auditory information and the child’s learning history,

all of which contribute in some way or another to higher level cognitive processes

(Sandamirskaya, 2014; Thelen, Schöner, Scheier, & Smith, 2001; McClelland et

al., 2010). The difficulty with this type of work is in identifying, quantifying, and

measuring the many different factors that may have some direct role in learning

instead of concluding that “everything matters.” But, before being able to identify

which factors have an important role or direct influence on learning outcomes, multiple

potential candidate factors must be measured and assessed to rule out competing

hypotheses, and data must be collected across many different designs and from different

angles in order to begin to address the fundamental questions about mechanism. In

this paper I propose only a few select methods that may be useful for collecting the

scope and type of data necessary to make claims about contributing factors and the

mechanism by which they interact. Specifically, I will show that the application of

established image processing techniques can be a promising candidate for providing

additional information to our growing knowledge of cognitive development, and that

the richness and quantity of the data gained from this approach can lead to a greater

understanding of the factors that impact infant cognition and human learning in

general.
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1.2 Human-like learning approaches to computer

vision

Though the application of computer vision and image processing techniques may

provide unique insight into the development of human learning, this argument does

not simply suggest that the computer science related domains cannot gain from such

applications. Mimicking the human visual system is a notoriously difficult problem

in the area of computer vision. For example, an infant may quickly recognize that

a bottle is a bottle whether the container has water, milk, or juice, or even empty,

but the same degree of general recognition may be much more difficult to obtain

in software. The algorithm must be general enough to account for variations such

as size, shape, texture, background noise, angle, occlusions, lighting, translucency,

and so forth. By solving these problems the way in which the human visual system

attempts to solve them—processing very low level information (edges, contrast,

color, etc.), building upon these cues gradually over time, given their redundancy

in specific contexts, and coupling them with real world external events—computer

vision algorithms can become more and more general over time to solve real-world

problems across many different and ambiguous situations. Although, for some specific

applications where the parameters and constraints are well known, where accuracy

and precision might be extremely important, and there exists little variability in

the scene, approaches toward problems such as object detection have the benefit of

more complex mathematical and computationally intensive solutions that may not

accurately represent the true underlying processes of human perception and ability.

This approach is acceptable and efficient for those specific situations with very specific

problems to solve (e.g., within a manufacturing process), but to reach the same
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degree of flexibility as in human and other animal learning systems, knowledge of

the biological system, its limitations, plasticity, and especially the rapid development

of such, should be taken into consideration. For these reasons, the joining of two

different fields through a more in depth and integrated approach to collaboration

should be considered in order to solve fundamental questions about domain general

learning.

1.3 Merging two fields through emerging techniques

in developmental science

One way to gain from the benefits of merging the two fields of developmental science

and computer vision is through the implementation of methods and techniques that

may facilitate the collection of large amounts of data. This approach is ultimately

necessary to understand the highly complex set of factors involved in questions such

as the development of infant attention during the first year of life. In order for

infants to build knowledge about objects, such as the name of the object and those

like it, the object’s function, or even its category membership, they must first be

able to attend to them and witness their multiple correspondences with other events

(e.g., verbal utterances, actions, or perhaps a spatial location). This coupling of

sensory information in space and time, sometimes within a single domain, such as

viewing actions and objects, or between different sensory channels, such as viewing

objects along with verbal labels, results in a grouping of all potential information

and ultimately the accumulation of knowledge over time. Choosing how to allocate

attention is a difficult task to accomplish if an infant has no way of knowing which

information from the environment is worth attending. To add to this complexity,
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an infant’s body is continuously and rapidly changing. They must overcome the

problem of understanding how their body interacts (or doesn’t interact) with their

environment in addition to using their body to attend to potentially informative

visual information. Fortunately, the infant visual system is provided with a set of

general-purpose mechanisms to bootstrap their own learning. Some of the mechanisms

are implemented within the growing system itself, others are provided via a highly

enriched social environment.

Various techniques have been utilized to capture both the attentional processes

taking place during the first year of development and the type of interactions that

occur naturally between parent and child. One such technique to capture the direction

of infant attention has been the use of head-mounted eye trackers. These devices

can be quickly fitted to both the child and/or parent and capture the real life events

and experiences that occur naturally, moment-to-moment, and provide insight into

how each individual attends to these experiences by tracking the person’s eye gaze.

To obtain a more holistic picture of the role of the environment, additional cameras

placed either on the ceiling and/or wall can be used to capture multiple angles outside

of the child’s immediate field of view. These additional video sources can be used as an

overall baseline measure for many important actions which occur during some specific

period of time. By collected large amounts of data from many angles, thousands of

frames of video for brief interactive play session, many different factors that might

serve as potential candidates for the development of infant attention within social

context can be easily extracted. From the perspective of the developmental researcher,

a set of tightly controlled experiments may be conducted that uniquely addresses

each of the candidate factors instead of using these types of cross-discipline, slightly

more technical approaches. This direction toward addressing developmental questions
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is very much needed, but can be costly as well as time consuming. In addition, the

isolation of a single factor may not necessarily lead to real world natural experiences,

and perhaps ignores the possibility of non-linear interactions that can take place

during complex social scenarios, where multiple cues compete within a short duration

of time. From the perspective of a computer vision researcher, algorithms developed

from images of artificially constrained environments may not perform well under

more realistic conditions, and oversimplifications of concepts such as saliency may be

reduced to a small subset of features that perform well in one type of environment but

not another. For these reasons, it is important to genuinely consider real world “noisy”

data, and to propose a set of methods to capture noise as well as signal in order to

understand how the human learning system handles and manages each throughout

their development. In the following sections, I will outline a set of methods that

attempt to capture multiple types of information within a naturalistic context of

parent-infant play. I will then outline some of the ways in which one may extract

the relevant information which may be used to understand the important factors

that influence the guidance of infant attention. Lastly, I will discuss some of the

limitations of these methods and outline some possible future directions where we

may be able to improve upon the quality of the data.
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Chapter 2

Methods for capturing natural

interactions

The current paper provides an example of just one of the many potential scenarios

where one or more head-mounted eye trackers are attached to parent-child dyads

during naturalistic play. This particular example demonstrates the use of additional

camera sources to capture behaviors outside the range of the head-mounted camera

images. Multiple third-person-view camera angles may also be used to extract

any relevant features and properties from the images at different viewing depths.

Knowledge from both the fields of developmental science and image processing are

required to formulate new questions about how infants allocate attention within a

social context.
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2.1 Dyads in the social interaction environment

In the current example, caregivers interacted with their children ages 6 months up

to about 22 months using a set of pre-selected objects. For the purpose of this

paper, this age range has been grouped into young infants (below 12 months) and

older infants (12 months to 22 months). Parents played with their infants in a

naturalistic but controlled environment. The parent-child dyads were seated at a

child size table measuring 75cm × 50cm (see Figure 2.1). Children were secured

using a store-bought device with a harness and straps so that young infants may sit

upright and at the height of the table while sharing a common surface for interactions

and object manipulations to take place between parent and child. A box of eight,

common toy objects were available for the parent to use in order to teach the infant

the names of these objects (Figure 2.2). Every 40 seconds, the parents heard an audio

prompt for one of the objects which provided some direction as to which item(s) may

be used to teach the name of the object.

2.2 Video sources

One camera was initially used during the first phase of data collection, which was

attached to the wall angled slightly downward and pointed in the direction of the dyad.

Due to the need for multiple views of behaviors at different angles, an additional

camera was added to the ceiling to capture motion information and track features

across these views. The wall-mounted camera was 2.5 meters away from the table

and captured a third-person view of the whole event. The ceiling camera was placed

2 meters above the table. The eye-tracking device was made by Positive Science

and is now used in many developmental labs (Franchak, Kretch, Soska, & Adolph,
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Figure 2.1: Illustration of the experimental setup and social interaction space

Figure 2.2: Toys used during play sessions in order of relative size

10



2011). This specific device uses an analog 640px × 480px head/scene camera which

captures the first-person-view of the child with a 42.2◦ vertical viewing angle and

54.4◦ horizontal angle. A malleable arm extension from the head-mounted device

mounts an additional camera that is tuned to infrared light and is angled directly

toward the eye. Under infrared light, the eye camera displays the first purkinje image

which is a reflection from the outer cornea. This reflection, along with the pupil

diameter and shape, are tracked frame by frame and mapped to coordinates on the

scene image after successful calibration. The calibration procedure requires adjusting

the orientation of the eye and head cameras and then using a calibration board

measuring 60cm × 40cm containing 9 dots distributed throughout the entire view.

The experimenter points to dots one-by-one while using a glove with flashing LEDs to

get the child’s attention. Yarbus calibration software is used to select frames where

eye position matches points on the calibration board (Yarbus Development Team,

2013). These calibration points are then used for estimating the final gaze tracking

data for all frames (mapping eye image to scene image and then estimating pixel

coordinates, frame-by-frame, corresponding to gaze direction).

2.3 Data processing

In order to compare events that may take place across multiple views, for example, if

a child sees the parent reach for an object from their perspective view, and the wall

camera also captures this event, video frames must either be synced in time and at a

common frame rate, or timestamps from each frame should be obtained to match

identical events within some alloted timespan. With the use of only one head-mounted

eye tracker and a single wall camera, the syncing of each of the three video sources (one
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scene, one eye, one wall) is relatively straight forward if using commercially available

video editing software. A common camera flash captured along points in the beginning

and end of all video sources may be used to align the video frames in time. However,

due to different frame rates among capture sources and the potential for dropped

frames to accumulate over time and lead to frames out of sync, this method is quite

tedious when using two head-mounted eye trackers and multiple third-person-view

cameras. To resolve this issue, custom software was created to capture multiple input

video sources (two eye, two scene, one wall, one ceiling) as USB inputs and capture

frames from each source simultaneously over the entirety of the play session—it

should also be noted that bandwidth issues may arise from multiple USB devices. An

open-source, multi-threaded video capture program using OpenCV (Bradski, 2000)

and other multimedia libraries was developed specifically for this purpose, and can

be obtained from the following link: https://github.com/iamamutt/yoshida-lab-cap.

Once the video sources have been aligned temporally, either automatically or through

post-processing, behaviors may be manually annotated and timestamped using open-

source software such as Datavyu (Datavyu Team, 2014), or automatically classified

using various behavior classification algorithms that are beyond the scope of this

paper (Pusiol, Soriano, Fei-Fei, & Frank, under review; Lee, Bambach, Crandall,

Franchak, & Yu, 2014).
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Chapter 3

Methods for analyzing features

relevant for attentional

development

Infants are born with a set of general purposed mechanisms to help them attend to as

much information as possible in their visual environment. Some of these mechanisms

are realized as low-level constraints within the growing system itself, such as sensitivity

to abrupt changes in motion or luminance, while other cues are learned over time

and provided via an enriched social environment. By combining information from

the fields of developmental, vision, and computer vision sciences, we may be better

equipped to understand the quality of information the child might be processing from

their environment, how this information influences where they might look next, and

how the use of this information and its relevance changes over time.

These problems may be addressed by attempting to partition information based on

whether it originates from the parent (or another social agent), the infant themselves,
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or other cues within their environment that compete for the child’s attention. In

regards to the parent or caregiver, previous work on the topic of parent-generated

visual input has demonstrated that a wide range of cues may help to constrain an

infant’s visual environment, such as the role of the caregiver’s hands in providing

meaningful input about objects (Yoshida & Burling, 2013; Yu & Smith, 2013), or the

following of eye gaze and head orientation during later development (D’Entremont,

Hains, & Muir, 1997; Butterworth & Grover, 1990). During the developmental time

points in which infant movement is limited, particularly for head turns, reaching

and grasping, parents of infants frequently and unambiguously show objects to their

children during those moments of limited motor control (Burling, Yoshida, & Nagai,

2013). This suggests that an infant’s visual scene is much less ambiguous and noisy

than one might expect. If attention can be directed towards objects during these

showing instances, then little else in their visual environment is allowed to compete

for attentional resources given the frequency of these events and the size of the retinal

image for objects during these critical learning moments. These visual experiences

can be quantified by analyzing eye gaze data in conjunction with events taken from

first-person and third-person views. Some components of information that can be

used to guide attention may be common among different types of research designs,

such as the role of saliency as seen from the child’s perspective, while others may be

dependent upon the type of question being addressed, such as the role of hands or

joint attention, which are more difficult to classify automatically than the low-level

cues involved in saliency. The following focuses on extracting components that may

be much more common in many types of social interactions designs.
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3.1 Orientation of infant attention

Knowing where the child is looking at key time points is important for providing

insight into how the infant’s attention is organized during parent-child interactions.

The method of attaching head-mounted eye trackers to better aid in this investigation

has recently been adopted in many developmental labs (Yoshida & Smith, 2008;

Pereira, Smith, & Yu, 2014; Smith, Yu, & Pereira, 2011; Yu & Smith, 2012).

This approach provides a moment-to-moment assessment of infant attention and

the events that drive their attentional shifts immediately before and after points of

fixation. The momentary gaze points obtained from the tracking device may also

be used as ground truth values when simulating abstractions of cognitive processes

such as computational perceptual saliency models (Itti, Koch, & Niebur, 1998). In

addition to the estimated point-of-reference coordinates, which map gaze direction to

locations on the scene camera attached to the head-mounted system, it is possible to

utilize these data to further analyze eye movement behavior such as speed in which

attentional shifts occur, distribution of gaze fixations, head movements from the scene

camera, and the relationship between these measurements and external events (i.e.,

the behaviors observed from the parent).

3.1.1 Head movements from the head mounted camera

Eye movements often correlate to preceding or subsequent head movements, though

the degree of correspondence may differ at distinct periods of infant maturation. In

addition, any attempt to quantify motion (as seen from the perspective of the child)

as a cue which guides attention will also include simultaneous motion due to the

movement of the child’s own head. One method to quantify the coupling between
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head and eye gaze and to subtract out motion due to head movement is to directly

measure the amount of movement from the head. Without the use of additional

external attachments such as accelerometers, an alternative approach is to estimate

head motion using images obtained from the scene camera that was used to capture

the child’s first-person-view. Since devices to measure properties of motion (e.g.,

velocity) do not yet exist for parts of the body such as eye movements, ultimately

some type of image processing technique is necessary to estimate movements of the

eyes. Although, much of this work is already completed, given that eye movements can

easily be obtained from the gaze coordinates taken from the Yarbus tracking software;

however, head movements require the use of a much different approach. To estimate

infant head movement without the use of external devices, we used readily available

video stabilization techniques which were applied to the infant’s scene camera view

(for a more detailed explanation of the process, see Schillingmann, Burling, Yoshida,

& Nagai, 2015). The vid.stab library (Martius, 2014) as used by the tool FFmpeg

(FFmpeg Team, 2014) can be used to compensate for shaky video sources, but in

this particular case, it has been utilized to estimate head motion obtained from FPV

footage. The library’s debug output provides global motion vectors for each frame

that can be merged with existing eye gaze coordinates, also provided for each frame by

the Yarbus tracking software. A visualization of this technique can be seen in Figure

3.1a. The vid.stab tool estimates global motion by using a series of differently sized

“blocks” (see Figure 3.1b). Once the motion can be estimated, the debug output

provides the motion vectors for each frame corresponding to the new location of the

frame based on past frame positions due to previous motion. The output may be used

as an alternative estimate of head motion vectors for each frame without the need

of external hardware. The head motion vectors can then be analyzed on their own,
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or in combination with other events such as head motion before and after parental

naming events or object manipulations which have already been annotated.

Slight head movements may take place from frame-to-frame when observing head

motion based on information from video frames, and the degree of this movement is

dependent upon the video frame rate. To examine the amount of movement within

some specified amount of time, one must consider whether the question involves the

total amount of head movement or the final destination of the movement within some

timespan. This is especially important for young infants, given that movement in

general, whether it be head or eyes or arms, is typically not straightforward and

fluid. Movements may be jerky and slightly erratic depending on the child’s motor

skills. Figures 3.2a and 3.2b demonstrate two different methods for calculating head

movement within a one second time interval for both younger and older infants. Very

little difference in movement is shown between age groups, for either absolute head

movements (total sum of absolute value of motion vectors with the timespan) or

complete path head movement (distance from point A to point B), though younger

infants tend to show slightly less movement overall in both cases. These observations

may vary depending on the events that happen immediately before or after the

initiated head movements, and when restricting the motion vectors to these events

alone, which is an additional analysis that may be conducted in connection with

annotated behavioral data. The current approach demonstrates how one might extract

more information from head-mounted eye trackers to understand infant development

than what has typically been considered in the past.

17



(a) Frame shifting (b) Vidstab motion estimation

Figure 3.1: Visualizations of the FFmpeg vid.stab library

3.1.2 Eye movements from the eye tracking device

In addition to motion derived from head movements, how the eyes move within some

timespan may also be tracked using the gaze location data obtained from the output

of the tracking software. Again, the distance the eyes travel from one frame to the

next may be quite short if the frame rate is relatively high (or fail to capture rapid

saccades for low frame rates). To use a more interpretable estimate of eye movement

velocity, aggregating information within a 300ms time window can serve as standard

estimate of movement for a single attentional event. Though eye movement planning

can vary depending on the context, for scene perception, a window between 250-350

milliseconds is sufficient (Rayner, 1995). Figure 3.3a shows eye movement velocity in

terms of pixels for a single attentional event (this information may also be converted

to degrees as a common referent to account for variability in image resolution). Some

interesting patterns emerge between younger and older infants that may warrant

further investigation. Infants 9 months and younger show less extreme movements,

with most of the density near zero velocity, while older infants more frequently show
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(a) Head movement distance (b) Absolute head movement

distance

(c) Absolute sparse optical

flow

(d) Absolute dense optical

flow

(e) Amount of Canny edges

detected

(f) Average perceptual lumi-

nance values

Figure 3.2: Histograms of various properties extracted from multiple image views
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(a) Distribution of eye gaze motion. The

distance the eyes traveled within a 300ms

time window (in number of pixels).

(b) Distribution of eye gaze spread (cen-

tered by individual). Axes are based on

first-person-view camera dimensions.

Figure 3.3: Visualizations of gaze tracking data for older and younger age groups.
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slightly larger eye movements, particularly in the horizontal direction. To further

visualize eye movements between groups, the precise location of where the infants were

looking based on the first-person-view can be seen in Figure 3.3b. Before plotting the

x and y pixel coordinates, the center of the distribution was found for each individual

and the coordinates where subtracted from this center. Figure 3.4a shows the average

center location for each person, colorized by age group. The central point of gaze

varies across individuals, which may be due to events taking place in a repeated

spatial location, or much less interestingly, variability in the position of the scene

camera from the head-mounted eye tracking system. It’s likely that variability in

center gaze may be a combination of both of these factors. A reference point in the

scene may be used to help determine the cause of this variability. However, across

multiple visualizations, movement and placement of gaze fixations appears to be

much greater among older children than younger children. This includes the average

path the eyes take over larger time increments, where older children reach a specific

location in space faster than younger children (Figure 3.5).

3.2 Motion estimation using optical flow

Optical flow is a representation of egocentric motion, motion that is perceived from the

perspective of the individual. Imagine walking down a large hallway. Features directly

in the center of the retinal image appear to move more slowly relative to features

in the periphery–e.g., walls (Raudies, Gilmore, Kretch, Franchak, & Adolph, 2012).

Evidence on egocentric motion suggests that infants at an early age process global or

uniform motion differently than motion between two adjacent objects (relative motion)

(Banton & Bertenthal, 1996; Banton, Bertenthal, & Seaks, 1999). This implies that
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(a) Mean gaze position coordinates (b) Standard deviation of gaze position

coordinates

Figure 3.4: Gaze position statistics for both age groups based on a normalized

coordinate system
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Figure 3.5: Average gaze path distance for each unit time
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younger infants compared to older infants may be more sensitive to different types

of motion events initiated by the parent, for example, bringing an object such as a

carrot close to the bunny’s mouth to mimic eating behavior versus bringing the carrot

close the infant’s face to demonstrate the same action. Depending on the child’s

age, one type of action may be more informative—in terms of mapping the behavior

to concept—to the infant compared to the other. To capture the items moving at

different speeds relative to the observer, motion vectors will be estimated using both

the Lucas-Kanade with pyramids method for calculating optical flow (Bouguet, 2001;

Lucas, Kanade, et al., 1981) and also the Gunnar Farneback method for optical

flow estimation (Farnebäck, 2003). The Lucas-Kanade method is also often referred

to as sparse optical flow, since motion is estimated from only a few select points

between subsequent frames. These points are referred to as features and are typically

(though not exclusively) in the form of sharp corners that are detected and tracked

across frames (Shi & Tomasi, 1994). Once good features are found, features from the

next image are matched against features from the previous image by transforming

the image at different scales, from the original size down to a much smaller rescaled

version of the original image (thus, the pyramids) to track the movement of features

across the two images taken at different points in time. The Gunnar Farneback

method is considered dense given that it estimates displacement of pixels between two

frames for all pixels within some small, specified neighborhood. The dense approach

is more computationally intensive, while the sparse approach is much quicker but

relies on the stability of tracked features across frames. If much of the image is

uniform, the sparse method does not work well, which is why naturally occurring

environments are preferred over sterile experimental rooms with little variation.

The estimates obtained from the various optical flow algorithms can be used to
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(a) Sparse optical flow (b) Dense optical flow (c) Canny edges

Figure 3.6: Visualizations of OpenCV image processing techniques

categorize the types of motions the child is attending to during specific points in time

during the play session, or to observe developmental differences in overall motion

between different age groups or between dyads. Once the motion vectors have been

determined, the average motion within some regional space may be calculated during

the moment of crucial learning events, such as parents showing objects. If body parts

can be segmented in the third-person-views, developmental shifts in overall movement

can be observed to understand the role of the parent-generated actions during early

development versus later development—where children have more control of limbs

and actions. The dense optical flow method is likely to be better suited for this type

of spatial analysis. Figure 3.2d shows the distribution of motion vectors between age

groups using the dense optical flow method on images taken from the wall camera,

which displays less overall movement within dyads between younger and older infants.

It should be noted that the extent of motion is also dependent on the distance of the

camera from the table. Actions further away will lead to smaller motion vectors, so

care must be taken to fix the distance across sessions, or to normalize the vectors

along with some information about distance figuring into the calculations. The

viewing angle of the camera is also important, since motion information in one or
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two axes might be accurately estimated, but depth information may be inaccurate or

nonexistent. To account for this, multiple angles such as the wall and ceiling can be

used, and data aggregated across these two views. Dense optical flow may also be

implemented to estimate spatial regions with repeated activity. Space has commonly

been considered a highly informative cue for orienting attention across many different

domains of learning (Samuelson, Smith, Perry, & Spencer, 2011). Information within

the visual field is not uniform across time. There are likely to be specific regions

in space that contain much of the information needed for learning. In addition, if

information happens to be repeated within a specific spatial region, children are

adept at learning the statistical regularities within an environment to quickly guide

attention to relevant locations for further analysis (Darby, Burling, & Yoshida, 2014),

though whether or not infants show evidence of this ability remains to be investigated.

The manner in which parents display objects on some surfaces and at some consistent

distance from the infant, and due to the constraints of the infants body and reaching

abilities which might drive such behavior, all provide seemingly important cues for

where to look within the child’s visual environment.

Observing the motion due to objects or body parts such as hands might prove

to be more difficult when applying the same algorithms to first-person-view videos.

Unless the goal is to estimate overall head motion, assuming no other features are

moving in the scene, the methods to estimate motion will include both head motions

and motion due to many other parts moving in the scene. One method to account

for this is to subtract out motion due to the head, which can be obtained from

external devices or other techniques such as the vid.stab library, and be left with

motion due to items such as objects and hands. Figure 3.2c displays the average

overall motion due to things such as objects and hands, but constrained only to the
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perspective of the child, and with head motion vectors subtracted from the optical

flow motion vectors. Though overall motion may not be as informative, it is up to the

researcher to compare these data to important events such as parental gestures and

object manipulations. Both approaches provide useful measurements for estimating

motion information from the scene or from the perspective of the child, with the goal

of investigating how motion information is used as a salient cue for guiding infant

attention.

3.3 Estimating other low-level features

Infant attention may also be influenced by low-level changes in their visual scene.

These include information such as abrupt changes in contrast, either luminance or

color, or the number of line segments and other high spatial frequency information.

Together these cues compete to direct attention to salient regions in space. Many

different approaches have been implemented to model these influences, but are largely

based on adult-like estimates of perceptual saliency (Itti et al., 1998). It is also known

that infants make use of these low-level cues to help entrain attention over time to

much more meaningful input such as gestures and objects (Ruff, Saltarelli, Capozzoli,

& Dubiner, 1992). Therefore, it may be of interest to extract these cues from the

child’s view to observe how they relate to looking behavior, especially during the

initial stages of mapping cues to events in early infancy. There are several approaches

to approximate the type of bottom-up cues that may drive infant looking behavior,

and edge detection algorithms and values taken from a single image’s colorspace may

account for most of these cues. Cues such as perceptual contrast, however, require

a target—such as on object—to be compared to its surroundings in order to detect
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sharp differences in luminance or color over time. Estimating changes in contrast over

some timespan require more than just the information that can be obtained from a

single image (an instantaneous point in time), and rely on analysis of events over

time and changes in some subspace of the image. For this reason, low-level cues that

can be immediately extracted from a single frame will be discussed.

Edge detection algorithms such as the Canny edge detector (Canny, 1986) can

serve as an approximation for the number of line segmentations and high spatial

frequency information that may also play a role in infant attention. This is an

iterative approach that smooths the image to find sharp gradients and filters out any

noisy edges depending on the parameters set for the function. Figure 3.6c shows the

use of this approach to detect edges among the table, hands, basket and car from

the infant FPV, while Figure 3.2e shows the distribution of these edges (as the log

percentage of edges versus non edges) in the scene for younger and older infant views.

As for luminance estimates, it is quite straightforward to calculate the luminance of

a region by multiplying the blue, green, and red pixel values (on a scale of 0 − 255)

by 0.0722, 0.7152, 0.2125 and summing the individual values to obtain a luminance

estimate, in this case on the scale of 0-255. These calculations are a weighted sum

of each color component by their relative sensitivity according to the human visual

system, with greenish values getting the most weight. Figure 3.2f displays the average

luminance values between age groups, which appears to be a bimodal distribution

between slightly dark and slightly light peaks. This assumes lighting conditions are

constant across play sessions, and consistency in the type of capture devices and

their settings. An alternative approach to luminance is to extract values of perceived

brightness from a completely different colorspace than the standard RGB colorspace.

Images may be converted to CIE-LAB from RGB, where both instances are three
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(a) L Channel (b) A Channel (c) B Channel

Figure 3.7: Histograms of CIE-LAB colorspace for each channel and each age group

dimensional spaces but instead of red, green, and blue, LAB uses l, for lightness

(brightness, see Figure 3.7a), a channel as a color range and b channel as a color

range. The a channel is on the spectrum of green to magenta (Figure 3.7b), while the

b channel is on the spectrum of blue to yellow (Figure 3.7c). The CIE-LAB space is

better suited to match the human perceptual system than is the RGB colorspace, and

can be used to obtain information about perceived brightness and color (Fairchild,

2013). By extracting this type of information from the scene, the data can then be

added along with other components to model how each of these factors plays a role

in where infants look, especially during crucial moments such as the manipulation of

highly salient objects.
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Chapter 4

Discussion

This method paper demonstrates several techniques for obtaining perceptually based

cues from video data that are important for understanding the development of infant

attention. Once the necessary work for obtaining these estimates has been conducted,

using the techniques previously outlined, the next logical step is to further analyze

each of their relative importance for learning by comparing the factors to annotated

behaviors. Formal models may be proposed to help guide future work in understanding

the role of each factor in attentional development, and to explore how each factor

interacts with others over time and at unique stages of development (Itti et al., 1998).

Each of the methods used to extract more information from videos of natural play

sessions and head-mounted devices have their own set of limitations, and there is much

room for improvement. Many alternatives to the methods outlined exist, and it is up

to the experimenter to be mindful of which method or approach best fits with the goals

of research question. Steady progress is being made in both the fields of developmental

science and computer vision and new techniques are rapidly evolving over time. The

methods outline above are not the way to approach a problem, but merely serve as
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an example of at least one way we may go about merging information from different

fields to help us resolve the more difficult questions that involve highly complex

interactions, such as in child cognitive development. It should also be noted that

techniques developed within each field, such as the use of head-mounted eye trackers

or various kinds of optical flow algorithms, have their own set of unique limitations,

and the experimenter should be aware of such limitations when guiding their research.

These limitations may eventually be overcome if knowledge from one field can be

applied to the other (e.g., better calibration methods for eye trackers, angle of view

issues with scene cameras, biological plausibility of perceptual saliency algorithms,

etc.). Despite this, these methods merely serve to provide a first step in merging the

different fields of computer vision and developmental science, with the goal of a better

understanding for how young infants learn so quickly in such a short amount of time

and with much fewer initial biological constraints. These methods can also be used

to understand how much of their learning may be attributed to the role of the parent

during early development, and how parents’ implicit actions and behaviors help to

gradually entrain an infants attention over time. With a broader understanding from

the developmental psychologist of the complexities involved in creating the kinds of

algorithms outlined in this paper, or a broader understanding coming from computer

scientists for how infants use social information to guide attention, this combined

knowledge can be implemented to address even more complex questions once this

foundation has been set, and a more rigorous approach to research between groups

with mutual interests can be established. Applying knowledge from both fields can

help to close the gap between developmental psychology and image processing and

move toward developing a deeper understanding of the human learning system and

applying what we’ve learned to a common goal.
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