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Abstract

Tissue micro-environments of critical interest like tumors, stem-cell niches,

and brain tissue surrounding implanted neuroprosthetic devices are complex in

structure and harbor complex processes. Understanding events and perturbations

that occur in these micro-environments entails selective molecular imaging of

the tissues, delineating cellular structures, and accurate cell classification. The

algorithm presented in this thesis advances the state of the art in cell classification

in large scale histological studies.

The core contribution of this thesis is a novel active machine learning al-

gorithm that leverages the advances made in the fields of optimal experimental

design and submodular functions. In large and diverse datasets, manually anno-

tating examples to create a training set is effort intensive and suboptimal due to

subjectivity and selection bias introduced by human experts. The proposed algo-

rithm reduces human effort and eliminates subjectivity by actively participating

in the learning process to select informative examples for the user to label. The

algorithm selects multiple informative examples in a learning iteration reducing

the burden of retraining the classifier multiple times. The algorithm relies on

the submodularity property of the D-optimal criterion to provide performance

guarantees for the examples selected for labeling. The algorithm also obviates the

necessity for performing offline analysis for feature selection by using the popular

LASSO technique to perform feature selection during training. Our experiments

on multiple real world data from clinical studies show that the proposed ac-

tive learning algorithm outperforms standard learning and other active learning

frameworks.

Since histological studies involve analysis of similar cells under different

conditions, the labeling effort to classify similar or related cells in different tissues
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or conditions can further be reduced by leveraging knowledge learned from one

classification task and using it for a related task. The proposed algorithm is also

extended to a transfer learning setting to take advantage of existing labeled data

sets even when they are mismatched. When applied in transfer learning mode to

endothelial cell classification problems, the algorithm consistently achieves classi-

fication accuracies greater than 90% with minimal effort. The algorithm has been

embedded into the open source FARSIGHT toolkit with an intuitive graphical

user interface that provides constant feedback about the classification process to

the user.
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Chapter 1 Introduction

1.1 Background and Significance

The goal of this work is to develop highly effective machine learning al-

gorithms for identifying cell types in multi-spectral images of biological tissues

collected as part of animal and human clinical studies. Similar needs arise in

the biotechnology industry where there is a need for validating drug targets and

screening for lead compounds for drug discovery. Of particular interest to this

work are biomedically significant tissues such as tumors, and the brain tissue

surrounding implanted neuroprosthetic devices. These tissues harbor complex

processes involving a spatio-temporal interplay between large numbers of bio-

chemical constituents. It is essential to quantify the presence and distributions of

these molecular players to understand the events and perturbations that occur in

the tissue.

For example, identifying cancer sub-types from a biopsy specimen requires

information about: (i) expression levels of key molecules of interest that report

on cellular events such as cell signaling, and cell-cycle regulation; (ii) localization

of the key molecules within specific cell types such as cells of epithelial origin,

and endothelial cells; and (iii) sub-cellular localization and distribution of the key

molecules. These requirements, in turn, call for reliable methods to perform selec-

tive molecular imaging of the tissues, accurately delineating all the structures of

interest, and identifying cell types with utmost reliability. Importantly, the meth-

ods for identifying cell types should operate effectively with the least amount of

human effort, minimize inter-subject and intra-subject variability, and maximize

the overall objectivity of the analysis. They should be capable of being used by

clinical researchers on a large scale without the need for careful parameter adjust-
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Figure 1.1: Compound image showing multiple channels of a multiplex stained
kidney tissue with clear cell Renal Cell Carcinoma (ccRCC) which was imaged
using multispectral microscopy.

ments or specialized training.

As a concrete example, Figure 1.1 shows a sample image from a clinical

study of angiogenic activation in human clear-cell renal cell carcinomas (ccRCC).

This requires automated quantification of large batches of multi-spectrally imaged

slides. The purpose of multi-spectral imaging is to enable contextual analysis of

multiple molecular constituents in the tissue. This technique is used in conjunc-

tion with molecular labeling methods to perform multiplex molecular imaging.

Molecular imaging is the science of mapping the spatial distribution of specific

molecular species over a spatial region. This discipline has emerged as a vital

tool, and will remain so due to the importance of molecular information, and

also the importance of spatial localization of these molecules. Specifically, the
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location of a protein inside a cell is informative of the cell state. Molecular imag-

ing is accomplished using fluorescent labels that tag the structures of interest

with a high degree of molecular specificity, and using spectrally selective optical

excitation and detection of the fluorescent tags. The tagging can also be made

specific to the state of the molecule in question. For example, tagging can be

done to check if a chosen molecule is phosphorylated (activated) or not. Flu-

orescence multiplexing is a technique for mapping the distribution of multiple

molecules of interest at once. Using this method, two or more fluorescent labels

of different spectral profiles (colors) can be used to tag multiple structures, and

imaged together to create a multi-color (multi-channel) image. This has an im-

portant advantage of preserving the spatial inter-relationships and providing the

context for analysis of the tissue. In the example of Figure 1.1, deparaffinized

formalin-fixed, paraffin-embedded ccRCC sections were rehydrated and multi-

plex immunostained against CD34 for vasculature, CA-9 for tumor cells, SMA

for pericytes, and an analyte (p-ERK, p-STAT3, p-AKT, or Ki67), and hematoxylin

for nuclei. A Nuance R© multispectral camera (CRI Inc. , Woburn, MA) on a Le-

ica DMRA2 epifluorescence microscope was used to record images ( 400x, 1392 -

1040 pixels, 8 bits / pixel at 10nm intervals from 420 – 720nm in brightfield and

fluorescent modes).

Multi-spectral imaging produces a large series of spectrally resolved im-

ages, collectively known as a multi-spectral data cube. This datacube can be

reduced substantially by the method of spectral unmixing. This method models

the collected data cube as a mixture of spectral signatures with spatially varying

abundances. Each spectral signature corresponds to the emission or absorption

spectrum of a single molecular tag. For the example in Figure 1.1, the unmixed

channels are displayed in Figure 1.2 (a) - (e). Panel (a) corresponds to Heamo-

toxylin that is used to tag all the cell nuclei. Panel (b) shows the channel cor-
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Figure 1.2: Unmixed images from a multi spectral datacube. The figure shows a
sample 5 channel 2-D image of a human kidney tissue sample which was mul-
tiplex stained and used in the current study. The five channels correspond to
(a) Haemotoxylin (b) Cluster of Differentiation-34 (CD34) biomarker (c) Smooth
Muscle Actin (SMA) biomarker (d) p-ERK analyte (e) Carbonic anhydrase-9 (CA
9) biomarker.
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responding to Cluster of Differentiation-34 (CD34) biomarker that is used to tag

the blood vessels. Smooth Muscle Actin (SMA) channel is shown in Panel (c) and

this biomarker is used to tag Pericytes. Panel (d) shows the channel for Carboxy

anhydrase-9 (CA 9) biomarker that is used to tag regions of hypoxia (lack of oxy-

gen), usually found around tumor cells. Panel (e) shows the p-ERK channel that

is a molecular analyte used to reveal activation mechanisms. The problem of in-

terest to us is to identify the following cell types - (i) Endothelial Cells (ii) Tumor

Cells and their activation statuses from large batches of multi-spectral images and

produce a set of measurements quantifying their shape, size, texture and location.

Figure 1.3 shows the maximum intensity projection of 3D Confocal Image

Stack of a brain tissue montage with 72 image fields with the dimensions of each

image field being 800 x 800 x 222 voxels. As it can be seen from the image, the

tissue has been perturbed with an implanted neuroprosthetic device and has been

stained for multiple structures. The tissue has been stained for four different cell

types- (i) Neurons (ii) Microglia (iii) Astrocytes and (iv) Endothelial cells. An

important issue concerning the electrode performance and the effects of device

geometry is the proximity of these different cells to electrode sites. Thus, classi-

fication of these cells is a fundamental step in the analysis before characterizing

their spatial distribution. In both these examples, the scale of the data being ana-

lyzed is extremely large. In our study of angiogenic activation in human clear-cell

renal cell carcinomas, there is a need to analyze 200 – 300 images / batch with

approximately 600 cells/image and in our study of brain tissue response to neu-

roprosthetic implants, we need to classify more than 75, 000 cells per dataset.

Although cell classification has been an active research area and a large num-

ber of methods have been proposed, cell classification problems in a "Big Data"

setting have a unique set of problems/issues associated with them.

The majority of cell classification methods in the literature are supervised
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Figure 1.3: Perturbed Brain Tissue. The figure shows the maximum intensity
projection of a 3D confocal image of a 6 x 12 montage of image field of a mouse
brain perturbed with an electrode. The red channel shows all the nuclei. The
green channel shows the microglia. Four different cell nuclei are seen in the
image (i) Neurons (ii) Microglia (iii) Astrocytes and (iv) Endothelial cells.
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machine learning approaches designed to learn from examples provided by a

human expert. Supervised learning algorithms are very effective when there is

sufficient and appropriate labeled data available. The labeled data is provided

as a training set to the algorithm to help it distinguish between multiple object

classes. The goal is to learn function representations or decision boundaries that

divide the input space of the features into distinct regions, each belonging to a

particular class. Any new example will then be classified based on the region of

the feature space it falls into and the effectiveness of a learner is highly contingent

upon the quality of the training examples. Training examples should capture all

the essential information about the data for which predictions are sought. The la-

beled data is usually generated by a human expert manually annotating examples

from images that are hand picked from a large dataset. Human observers can-

not judge the quantitative contribution of training examples to algorithm learning

and hence introduce subjectivity and selection bias in the learning process. In ad-

dition, at the scale of analysis described above, selecting a representative training

set of images and annotating specific subset of cells from these images is a time

consuming process and an expensive proposition especially when the images be-

ing analyzed exhibit a high degree of variability and diversity.

Consider the four images from our clinical study that are shown in Figure 1.4

(a)-(d). It can be seen that the size and texture of the nuclei are highly variable in

each of these images and so is the staining of different biomarkers. Figures 1.5(a),

(b) show a similar problem in the brain tissue context. Region (a) corresponds to

the tissue close to the electrode whereas Region (b) corresponds to a tissue region

away from the electrode. A clear difference in the morphology of microglial

arbors (green channel) is evident from the images. In either case, the performance

of a classifier trained on annotated examples from one image type will perform

poorly when applied to another image. This is because limited training results in
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Figure 1.4: Variability and diversity in image data. The four images are taken
from our clinical study of clear cell Renal Cell Carcinoma (ccRCC). The immense
diversity and variability in these images is clearly seen. The size and texture of
the nuclei are highly variable in each of these images and so is the staining pattern
of different biomarkers.

dense regions of input feature space not being represented in the training data.

Thus, for a reliable classification performance across all the images, the training

set for the classifier should be representative and preferably obtained at a low

cost.

A common problem with large scale clinical studies is that the entire data is

not available right at the outset and arrives in batches. It is expensive to retrain

a classifier from scratch every time a batch of data is made available for analysis.

Instead it would be preferable to use classifiers that can be trained once and ap-

plied on a new batch directly if the data is similar and train it incrementally with
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Figure 1.5: Variability and diversity in brain tissue data. Region (a) corresponds
to the tissue close to the electrode whereas Region (b) corresponds to a tissue
region away from the device. A clear difference in the morphology of microglial
arbors (green channel) is evident from the images. The microglia are much more
ramified away from the device and near the device there are hardly any processes.
The difference in phenotypes of microglial morphology near and away from the
device presents difficulties in classification.
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each batch if necessary. This saves a lot of effort for the analyst. Another common

problem with classification in histological applications is that of class imbalance.

Class imbalance is the phenomenon where the one class is greatly outnumbered

by another class. This can affect the performance of certain classifiers and result in

reduced accuracy. There is a need for classifiers that are robust to class imbalance

problems for application in histology.

With advances in image analysis and computer vision algorithms, we now

have a rich set of features to describe cells and other biological structures of in-

terest. These features quantify the shape, size, texture and appearance of the cell.

To bridge the semantic gap and completely describe the cell, hundreds of fea-

tures are generally used. However, the increase in dimensionality of the feature

space causes difficulties in classification. Some features might be redundant and

in rare cases they might even hurt the learning process by acting as noise and not

providing any relevant information for classification. In addition, because of the

Curse of Dimensionality, the number of examples to learn the problem increases

with the dimensionality of the feature space. This also affects the generalization

properties of a classifier as it depends on the ratio of number of free parameters

to the number of training examples.

Although many features might be useful for description, only a subset of

these might be useful for a classification problem. If the learning problem is

sparse, then feature selection or dimensionality reduction algorithms can be used

to improve classifier performance. Feature selection algorithms select a reduced

subset of features from the original list of all features while dimensionality re-

duction techniques transform the original space to another latent space through a

linear/non-linear combination of features to improve the prediction accuracy of a

classifier. In a clinical setting, feature selection algorithms are much more useful

because by selecting a subset of original features they are interpretable while the
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new features obtained from latent space techniques have no physical interpreta-

tion. However, almost all feature selection techniques described in the literature

require a representative training set [57] that is difficult or expensive to obtain

with large data. In addition, one also has to perform additional offline analysis

with the training set to select the best set of features that requires extra effort from

the analyst.

Many traditional supervised machine learning algorithms are opaque black

boxes that do not expose their workings to the user. In many cases, data is simply

plugged into a machine learning toolbox and only the final output of the algo-

rithm is available. The domain user, the biologist in our case, has no idea of what

transpired and the reasons for the classification are unknown. In addition, many

powerful machine learning algorithms involve significant number of parameters

and are sensitive to these parameter settings. Finding the "sweet spot" for the pa-

rameters when they are not intuitive can be a difficult task. Another related aspect

is the degree of confidence associated with classification. Sophisticated classifiers

like Kernel Partial Least Squares and Support Vector Machines provide only the

classification result and provide no direct indication of the confidence associated

with the classification calls. In critical applications like medicine, classification

confidence is critical and provides the analyst with the flexibility to dial in the

required specificity and sensitivity for the results. These issues play a great role

in adoption of machine learning algorithms for use in the daily workflow in the

clinic. Dealing with complex multivariate data can be made much simpler and

discoveries can be made faster if algorithms can be made more interpretable and

transparent. Apart from designing easily interpretable algorithms, there is a great

need for intuitively designed Graphical User Interfaces (GUIs) and data visual-

ization techniques to enhance the experience of the domain user when dealing

with analytic systems.
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Although the focus of this thesis is cell classification, the algorithms devel-

oped can also be applied to other biomedical applications that can be cast in a

classification framework. For example, consider the RGB image in Figure 1.6 of a

glomerulus tissue stained using H&E (Hematoxylin and Eosin). Although multi-

spectral imaging enables contextual analysis of multiple molecular constituents,

H&E staining is still the most popular staining method used for histopathology

studies. The image contains several types of structures and their segmentation

is the first task that is performed in the analysis. Since the segmentation is per-

formed based on the color, it can be treated as a classification problem with color

features. However, the image contains approximately 1.5 million pixels (1200

x 1200 pixels) and the various structures exhibit different hues and intensities.

Thus, this is again a big data pixel classification problem with a large number of

unlabeled pixels easily available and selecting pixels with different color charac-

teristics a difficult task. Another H&E image of a brain tissue showing neuronal

nuclei (blue) with microglia (brown) is also shown in Figure 1.6 where the same

problems exist.

Another problem that can be cast in a classification framework is cytoar-

chitectonics. It is well established that the neurons in the cerebral cortex are

arranged in the form of layers and the field of cerebral cortex cytoarchitectonics

is concerned with its neuronal layer delineation. The traditional definitions of

cytoarchitecture are in general based on visual inspection by an observer. This

process is subjective and there is intra and inter observer variance with respect to

the exact location of these boundaries. This has led to conflicts in the literature

on how to define cortical regions when the layer differences are subtle. Thus,

an automated method of classifying cells as part of different layers based on fea-

tures that neuroanatomists generally use would be extremely useful. Figure 1.7

shows the montage of a mouse brain with over 4000 cells containing multiple cell
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Figure 1.6: H and E stained images (Top) Glomerulus Tissue. The figure shows
the nuclei in blue, the red cells in red and the structures tagged by eosin in pink.
(Bottom) Brain Tissue. The brown colored ramified structures are microglia and
the nuclei of other cells are shown in blue.

13



Figure 1.7: Automatic cytoarchitectonics. Maximum Intensity Projection of a mo-
saiced 3D multi spectral image of the cerebral cortex of a mouse. All the nuclei are
tagged in red and the nuclei associated with NeuN (green channel ) are neurons.

types and imaged multispectrally. This problem requires a 2-level classification

approach with the first level of classification to identify the neurons from other

cell types and then classify the neuronal nuclei as belonging to different layers.

With a large number of unlabeled data samples easily available and labeling for a

representative training set being an expensive task, automatic cytoarchitectonics

presents many issues in analysis as described above.

In this thesis, we present the application of an active machine learning algo-

rithm that is an elegant solution to the problems inherent to large scale classifica-

tion in histology. "Active Learning" is a paradigm that helps in classifier learning

with minimal effort from the user by concentrating on informative examples only.

Active Learning is essentially a learning mode for a supervised classifier where

it actively participates in the learning process by interacting with its environment
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in acquiring a training set. In contrast, passive learning refers to the scenarios

where the algorithm simply receives training examples selected by the user. Ac-

tive learning algorithms present unlabeled data samples as queries to be labeled

by an "oracle." Active learning is a useful technique when unlabeled data is easily

available and the labeling task is expensive. The motivation for active learning

comes from the belief that if the algorithm is made to choose its training data, it

can learn with fewer examples and perform better than random passive learning.

We motivate the idea of active learning with a simple example below.

The fundamental notion behind active learning is the idea that not all train-

ing examples are equally valuable from a classifier learning standpoint. Based on

what we know about the data by observing a few training examples, the infor-

mation content in the rest of the data is unevenly distributed i.e., some examples

are more informative than others. By focusing on these informative examples,

the algorithm can learn the problem much more efficiently. Consider the 2-class

example classification problem as shown in Figure 1.8(a). For simplicity and ease

of visualization, we only consider two features for the problem. Figure 1.8 (a)

shows the scatter plot of all the data for these two features. The red and blue

circles inside that the examples fall under indicate their true class. Class 1 is in-

dicated by blue color and Class 2 is indicated by the color red. To simplify the

problem further, we make these classes linearly separable, i.e., these classes can

be separated completely by a straight line as indicated in the figure.

Traditional supervised classification algorithms solve the problem by observ-

ing the classes of a few examples and finding the optimum decision boundary to

separate the two classes. In general, the decision boundary could be a non linear

function as well. Also, in general, we do not possess the true labels of all the pos-

sible examples a priori (if we did, there is no need for a classification algorithm).

In a practical setting, labeling an example comes at a cost, either in the form of
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user effort or the monetary cost involved in recovering the label or both. The

goal of active learning is to obtain the optimal classifier at the lowest cost. For

the current example, we initially label 10 examples for each class that are shown

with colored dots in Figure 1.8 (b). Based on these 20 training examples, there are

many straight lines that can be drawn to separate them perfectly. These straight

lines represent competing hypotheses and the complete set of valid hypotheses

is called the version space. In Figure 1.8 (b), the classifiers (1), (2), (3) and (4)

represent the version space. The goal is then to have the smallest possible version

space. Ideally, if the cardinality of the version space is one, then we have a perfect

classifier.

Now, assume if we had the budget to label just one more example, we ask the

question, "Which example would be most beneficial to label from a classification

standpoint?" We need to choose the example that would reduce the version space

the most. Labeling any point from the sets P or Q as shown in Figure 1.8 (b) will

not reduce the version space as according to all hypotheses in the version space,

the points in P are all blue and the points in Q are all red. If they are not, the

data points are no longer linearly separable and that would be a violation of our

assumption. Intuitively, the version space reduces the most when the labels of

examples (a) or (b) are revealed to the classifier. (a) and (b) are said to be in the

"Region of Uncertainty," indicated by the orange region in Figure 1.8 (b). The label

for any point lying away from the region of uncertainty is known based on what

the algorithm has already seen. Minimizing the version space is analogous to

reducing the region of uncertainty. Thus, points falling in the orange region have

more information content in them compared to other data samples. Thus, from

a classifier learning perspective, some examples are more valuable than others.

By querying informative examples at every iteration, we can learn a classifier

at a lesser cost. However, this requires the learning algorithm to be "curious"
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Figure 1.8: Motivating example for active learning with 2 features. (a) Shows
the input data distribution with the colored circles indicating the true class (b)
Version space and region of uncertainty after 10 examples have been observed.
(1) ,(2) ,(3) ,(4) are possible classifiers which constitute the version space. (a) and
(b) are informative examples as they lie in the region of uncertainty. The examples
in P are all class 1 (blue) and examples in Q are all class 2 (red).
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and select informative examples for the user to label. This paradigm of learning

where the algorithm queries the user for labels of informative examples is called

Active Learning. Active learning is a useful technique when the labeling task is

expensive and unlabeled data is easily available. Active learning algorithms are

usually applied in a pool based setting where the algorithm can query the most

informative examples from a pool of unlabeled samples. In such a setting, active

learning methods are iterative and the algorithm updates its knowledge about the

problem after obtaining the labels for the queried examples after every iteration.

By focusing on the informative examples only, a reliable classifier that has been

trained with a representative training set can be obtained at a minimal cost.

The active learning algorithm presented in this thesis is based on the logis-

tic regression classifier that has not been explored extensively in the literature

for clinical applications. Apart from the obvious advantage of reduction in hu-

man effort, our algorithm also provides several other advantages. One of the

biggest strengths of the algorithm presented here is its interpretability. It can

be used as an inference tool as the weights of the variables in the fitted mod-

els reveal how important the input variables or features are in explaining the

outcome that is very relevant in a clinical context. In addition, we can search

for a parsimonious/sparse model with the given set of features using regular-

ization techniques that helps in generating a classifier that generalizes well. The

algorithm supports on-the-fly feature selection and does not require any specific

offline analysis and effort from the user. The level of sparsity can be dialed in

by increasing/decreasing a single parameter (explained in Section 3.4). It does

not possess any mysterious parameter settings that makes it usable in the hands

of a biologist. It can be trained using stochastic gradient methods where the

parameters can be updated incrementally to explain new data. Thus, it is very

useful in large scale clinical studies where the biologist does not have the luxury
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of analyzing the whole dataset at the outset. Since our algorithm is probabilistic,

meaning that it also provides the probability along with the class labels, the biol-

ogist can dial in the sensitivity and specificity of the results desired by specifying

a confidence threshold value acceptable for a classification call. Since the goal of

training is to obtain the right set of weights that explain the data correctly, once

the biologist is satisfied with its performance, the model parameters can be saved

and directly applied to any new data that is similar. The ability to save a reliable

model and reuse it for new data that saves time is another reason why it is prac-

tical for large scale clinical studies. Another important feature of this model is its

robustness to class imbalance and sampling bias. In [2], the authors discuss the

properties and performance of logistic regression under these two conditions and

conclude that if the goal is to classify between classes and not to obtain an accu-

rate value for the probability of class membership, logistic regression preserves

the separability of the classes. The idea of using logistic regression efficiently for

really large scale problems was explored in [3] and they show that it outperforms

popular classifiers like Support Vector Machines.

1.2 Summary of Proposed Contributions

This thesis has several contributions that advance the state of the art in the

statistical analysis of large scale biological data, especially to the problem of clas-

sification. Specifically, this thesis tackles the problems presented in the previous

section and proposes efficient solutions to them. Many of the proposed ideas

are applicable to other image analysis, computer vision and machine learning

problems. The main contributions are summarized below:

• Active Learning- Our proposed active learning algorithm has novel ideas

that advance the state of the art in field of bioimage informatics. Our
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contributions in this area are summarized below:

1. Statistically Optimal Queries - Most of the active learning frameworks re-

ported in literature are based on heuristic strategies [4], [5], [6] without a

statistical guiding principle. They focus on individual instances rather than

an entire data distribution while querying for the labels of instances and

hence are not immune to outliers. We propose an active learning algorithm

that is non-heuristic, robust to querying outliers and selects statistically opti-

mal examples for the user to label. We leverage the theory of optimal exper-

imental design and the idea of submodularity to achieve this. We propose

a sequential D-optimal experimental design technique on logistic regression

models to estimate the classifier parameters. Optimal experimental design

has a rich history in the field of statistics and has been applied in various

fields to estimate regression model parameters [7], [8]. We modify the set-

ting and apply it to the problem of cell classification. To our knowledge,

this is the first time this framework has been used for cytometric analysis in

histology studies.

2. Multiple Informative Examples - The prior literature on selecting multiple

informative examples optimally, in an active learning iteration, is sparse.

In this thesis, we propose the use of theory of submodular functions to

select multiple informative examples in an iteration thereby accelerating

the learning process. Using the theory of submodular functions provides

performance guarantees that cannot be claimed by other heuristic multi-

observation active learning strategies [9], [10]. This contribution of the the-

sis advances the state of the art in the field of machine learning as well. The

prior work by Hoi et al. [11] also use submodular functions for selecting

multiple informative examples. However, they make certain approxima-
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tions to their information selection criterion to obtain multiple informative

examples while the criterion in our algorithm does not require any such

approximations.

3. Automatic Convergence - By relying on information theoretic measures,

our active learning algorithm can automatically sense convergence of the

learning process. This ensures that the user does not spend any extra effort

in labeling more samples than what is needed for learning the problem. The

active learning frameworks reported in the literature depend on heuristic

measures [4], [5] or set a fixed number of examples to be queried.

4. Parameters -The algorithm has only one tunable parameter and is intuitive

to adjust based on prior knowledge. We have applied the algorithm to

diverse biological datasets and haven’t seen the need to adjust this value.

• Transfer Learning- The proposed active learning framework is also ex-

tended to a transfer learning setting. To our knowledge, this is the first

time transfer learning methods have been applied for histology or any

classification problem in biology :

1. Transferring relevant information to reduce labeling effort - We extend

the active learning framework to an instance based transfer learning setting

and apply it to the the problem of cell classification. Although the algorithm

was proposed in the context of Unexploded Ordnance Detection or UXOs

in [12], instance based transfer learning has not been explored at all in bio-

logical applications. The algorithm substantially reduces the labeling effort

for the user when information is transferred across related tasks. We show

that when similar cells are being analyzed or studied in different tissues or

even different species, information can be shared to improve classification

performance.
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• Feature selection- We also make specific contributions in feature selection

that is of critical importance in high dimensional problems. Our specific

contributions are outlined below:

1. No offline analysis - We propose an integrated feature selection approach

that is performed while learning the classification problem. The on-the-fly

feature selection mechanism reduces the burden on the user by obviating

the need for any offline effort for feature selection in most cases. We ac-

complish this by making use of the LASSO (Least Absolute Selection and

Shrinkage Operator) technique [13]. LASSO requires the user to set the

value of the sparsity parameter. In our experience, the performance of the

classification algorithm has been fairly robust to this parameter and can be

adjusted intuitively by leveraging prior knowledge. If the initial guesses per-

form sub-optimally, the user will have to perform cross-validation to select

the correct value for the amount sparsity.

• Active Learning Software framework- We developed a memory efficient

framework for visualizing results and the classification process that uses

tightly linked multiple simultaneous views of the data.

1. Multiple view analysis framework- The current design of the FARSIGHT

active learning system provides insight into the workings of the algorithm

by providing several profiling tools and allows the user to look at the data

in multiple views/spaces. The software implementation for this framework

includes four views: Table view, information gain view, Heatmap view and

the image view. All the views share and modify the same raw data and

selections. The table view provides the current set of selected important fea-

tures and the values for selected examples. The heatmap view gives a visual

indication of the current state of the algorithm’s knowledge. The heatmap
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evolves with every iteration indicating its understanding of the problem.

For problems that can be explained by the classifier, the heatmap evolves

and finally reveals structure in the data that works as a feedback mecha-

nism to the user. The information gain view shows the information gain in

each active learning iteration. This gives the user an idea of the number of

iterations that might be required for learning the problem completely.

2. Intuitive User Interface - One of the important contributions of this thesis

is the active learning software framework that addresses several important

concerns faced by biologists. It makes the process of classification intuitive,

transparent and provides an easy to use graphical interfaces. The design

incorporates all the lessons learned by interacting with biologists and un-

derstanding their requirements. The end product is a system that is usable

in the hands of a biologist.

3. Contributions to Open Source community - The presented algorithms were

implemented in C++ using standard and open source C++ libraries such as

the Insight toolkit (ITK), Visualization Toolkit (VTK) and Vision Something

Libraries (VXL). In addition, the code has been integrated into the FAR-

SIGHT, an open source, cross-platform toolkit. Thus, other researchers can

leverage, extend, and/or integrate our code into their research. Since both

the algorithm and the software are general, the framework is extensible and

can be easily integrated with applications in domains beyond medical image

analysis.

• Biological applications- Our work has several contributions to histopathol-

ogy and neuroscience although not limited to these fields. They are de-

scribed below:
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1. Histopathology - We studied the effects of an anti-angiogenic drug and the

result it had on the activation state of endothelial cells. This primarily re-

quires classification of endothelial cells and within the identified endothelial

cells, they need to be sub-classified based on their activation states. These

results can be used to predict patient response to this drug, that is an on-

going study. We also performed preliminary analysis of multiple cell type

classification.

2. Other applications - We have used the algorithm to classify cell types in

brain tissue implanted with neuroprosthetic devices. This classification will

help quantify the effect of different device types on the populations of differ-

ent cell types in brain tissue. This can then be used to effect design changes

in these devices and help them last longer. The result of the classifica-

tion algorithm is also the starting point for several segmentation algorithms

which ultimately result in a complete profiling of the tissue. In addition, the

algorithm’s applicability is currently being explored for several other appli-

cations like tissue image segmentation and automatic cytoarchitectonics.
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Chapter 2 Background and Related

Literature

In this chapter, we initially review the several approaches that have been re-

ported in the field of cell classification. We follow that by a description of the

popular frameworks that are used to perform active learning in both single ob-

servation and multiple observation modes and then discuss the active learning

methods that have been used for solving biological image analysis problems. In

addition to the active learning methods described in this chapter, there are other

techniques that have been described in literature. For a complete exposition of

the field, including theoretical analysis, the reader is advised to refer to the com-

prehensive active learning literature survey by Burr Settles [14].

We first establish the mathematical notation that will be followed in this

chapter and the rest of the thesis. Lower-case letters are used to represent vectors.

All vectors are denoted boldface letters and scalars with regular letters. All vec-

tors are column vectors unless specified otherwise. A training set of n examples is

represented as D = {(x1, y1), (x2, y2), ......(xn, yn)} where x∈ Rd is used to denote

the d input variables or features and y ∈ R is used to indicate the class label. The

random vector of features is denoted X and the vector of class labels is denoted

y. The ith training example is denoted xi and its class label is denoted yi.

2.1 Review of Cell Classification Methods

Classification of cells or nuclei is usually the end goal of most biomedical

image analysis applications. Classification of cells takes place after the cells have

been reliably segmented and descriptive features of cells have been generated.

Feature generation includes quantifying several properties of the individual cells
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as well as relationships between them. Classification of cell types helps biologists

answer relevant questions depending on the application. For example, neuro-

scientists look for certain cell types in tissue images of the brain like microglia,

astrocytes, neurons etc. [15]. In Histopathology applications, cells are classified

into tumor cells or non-tumor cells based on their antigen response [16]. Cells are

also classified into different classes based on their cell-cycle phases [17]. Classifi-

cation of cells based on sub-cellular localization of proteins is a critical application

in the field of Location Proteomics [18]. Most of the prior literature in cell clas-

sification has been supervised learning centric where the algorithm learns the

function to separate the different cell types based on the examples provided by

the human expert. Thus, the function is learned on the training set and applied

on the test set whose labels are unknown.

One of the simplest methods to classify cells is the K-Nearest neighbor clas-

sifier. It is a very popular method due to its simplicity yet it is a powerful non-

parametric method of classification. Given a set of labeled examples, the new

example is labeled based on the majority label of its K nearest neighbors. The

value of K is usually selected by a cross-validation procedure performed on the

training set. This technique has been used in several classification problems.

Khouzani and Zadeh [19] performed Gleason grading on pathological prostate

images using this method. They computed the entropy and energy features of

the multi-wavelet coefficients of the image. This was followed by a feature selec-

tion step using simulated annealing. The K-Nearest Neighbor classifier was then

used to classify each image to one of the appropriate Gleason grades. Ruusu-

vuori, Seppala et al. [20] classified bacterial cells into 3 classes using K-Nearest

neighbors and Support Vector Machines (SVM). A set of morphological, intensity-

based features coupled with and Hu’s invariant moments were computed. Then,

the nonparametric Kriskal-Wallis test used for feature subset selection. The best
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performance (82.9% accuracy) was achieved by using K-NN with K=9. Schnei-

der et al. [21] classified cells into several serious effusions types. The features in

this case were morphometric, intensity, and texture-based. Feature selection was

performed using a ranking method and the sequential forward floating selection

(SFFS). A fuzzy K-Nearest Neighbor (fuzzy K-NN) was used to classify the cells

and they report an accuracy between 95% and 97%. Wurflinger, Stockhausen et

al. classified cell nuclei in multimodal cytopathological images based on sixteen

features from the different stains used in the imaging process. Then, cells were

classified into four types representing different cases of serious effusions. The

reported accuracy of the K-NN classifier was 87.5% . They also used a Bayesian

Classifier with Gaussian Distribution assumption that also performed well (86.1%

accuracy). Jelonek and Stefanowski [22] performed classification of tumor cells

in histological images. First, a large set of features was extracted - 67 Histogram-

based features, 69 texture features from the co-occurrence matrix and 96 features

based on the density of the cell nuclei. Feature selection step was performed us-

ing a modification of the Forward Selection algorithm called the Forward Beam

Feature Selection (FBFS).

Another simple but effective method that has been widely used in cell clas-

sification is the Bayes Classifier. Lin, Chawla et al. [23] used a model-based

approach for simultaneous segmentation and classification of cell nuclei. After

an initial segmentation of the nuclei, features were computed for every nuclei

that characterized their size, shape and texture. Principal Component Analysis

(PCA) was used to reduce the dimensionality. Then, class conditional densities

were computed using Kernel Density estimation procedure that were then used to

compute the posterior probabilities of class memberships using Bayes rule. This

method also models the shape and does a post-processing of the segmentation

based on these probabilities. Walker and Jackway [24] classify cervical cells us-
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ing a general Bayesian classifier. The dimensionality of the initial feature space

was reduced to 20 from 48 using Battacharyya discrimination measure and Kit-

tler’s Plus 2-Take Away 1 feature-set search algorithm. Cells were classified into

normal and abnormal cervical cells using a general Bayesian classifier assuming

normal distributions of cells ( with unequal covariances). Walker, Jackway et al. in

[25] report their results on classification of pap smear cell nuclei into two classes

based on texture features using a Bayesian classifier.

Artificial Neural Networks (ANNs) have widely been used in cell classifica-

tion. Biopsy Analysis Support System or BASS was introduced by Schnorrenberg,

Pattichis et al. in [26] to classify cells into a 0 to 4 rating scheme based on how

likely each cell could be a cancer cell. Six global and local features were computed

for every nucleus and fed into a feed forward neural network with sigmoidal

transfer functions. BASS system also included a Radial Basis Function neural net-

work with Gaussian and Linear Transfer functions. Over 3000 cells were tested by

the system and the performance was compared with manual grading. The results

were not very impressive and just about exceeded 70% at its best. In addition

to the classification, a biopsy scoring was also performed. Kim, Song et al. [27]

classify blood cells using neural networks. Red blood cells were first classified

into 12 classes, and then, cells with circular contours were further classified into

4 classes, resulting in a total of 15 classes and white blood cells into 5 classes.

Fourier transform based features were extracted from polar-transformed binary

image containing curve patterns that resulted in 76 features for each red blood cell

and 60 features for each white blood cell. PCA was used for dimensionality reduc-

tion. For the first stage of red blood cell classification, the 76-dimensional feature

vector was reduced to 38-dimensions. In the second stage, the reduction was from

76 to 67 features. The number of features for white blood cells was reduced from

60 to 52. A hierarchical neural network classifier that uses the back-propagation
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learning method was used to classify the cells. The method was compared with

Vector quantization-3 (VQ-3) and K-nearest neighbors (K-NN) and it was found

to outperform both. The field of Location Proteomics seeks to provide automated,

objective, high resolution descriptions of protein location patterns with cells. Pre-

dicting the sub-cellular locations of proteins was first introduced by Murphy et

al. in [28]. Using a large collection of features that described the texture, mor-

phology and shape five different sub-cellular patterns in Chinese Hamster Ovary

cells were predicted using a backpropagation based neural network. After ex-

perimenting with several network architectures, they reported an accuracy of 84

% with a 2-layer ANN with 20 hidden nodes. The feature selection in this case

was performed with stepwise discriminant analysis. Readers interested in Loca-

tion Proteomics are advised to refer to [18] and the same group has published a

many works related to subcellular protein localization.

Logistic regression is a binary classifier popularly used in statistics literature.

It has not been used extensively for cell classification. Thibault et al. [29] classified

cell nuclei into healthy or pathological based on a set of 17 shape indexes. Also

based on the observation that a healthy cell has a homogeneous texture, the gray-

level co-occurrence matrix was computed and 15 Harlick’s texture features [30]

were extracted for each nucleus. A subset of 11 shape features and 8 texture

features was selected using a clustering-based approach. The classifier reached

an accuracy of 90% (based on 10 fold cross validation). Wolberg, Street et al. [31]

analyzed breast cytology images and classified cells into Malignant or Benign

based on nuclear features. 30 features per nucleus were computed for the logistic

regression analysis. The classifier resulted in a 97.5% accuracy (using 10-fold cross

validation). This thesis devotes a complete chapter as it forms the base classifier

of the active learning method.

The classical discriminatory method of classification of Linear Discriminant
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Analysis (LDA) has also been used in cell classification. LDA method works by

projecting the original data into a latent space where the discrimination between

the classes is maximized. The latent space is derived from a linear combination

of the original features.

A method for quantifying necrosis in cell cultures was presented by Malpica,

Santos et al. [32]. The image was divided into equally-sized small regions, from

that texture features were extracted based on histogram and Gray Level Co-

occurrence matrix. A subset of the most discriminantive features was selected

using the input/output F-test technique. Finally, linear discriminant analysis

was used for classification. The reported classification results were about 94%

accurate. Another example of LDA being used for cell classification was pre-

sented by Yogesan, Jorgensen et al. in [33]. They classified nuclei of prostate

cancer cells into two groups: hormone-sensitive and hormone-resistant tumors.

They used chromatin-texture was as the basis for computing features and clas-

sifying the cells. These features include features computed from Gray-Level en-

tropy matrices (GLEM), Gray-level co-occurrence matrices (GLCM), Gray-level

run length (GLRL) statistics, and local intensity transformation with symmetric

nearest neighbor (LIT-SNN). SPSS tools for discriminant analysis were used for

feature selection. The final reported accuracy was about 95%. Marchevsky et

al. [34] use both LDA and ANNs for classifying Small Cell Lung Cancer and Non

Small Cell Lung Cancer based on multivariate molecular data. DNA Methyla-

tion levels at 20 loci were measured with the quantitative real time PCR method-

MethyLight. The analysis was done with all the 20 features as well as the 5 most

significant ones selected by a step-wise backpropagation procedure. The results

reported were satisfactory at best and the results varied from 62% to 75%. In the

same work, they report that ANNs perform much better than LDA.

Another powerful and popular supervised classification method is the Sup-
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port Vector Machine (SVM). The basic idea behind SVM is to perform a kernel

projection of the features that projects them into a very high dimensional space

(possibly infinite) where a hyperplane can separates the two classes (for a 2 class

problem). SVM has been also extended to multiple-class classification problems

using different approaches such as two at a time and one versus all frameworks.

Schneider [35] used colored images of cell nuclei for classification. A large

set of features were computed for each nucleus quantifying the morphology and

texture (a total of 203 features per nucleus). A sequential forward floating method

was used to select features. They compare the performance of three supervised

classifiers(K-NN, fuzzy K-NN and SVM) using a training set of 750 cells while

testing on 550 cells. The selected feature set varied based on the selected classifier.

In the reported results, the authors found that the best classification accuracy was

95.7% and was achieved when using the SVM classifier with two selected features.

Another example of application of SVMs to cell classification was reported by

Wang, Zhou et al. in [36]. They performed automatic classification of cell cycle

phases in time lapse nuclear images. 211 features were computed for each nucleus

and dimensionality reduction was performed using prediction risk-based feature

selection method. After reduction, 58 features were kept including 37 of Gabor

features, 1 geometric feature, 14 moment features, 2 texture features and 4 shape

features. An online Support vector machine (OSVM) classifier was used in an

iterative way, where the user iteratively fixes errors in the classification results.

In each iteration, the SVM model was updated and the cells were re-classified.

The same group also presented another work in [17], where the similar problem

of cell cycle phase in time lapse 2-D images was investigated. In that work, they

proposed a Context Based Mixture Model (CBMM) for dealing with timelapse cell

data that outperformed Support Vector Machines (SVM), Neural Networks (NN),

and K-nearest Neighbor (K-NN) classifiers. Several other supervised cell/nuclear
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classification methods have been presented in the literature. Covering all of those

methods is out of the scope of this thesis. In the remaining part of this chapter,

we focus on the idea of active learning and the related literature in this area.

2.2 Review of Active Learning Frameworks

Active Learning can be viewed as an intelligent sampling strategy to learn

a classification problem. Let L represent the labeled training set, U represent the

unlabeled set of examples and so we have L ∪ U = Ω, the set of all examples being

considered. Let ω be the parameter defining the base classifier. Let φ(x) represent

any function that quantifies information in an example x. Then, every active

learning framework can be described with the general algorithm described in

Algorithm 1. Based on how the information in samples is quantified i.e., based on

how φ(x) is defined, several active learning frameworks exist. It has to be noted

that every active learning algorithm has a base classifier (ω in Algorithm 1). By

plugging in the "active learning for-loop," any classifier can be made active. If L is

selected passively, it is similar to the traditional supervised learning paradigm. In

this section, we review some of the existing active learning frameworks reported

in the literature. Instead of focusing on the results, we emphasize on the central

idea behind the method.

2.2.1 Uncertainty Sampling

This framework is a simple but very effective active learning framework re-

ported in literature. In uncertainty sampling, the algorithm queries the user to

label those examples about that there is maximum uncertainty in terms of label-

ing. It is very easy to plug in this active learning framework with probabilistic
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Algorithm 1 A General Active Learning Algorithm; L - Labeled set of examples;
U- Unlabeled set of examples
Repeat until convergence

ω = Train {L}

For i = 1 to BatchSize

xmax = argmax
x∈U

φ(x)

L = (xmax, Label{xmax}) ∪ L

U = U - {xmax}

End

classifiers. For a simple binary problem, an active algorithm using this framework

queries examples whose posterior probabilities are very close to 0.5 under the

current model ω. If we let ŷ represent the "best label" of an example, i.e., the label

with the highest probability under the current model, then φ(x) for uncertainty

sampling is defined as

φ(x) = (1− Pω(ŷ|x)). (2.1)

This strategy is often referred to as least confident strategy and was introduced

by Lewis and Gale [4]. This strategy is suboptimal because it only considers

information about the best label and throws away information about remaining

labels. Schefer et al. [5] corrected for this by accounting for information from the

two best labels. They term this variant of sampling -Margin Sampling.For margin

sampling, φ(x) can be defined as

φ(x) =
1

(Pω(ŷ1|x)−Pω(ŷ2|x))
, (2.2)

where ŷ1 and ŷ2 are the top two most probable labels for the example. The

quantity, (Pω(ŷ1|x) − Pω(ŷ2|x)) is called the margin and the algorithm chooses

examples with very small margin. Examples with small margin are informative

because the difference in the posterior probabilities for the top two possible la-

bels for the example is very less. Intuitively this means that the algorithm is
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not very confident about the label of the examples. This approach also ignores

information when the number of possible labels for an example is large. Thus,

to generalize this notion to multiple labels, the entropy sampling procedure was

proposed. Entropy (or Shannon entropy) [37] plays a central role in the field of

information theory. It is a generalized measure of uncertainty and is defined in

terms of its probability distribution. The entropy of an example in this context

could be defined as

φ(x) = −∑
i

Pω(yi|x) log Pω(yi|x). (2.3)

For a binary classification problem, all three forms of uncertainty sampling turn

out to be equivalent. However, as mentioned above, the entropy sampling method

generalizes well to problems with large number of labels. Settles and Craven

[38] empirically compared these strategies on multiple datasets. The results were

mixed with different strategies performing better on different datasets. Uncer-

tainty sampling techniques have also been applied to non-parametric classifiers.

Uncertainty Sampling based active learning have also been applied to Support

Vector Machines with reasonable success with good results reported in [39].

2.2.2 Query By Committee

Another popular framework for active learning is the Query By Committee

framework (QBC). This framework uses multiple classifiers trained on the same

labeled set. These multiple classifiers constitute the "committee" and represent

competing rules to classify the current data. In other words, these classifiers con-

stitute the version space. The information content in examples i. e. φ(x) is eval-

uated by the amount of disagreement on the label of an example that these com-

peting hypotheses exhibit. Thus, the QBC framework requires the construction

of a committee and a definition of disagreement among the committee members.
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Several methods have been proposed for both these requirements. The popular

methods to construct the committee are Query by Bagging and Query by Boosting

that use the ensemble methods of Bagging [40] and Boosting [41] to construct

the committee. Muslea [6] proposed the multi-view active learning where the

committee size is two with each classifier trained on a different set of features.

In other words, the feature space is partitioned into two and two instances of a

classifier are trained separately on each partition. Other sophisticated methods

have been proposed for generative models by Dagan and Engelson [42] and Mc-

Callum and Nigam [43]. Irrespective of the method employed, we finally end up

with the committee C = {ω1, ω2, ω3. . . . ωl}. However, there is no consensus

or theoretical justification that has been provided in the literature to choose the

appropriate committee size.

Several approaches have been proposed to quantify the amount of disagreement

in the examples. Here, we describe the two most popular approaches. The sim-

plest approach is the vote entropy method that can be interpreted as the entropy

sampling method adjusted for the QBC framework. In this method, φ(x) is de-

fined by

φ(x) = −∑
i

Γ(yi|x) log Γ(yi|x), (2.4)

where i ranges over all possible labels and Γ(yi|x) represents the fraction of votes

received for the class label yi by the example x from the committee. Similar to

entropy, other information theoretic measures have been proposed to measure

disagreement. Of those, Kullback-Leibler Divergence is very popular. KL di-

vergence is a difference measure for probability distributions. By constructing a

consensus distribution using the entire committee and measuring the difference

between the label distributions of every committee member with the consensus,

the most informative example from a disagreement perspective can be found. The

consensus probability of the committee that yi is the correct label for an observed
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example defined by features x is

Pcon(yi|x) =
1
|C|∑k

Pωk(yi|x), (2.5)

where |C| denotes the committee size. The KL Divergence between the posterior

distribution for a committee member and the consensus distribution is defined as

KLD(Pωk , Pcon) = ∑
i

Pωk(yi|x) log
Pωk(yi|x)
Pcon(yi|x)

. (2.6)

For QBC active learning with KL Divergence as the disagreement measure, the

information function φ(x) is defined by

φ(x) =
1
|C|∑k

KLD(Pωk , Pcon). (2.7)

2.2.3 Density Weighted Methods

Both Uncertainty Sampling framework and the QBC framework focus on in-

dividual examples rather than considering the entire input space. Some queries/

examples might be controversial or very uncertain with respect to their labels un-

der current knowledge but they might just be outliers in the input feature space.

They may not be representative examples of the entire data distribution. Thus,

querying them might not impact a change in the classifier that might be useful in

a global sense. To amend this deficiency, a few approaches have been proposed

that not only take into account the uncertainty or controversiality of the examples

but also how representative the examples are with respect to the data distribution.

Settles and Craven [38] explain this idea intuitively for the uncertainty sampling

case that is explained below.

Consider the scenario depicted in Figure 2.1 for a binary classification prob-

lem. Here, a few iterations of learning has been performed and labeled examples

have been encoded with colored polygons (Green triangles - class 1; Red squares

- Class 2) and the unlabeled polygons are plain circles. The blue line indicates the
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Figure 2.1: Density Weighted Method for Active Learning. Green triangles indi-
cate examples of class 1 and red squares indicate class 2 examples. If querying
by uncertainty alone, example A should be queried. However, querying example
B is more informative as it is more representative of the data distribution along
with being uncertainly classified by the current model.

current decision boundary after observing these examples. Here, the example A

lies exactly on the decision boundary and hence is the most uncertain example.

But, it can be seen that it is an outlier in a sense as all the other data points are

well away from it. Example B is also close to the decision boundary but not ex-

actly on it. So, from a purely uncertainty standpoint it is less informative than

A. But B is much more representative of the data distribution. Now, knowing

the label of example A affects the slope of the decision boundary very little that

means that the information gained with respect to the labels of other examples

does not change much even after observing the label of A. However, knowing the

label of B is likely to induce a greater change in the decision boundary and hence

the expected information gain by observing the label of B is more. Thus, it is

more informative to query uncertain examples that are representative of the data

distribution rather than considering the uncertainty with respect to labels alone.

This technique is referred to as the Information Density framework. In [38], φ(x) is
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defined by

φ(x) = γ(x) ∗
(

1
U ∑ sim(x, xu)

)β

. (2.8)

In the above expression, sim(x, xu) is a function that measures the similarity

between two examples and γ(x) represents the informativeness according to a

base query strategy like Uncertainty Sampling or QBC Vote Entropy. This infor-

mativeness measure is multiplied by the average similarity of the example to the

rest of the unlabeled examples. The parameter β controls the relative importance

of the similarity term over the informativeness term. Other methods that account

for the density have been proposed. Nguyen and Smeulders [44] proposed an

approach that combines clustering with querying strategies to avoid querying

outliers. Dasgupta [45] discusses the theoretical aspects of combining hierarchi-

cal clustering with active learning. Tang et al. [46] also use clustering methods

to quantify the representativeness of an example and combine it with uncertainty

sampling for querying representative but uncertain examples. They apply this

method for statistical natural language parsing. Donmez et al. [47] propose

a Dual strategy active learning method called DUAL that they term as a dy-

namic approach that switches the query strategy mechanism based on estimated

future residual error reduction. They argue that density weighted methods, af-

ter rapid initial gains, exhibit very slow additional learning while uncertainty

sampling methods continue to exhibit more rapid improvement. To overcome

this limitation, the DUAL algorithm starts off as a conventional density weighted

method and detects a crossover point where it switches to pure uncertainty sam-

pling. They compare the performance of their algorithm on standard UCI ma-

chine learning datasets and report good results.
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2.2.4 Expected Error Reduction

This framework of active learning query training examples based on their

effect on the future generalization error of the classifier or any appropriate loss

function. However, estimating these error functions requires the knowledge of

true labels of the query instances that is what is being sought in every iteration.

Hence, their value is approximated using expectation over all possible labels. A

popular loss function used is the expected log loss function given by the equation

f (x) = ∑
i

Pω(yi|x)
(
−

U

∑
u=1

∑
j

Pw+(x,yi)
(yj|xu) log(Pw+(yj|xu))

)
, (2.9)

where w+(x,yi) refers to the new model after it has been retrained with the

training pair (x, yi). Settles [38] in his survey mentions that this approach is

equivalent to reducing the expected entropy over the unlabeled set. Roy and Mc-

Callum [48] were the first to propose such a framework for active learning. This

approach was combined with semi-supervised learning by Zhu et al. [49]. An-

other algorithm in this framework is the one introduced by Guo and Greiner [50]

that uses mutual information and is an optimistic method that biases the expec-

tation towards the most likely label. When the label it receives from the oracle is

unexpected, they also provide a fall back strategy based on uncertainty sampling.

A disadvantage of methods in this framework is that they are computationally

expensive. This is because apart from computing the error function, a new model

must be incrementally re-trained for each possible query labeling over the entire

unlabeled pool of samples. However, Settles [38] reports that for certain model

classes like Gaussian Random fields, this method is efficient and practical.

2.2.5 Variance Reduction Framework

This approach of active learning is motivated by the theory of optimal ex-

perimental design with origins in statistics. The framework of active learning in
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this thesis is also based on this framework. This idea is explained in detail in

Chapter 4 of this thesis. This section introduces the basic concepts and the pre-

vious work. The basic idea of active learning with variance reduction originates

from the results due to Geman [51] for decomposing a classifier’s expected future

error as

ET[(ŷ− y)2|x] = E[(y− E(y|x))2] + (EL[ŷ]− E[y|x])2 + EL[(ŷ− EL[ŷ])2, (2.10)

where ŷ is the predicted output; y is the true class; EL represents the expectation

over the labeled set and E represents expectation over conditional density P(y|x)

and ET is the expectation over both. The first term on the right hand side is the

noise term that does not depend on the training data and arises due to random

effects or inadequate feature representation. The second term is the squared bias

term representing the error due to the model class itself and is fixed once a model

class is chosen. The final term is the variance term that can be minimized by a

judicious choice of training examples and minimizing this variance term results

in an overall error reduction in the error. Variance reduction framework was first

applied to regression problems. Cohn et al. [52] first presented the statistical

analysis of active learning for a regression problem involving robot arm kinemat-

ics. They present closed form expressions to reduce variance across input dis-

tributions for mixture of Gaussians model as well as locally weighted regression

problems. Mackay [53] derived expressions for regression problems with Neural

networks. For classification problems, the theory has been explored by Zhang and

Oles [54] and Hoi et al. [11] and they use logistic regression for their analysis.

They use A-Optimal experimental design to select informative examples and the

building block for these methods is the Fisher Information Matrix. The method

described in this thesis is based on D-Optimal experimental design and is devised

to yield near optimal examples in a multi-observation setting leveraging the the-

ory of submodularity. Another critical difference in the proposed method is that
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Table 2.1: Active Learning Frameworks- A comparison.

we reduce the variance (thereby the error) in the parameter estimates rather than

the error in the classifier output itself. Table 2.1 presents a comparison between

the various active learning frameworks described in literature.

2.3 Multi Observation Active Learning

The frameworks mentioned above have been designed to select the single

most informative example i.e., B = 1 in Algorithm 1. The classifier needs to

be re-trained after observing its label. It is computationally more efficient if we

observe a batch of informative examples before re-training the classifier. Also,

if there is a parallel labeling environment available wherein multiple experts are

available and can label examples simultaneously, we can accelerate the learning

process by providing multiple informative examples in an iteration. The field

of telepathology is a relevant example of a parallel labeling environment. There

have been naive strategies that have been applied to select an informative batch
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of examples. These methods work by sorting the unlabeled examples based on

their information content (using any of the above mentioned frameworks) and

selecting the batch with maximum information. This is a myopic approach to

batch selection because the examples selected might be very similar in terms of

the information update they might cause in the model. In other words, the batch

selected may have similar information content in them that might be suboptimal

for updating the model. This field of selecting multiple informative examples has

not received much attention. In this section, we review the methods that have

been reported so far.

Brinker [9] reported one of the earliest works with a non-myopic multi obser-

vation active learning technique that can be used with Support Vector Machines.

This work is tied initimately to the work done by Tong and Koller [39] that is

a form of uncertainty sampling ( referred to as distance strategy in the paper ).

This method has a low computation requirements that makes it very amenable to

large scale problems. The central theme in these methods is to reduce the version

space quickly by selecting examples that are closest to the current classification

hyperplane. Although the theoretical motivations for selecting the example clos-

est to the classification hyperplane are well motivated in the version space model,

selecting a batch of examples does not yield a significant decrease in the version

space in all cases. Brinker [9] proposed a heuristic strategy to select examples not

only by their proximity to the decision hyperplane but also with respect to their

diversity in terms of their angles to each other in the feature space. In this model,

φ(x) is defined by

φ(x) =
1

λ|g(xi)|+ (1− λ)max
j∈L

k∗(xi, xj)
, (2.11)

where g(·) denotes the real valued output of the classifier; k∗(xi, xj) is the angular

diversity term between hyperplanes induced by xi and xj; λ controls the tradeoff
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between the distance to the hyperplane vs. the diversity of the angles. They

propose that this strategy can be used with any query framework that works

explicitly to minimize the version space. The value of λ is chosen heuristically.

Xu et al. [10] present a multi instance active learning algorithm with appli-

cation to information retrieval for documents. In this process, the user initially

presents a query that yields an initial set of results that the user evaluates and

provides a feedback to refine the result. This is called relevance feedback process

[55]. They present an active feedback algorithm called Active RDD (denoting

Active Learning to achieve Relevance, Diversity and Density). Their goal is to

improve retrieval performance by actively selecting feedback documents for user

evaluation. They initially present the traditional approach of top− k method that

selects the top k ranked documents for feedback that does not account for redun-

dant information in the results. In their approach, they select documents based

on a weighted score comprising their relevance, their diversity (dissimilar docu-

ments to the already selected ones), and density (to prevent querying outliers).

This method can hence be thought of as a modification of density based methods.

In this model, φ(x) is defined by

φ(x) = [α ∗ relevance(xi) + β ∗ density(xi) + (1− α− β) ∗ diversity(xi, S)], (2.12)

where relevance(xi) is the relevance of document xi; density(xi) is the density

performance measure around document xi; diversity(xi, S) is the distance be-

tween the document xi and the existing document feedback set, S; α, β ∈ [0, 1]

are weighting parameters. The relevance measure is defined by the KLD metric

between the query language model and the document language model. The doc-

ument density measure is defined using the J divergence that is a symmetric KLD

measure. The density measure is defined by the negative average J Divergence.

Finally, the diversity measure is defined by the minimum distance between the

document and the existing document set. By combining all the three important

43



aspects, they report good performance in the experiments. This method is well

motivated but it is also a heuristic method for selecting an informative batch and

there is no optimal way to select the values of the parameters used.

Guo and Schurmaans [56] propose an optimization framework to directly

select a batch of informative examples. They cast the problem of selection of a

batch of informative examples as an optimization problem with respect to aux-

iliary instance selection variables, taking a combination of discriminative classi-

fication performance and label uncertainty as the objective function. They use

logistic regression as their base classifier. The approach is very similar to semi-

supervised learning methods [57] where the training proceeds by simultaneously

maximizing the likelihood of labeled instances and minimize the uncertainty of

labels for unlabeled instances. So the process maximizes the likelihood of labeled

data and minimizes the entropy of the missing labels. To this end, they propose

a score function, f (S),

f (S) = max
yS

∑
i∈LtU S

log P(yi|xi, wt+1)− α ∑
j∈Ut\S

H(y|xj, wt+1), (2.13)

where α is a tradeoff parameter used to adjust the relative influence of the labeled

and unlabeled data; Lt and Ut are the labeled and unlabeled sets at iteration t

respectively; H(·) is the entropy. The goal is to select a batch of m examples, over

all possible label configurations, that maximizes the above score function. This,

however, requires an exhaustive search over all possible subsets that is prohibitive.

To mitigate this issue, they recast the above problem into an optimization prob-

lem over introducing auxiliary variables with continuous constraints and solve

the optimization problem using BFGS (Broyden-Fletcher-Goldfarb-Shanno) algo-

rithm. They report very good results for the method on standard UCI machine

learning datasets.
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2.4 Active Learning for Cell Classification

Active Learning methods have not been pursued extensively in the cell clas-

sification literature. To our knowledge, the work presented in this section is the

only reported work for active learning in biomedical image analysis. Doyle et

al. [58] present an active learning algorithm that could be viewed as an improved

version of uncertainty sampling framework. The central idea is the notion of

"Consensus of Ambiguity," (CoA) that combines several notions of ambiguity into

a single measure called Consensus Ratio. This term measures the degree of over-

lap between multiple algorithms to find ambiguous examples. The use of multiple

algorithms ensures that only the most difficult examples are selected for labeling.

They combine three notions of uncertainty from different frameworks- Query By

Committee, Bayes Likelihood and Support Vector Distance. By selecting the am-

biguous examples from each framework and choosing only their intersection for

the user to label, the most informative examples can be selected. The definition of

ambiguous examples in each framework is heuristically set. CoA based actively

selected examples were used to train a Probabilistic Boosting Tree Classifier that

combines AdaBoost and Decision tree classifiers. They apply this algorithm to

three different classification problems:

1. Digitized prostate histopathology- where 100 images were broken up into

12,000 image regions, each of that was classified as cancer/non cancer using

texture features.

2. Prostate MRI -where pixels of 18 prostate Dynamic Contrast-Enhanced MRI

images were classified to find cancer using functional intensity and texture

features.

3. Breast Histopathology- 9000 Regions of Interest were classified for Cancer

grades based on graph based nuclear architectural features.
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They report very good results that establish that their hybrid algorithm per-

forms better than the individual frameworks of active learning. The method re-

quires retraining of multiple classifiers in each framework for every iteration.

Unlike traditional uncertainty sampling, the framework is much less prone to

querying outliers as they combine the notion of informativeness from multiple

frameworks.

The same group introduced another active learning algorithm called Class

Balanced Active Learning reported in [59]. This algorithm was designed specifi-

cally to target the problem of class imbalance or minority class problem. Minority

class problem occurs when the target class is underrepresented in the dataset that

is very common in histopathology problems. For example, the cancerous regions

(target class) are observed far less than non cancerous regions and occupy only

a small percentage of the tissue area. The proposed algorithm is again a varia-

tion of the Query By Committee and Uncertainty Sampling frameworks modified

to account for the minority class problem. Their base classifier is based on the

AdaBoost technique where a set of weak binary classifiers are used to learn a

strong classifier that also produces a classification confidence measure derived

from disagreements between the weak classifiers. The set of informative exam-

ples are based on this confidence measure. To account for the class imbalance,

they adopt a sampling strategy that oversamples the minority class to obtain a

balanced training set. They also develop a model for predicting the cost of an-

notation for obtaining a balanced training set. They apply this algorithm to the

problem of prostate histopathology to classify regions of 100 images into cancer

and non-cancer using texture based features. They compare the performance of

their algorithm with alternate strategies. CBAL outperforms other methods by

approximately 3% in terms of the AUC metric that measures the area of the Re-

ceiver Operating Curve. The authors expect the performance of the algorithm
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to be low initially and may even be equivalent to passive learning in the worst

case scenario but the advantages of the technique are obvious after a few learn-

ing iterations. With a little offline effort by the analyst, the stopping criterion for

the algorithm can be determined easily. The method contains few free parameters

that can be easily chosen by the user. Since it is based on a variation of uncertainty

and query by committee frameworks, the algorithm is not completely immune to

selecting outliers.

Cebron and Berthold [60] present an adaptive active learning algorithm that

fuses unsupervised learning with supervised techniques. They present a well

motivated approach for selecting the initial examples that has received sparse at-

tention in the literature. The approach involves combining Fuzzy c means with

Learning Vector Quantization. The fuzzy c means classifier allows each data point

to belong to several clusters with a certain degree of membership to each cluster.

It also includes a noise cluster term to account for noisy or incorrectly measured

observations. After the initial Fuzzy c means clustering, an initial idea of the data

and label distribution is obtained that is refined further by the LVQ algorithm.

The informative examples are selected based on framework that they term Ex-

ploration and Exploitation. In the Exploration step, the initial clusters are split

into subclusters and the nearest neighbor to each subcluster prototype (centroid)

is selected for labeling. In the Exploitation step, they define a ranking function

for examples that quantifies their information based on their fuzzy memberships

to different clusters. This batch framework also includes a diversity measure in

the exploitation step based on farthest-first-traversal. They apply this algorithm

on NSIS pap-smear competition dataset where the task is to classify pre-stages of

cervical cancer in cells before they progress to invasive carcinoma. Cells in 917

images were segmented and 20 numerical features were calculated per cell that

were then classified into 7 classes. They compare their performance with a Sup-
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port Vector Machine classifier trained actively according to Tong and Koller [39].

Their algorithm achieves an error rate of 11% compared to 6% of SVMs although

it reaches the value at a much faster rate.

2.5 Chapter Summary

In this chapter, we initially reviewed the methods used for cell classification

that have been reported in literature followed by a review of the state of the art

techniques used for active learning. The active learning frameworks like uncer-

tainty sampling and query by committee although almost always perform better

than random sampling, they are not immune to querying outliers. Query frame-

works like Error Reduction, Density weighted sampling alleviate this problem to

an extent by considering all possible label combinations for the unlabeled pool

or including a representativeness measure but are computationally expensive for

large datasets. Although these frameworks are well motivated they do not have

a statistical guiding principle for choosing examples like the variance reduction

framework. By being statistically motivated and focusing on the entire data dis-

tribution, this framework can select informative and representative examples for

labeling from the unlabeled pool. This framework forms the basis of the active

learning algorithm presented in this thesis and is discussed in detail in Chapter

4. We reviewed the sparse literature for multiple informative examples. To our

knowledge these are the only works reported that specifically focus on querying

multiple informative examples in an active learning iteration instead of myopi-

cally selecting a batch of examples. This sub-field of active learning definitely

requires more research and robust frameworks that will be useful in parallel la-

beling environments. Finally, we reviewed the sparse literature available on active

learning methods in cell classification. With the amount of biological data being
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generated by modern optical microscopes, the need for active learning algorithms

to perform cell classification will be on the rise in the near future. There are some

unique problems associated with large scale biological data analysis and CBAL

algorithm elegantly tackles one such problem of class imbalance. Future active

learning strategies can be tailored specifically for biomedical image analysis prob-

lems.
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Chapter 3 Logistic Regression Classifiers

Supervised classification techniques partition the input feature space into

distinct regions based on the training examples provided by the human expert.

After the classifier is trained, any data point that we view in the future will be

assigned the label of the region that falls into. The boundaries separating adjacent

regions are called decision boundaries. Depending on the classifier used, these

boundaries may assume different forms. For many classification problems, the

decision boundary can be modeled with a linear function. These methods are

called linear classifiers.

Logistic Regression is a popular linear, supervised classifier used for binary

classification. There are several properties of logistic regression that make it at-

tractive in a clinical setting. The weights derived from training a logistic regres-

sion model can reveal how important the corresponding features are in explain-

ing the class outcomes which makes the classification process interpretable. By

making simple modifications to the equations defining logistic regression, we can

search for a parsimonious model with a reduced subset of features and improve

the generalization capability [61]. This generally precludes any offline analysis

and effort from the user which is a huge advantage in large scale biological stud-

ies. The outcomes of the classifier can be explained in a probabilistic framework

which allows the classification results to be filtered based on the required sensi-

tivity and specificity. Once a logistic regression model is trained, its parameters

can be saved and directly applied to new images. Oommen et al. in [2] conduct

extensive experiments to prove the robustness of logistic regression models to

class imbalance and sampling bias. They perform simulations with different data

settings and conclude that if the goal is to classify between classes and not to ob-

tain an accurate value for the probability of class membership, logistic regression
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preserves the separability of the classes.

In this chapter, we initially present the discussion on the Logistic Regression

Classifier. We extend this discussion to the multi class case (where the number of

classes ≥ 3), where the classifier is called the Softmax Regression classifier [62].

We then introduce the idea of sparsity and apply it to perform feature selection in

the framework of classification. We finally show how non-linear decision bound-

aries can be obtained for logistic regression models using kernels. As the topic

of kernel methods is vast and out of scope of this thesis to explore entirely, we

only focus on the principal ideas, and provide an intuitive explanation of how

kernel methods can be applied to logistic regression. Most of the notation and

derivations described in this chapter have been adopted from [62] and [63].

3.1 Logistic Regression

Logistic regression attempts to model the probability of an outcome of a cat-

egorical variable based on a set of predictor variables or features. It is a popular

linear, supervised classification algorithm and is usually applied to model prob-

lems where a binary outcome exists, with one outcome being termed a success

and the other a failure. Success and failure can be represented by the class vari-

able y with the general notation y = 1 used to denote a success event (or target

class) and y = 0 used to denote a failure event ( or non-target class). In some

cases y = −1 is used to denote a failure or non target class. A linear classifier

separates the classes in the input feature space with a linear decision boundary.

For the decision boundary to be linear, it is sufficient for the posterior probability

(of success) or some monotone function of the probability to be linear with respect

to its features [61]. For logistic regression models, the monotone function used

is the logit transformation of the posterior probabilities. The logit transformation
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[64] of the probability of an event is simply the log-odds of an event occurring

and is modeled as a linear function of the features in logistic regression. In the

two-class case, the logit transformation can be expressed as log( p
(1−p)), where p is

shorthand notation for Pr(y = 1|X = x) i.e., the probability of success given the

feature vector, x. Thus, the logistic regression model can be expressed as

log
p

(1− p)
= wTx, (3.1)

where w ∈ Rd is the weight vector encoding the importance of each feature.

The elements of this vector form the parameters of the logistic regression model.

The goal of the training process is to fit the parameters of the model to the avail-

able training data. The decision boundary is the set of points in the input space

where the log-odds are zero i.e., wTx = 0, a hyperplane resulting in a linear de-

cision boundary. However, this formulation of the decision boundary does not

account for a possible intercept and forces the decision boundary to always pass

through the origin of the feature space. A better decision boundary is one that

allows for an intercept and can be expressed as w0 + wTx = 0 . A general way to

handle the intercept is to augment the feature vector x with 1 as its first term and

treat x and w as instances in a Rd+1 space. This small change allows us to account

for the intercept term in the original feature space and at the same time encode

the decision boundary as a hyperplane passing through origin i.e., wTx = 0 in

the augmented space to make calculations simpler. By rearranging the terms in

the above equation, the posterior probabilities of success and failure, for a logistic

regression model, can be expressed as

p = Pr(y = 1|X = x) =
ewT x

1 + ewT x
; (3.2)

1− p = Pr(y = 0|X = x) =
1

1 + ewT x
. (3.3)
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Figure 3.1: Plot of logistic function for different values of x with value of w as 1.

The function in equation (3.2) is called the logistic/sigmoid function. It is a con-

tinuously increasing function and maps the input variable in (−∞, ∞) to [0, 1] as

shown in Figure 3.1. Thus, it is a useful function to transform the linear function

of features to a probability value.

3.1.1 Fitting Logistic Regression Models

To fit the parameters of the logistic regression model with the training data,

we first provide the classification model with certain probabilistic assumptions,

and then fit the parameters using the principle of Maximum Likelihood. From

the previous section, we have:

Pr(y = 1|X = x; w) = p;

Pr(y = 0|X = x; w) = 1− p. (3.4)

Combining both the equations, we can succinctly write the logistic regression

model as

Pr(y|X = x; w) = py(1− p)(1−y). (3.5)
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Algorithm 3 Input: D ; Output: w
Begin
1. Initialize w with any random values
2. Compute the gradient ∇wL(w) and Hessian ∇2

wL(w) of the log-likelihood
function
3. Compute the ascent direction d = (−∇2

wL(w))−1∇wL(w)
4. Perform a line search for step-size α∗ = arg max

α
L(w + α · d)

5. Update w = w + α∗ · d
6. Check for the convergence of L; exit and output w if converged else go back to
2.
End

Assuming we have n independent training examples, {(x1, y1), (x2, y2), ....(xn, yn)},

the joint likelihood function is defined by

l(w) =
n

∏
i=1

Pr(y|X = xi; w), (3.6)

where the product term arises naturally out of the independence assumption. It

can be seen that the above equation is a function of w. The goal in maximum

likelihood training is to find the parameter w that maximizes the posterior prob-

abilities of all the training examples. Since, maximizing the likelihood function

is same as maximizing any monotonic function of it, we choose to maximize the

logarithm of the likelihood function as it makes the computation easier.

L(w) =
n

∑
i=1

log(Pr(y|X = xi; w)), (3.7)

=
n

∑
i=1
{yi log p(xi; w) + (1− yi) log(1− p(xi; w)}, (3.8)

=
n

∑
i=1
{yiwTxi − log(1 + exp(wTxi)}. (3.9)

To maximize the log-likelihood function, we set the derivative with respect to the

parameters to be zero and apply the standard Newton Raphson algorithm. This

requires computation of the gradient ( ∂L(w)
∂w ) and Hessian matrix ∂2L(w)

∂w ∂wT , that is

also used in our active learning framework. Starting with an initial guess, the

parameter estimate can be successively updated using the following rule,
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wnew = wold −
(

∂2L(w)

∂w ∂wT

)−1
∂L(w)

∂w
, (3.10)

where the derivatives are evaluated at wold and the ws are updated until

convergence. The Newton Raphson algorithm for training a logistic regression

model is shown in Algorithm 3.

3.2 Logistic Regression and Generalized Linear

Models

In this section, we derive the formulation for logistic regression using Gen-

eralized Linear Models by making reasonable assumptions about the data. A

regular linear regression model assumes that the response/output variable (y) is

a Gaussian random variable and its mean (µ) can be expressed as a linear com-

bination of the independent variables (x) . The linear regression model can be

expressed as

y = N(µ, ∑); (3.11)

µ = wTx. (3.12)

where N(µ, ∑) represents a Gaussian distribution with mean µ and covari-

ance matrix ∑. The solution for linear regression is obtained using the popular

least-squares estimation method. The linear regression model, although a pop-

ular framework for analysis, allows the response variable to be unconstrained

which might not always be a relevant assumption. For many problems, the re-

sponse variable assumes only positive values or only integer values. The normal

assumption for the data no longer holds in such cases. A variety of methods

were developed to deal with non-normal data [65] and eventually it was realized
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that these models could be fit with a single approach called Generalized Linear

Models (GLMs). GLMs extend the linear regression model to allow the response

variables to follow any probability distribution in the exponential family of dis-

tributions. O’Hara [66] gives examples of how this single framework could be

used to fit several types of models. GLMs can be explained through the following

equations:

y ∼ Dist(η; x); (3.13)

g(µ) = η; (3.14)

η = wTx. (3.15)

where Dist denotes any exponential family (explained below) parameterized

by η; µ is the mean of the response variable. Thus, GLMs make the following

assumptions: (i) The distribution of y given x follows an exponential family dis-

tribution with parameter η that is (ii) a function of the mean µ and (iii) g(·) of

the mean is a linear function of the independent variables x. The function g(·)

is called the link function in the theory of GLMs. By plugging in different link

functions and different exponential distributions, this unified framework allows

us to construct useful models for regression and classification. For a complete

overview of Generalized Linear Models, the reader is advised to refer to [65].

Before viewing logistic regression as a special case of this framework, we first in-

troduce exponential family distributions. Many popular class of distributions fall

under the exponential family. Examples include Normal, Exponential, Gamma,

Chi-squared, Beta, Dirichlet, Binomial, Multinomial and Poisson distributions.

Distributions in the exponential family can be written as

p(y; η) = b(y)e(η
TT(y)−a(η)), (3.16)

where η is called the natural parameter, T(y) is called the sufficient statistic

and a(η) is called the log partition function. A fixed choice of T, a, and b, de-
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fine a family of distributions that are collectively parameterized by η; Varying η,

we obtain different distributions within this family.

We show here explicitly how the Bernoulli distribution can be expressed

in the exponential family form as in equation (3.16). The Bernoulli family of

distributions are specified by a distribution over y ∈ {0, 1} with P(y = 1; p) =

p and P(y = 0; p) = 1 − p where p is the parameter specific to a particular

distribution. By varying the value of p, we can generate a class of Bernoulli

distributions. The outcomes of a coin toss experiment can be modeled with a

Bernoulli distribution and for an unbiased coin the value of p = 0.5. We can

express the Bernoulli distribution as

P(y; p) = py(1− p)1−y,

= e(log(py(1−p)1−y),

= e(log(py)+log(1−p)1−y
,

= e(ylog(p)+(1−y)log(1−p),

= e(y(log(p/1−p))+log(1−p)). (3.17)

Comparing the above equation with equation (3.16), we have

T(y) = y, a(η) = log(1 + p), b(y) = 1, η = log(
p

1− p
). (3.18)

Thus, Bernoulli distributions can be expressed as an exponential family distribu-

tion. Since logistic regression is a binary classifier, the variable y, modeling the

output, takes the values {0, 1} and hence can be modeled by a Bernoulli dis-

tribution that belongs to the exponential family. For logistic regression, we also

have

µ = E[y|x] = 0 · p(y = 0|x) + 1 · p(y = 1|x) = p(y = 1|x) = p. (3.19)
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Thus, from equations (3.14) and (3.19), the link function g(·) for logistic regression

is the logit function log( p
1−p ). From equation (3.15), we have η = wTx which gives

us the equation of the logistic function and the success probability in logistic

regression models

η = log(
p

1− p
), (3.20)

p =
1

1 + e(−η)
, (3.21)

p =
1

1 + e(−wT x)
. (3.22)

Thus, once we assume that probability of y conditioned on x is Bernoulli, the

logistic regression model arises as a result of Generalized Linear Models and

exponential family distributions.

3.3 The Softmax Regression Classifier

In many real world applications, the number of classes exceeds 2. For exam-

ple, we may want to identify multiple kinds of cells from a tissue image, classify a

piece of music into a specific genre, classify email into multiple classes like spam,

personal, subscribed newsletters etc. So, we would like to extend the binary logis-

tic regression model to explain more than two classes. In this section, we use the

idea of Generalized Linear Models to extend the logistic regression model to han-

dle more than 2 classes. In the multi-class case, our class (or response variable)

y, takes multiple discrete values. Hence, the multinomial distribution is an ideal

choice to model the conditional distribution of y given x. Thus, this classifier is

also called the multinomial logistic regression classifier. As in Section 3.2, we will

first express the multinomial distribution as a member of the exponential family

and then formulate the parameters of our classification model.
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Assuming there are k possible values that the response variable can take, the

multinomial distribution is parameterized explicitly with only k − 1 parameters

p1, p2, . . . .. pk−1, each specifying the probability of a unique event. The proba-

bility for the kth event can be specified using these k− 1 parameters since ∑ pk =

1. To define the multinomial distribution, a vector valued variable T(y) ∈ Rk−1 is

introduced that is coded as shown below

T(1) =



1

0

0

.

.

0


, T(2) =



0

1

0

.

.

0


, T(3) =



0

0

1

.

.

0


, . .. .. .. .. . T(k− 1) =



0

0

0

.

.

1


.

The ithelement of T(y) will be denoted (T(y))i. Introducing another piece

of notation, an indicator function is used to relate T(y) with the output variable

y. denoted 1{·} that takes the value 1 when its argument is true and takes the

value 0 when its argument is false. Thus, we have (T(y))i = 1{y = i}. We also

have, E[(T(y))i] = P(y = i) = pi. Using the notations introduced above, the

multinomial distribution can be re-written as

p(y; p) = p1{y=1}
1 p1{y=2}

2 .....p1{y=k}
k ,

= p1{y=1}
1 p1{y=2}

2 .....p
1−

k−1
∑

i=1
1{y=i}

k ,

= p1{y=1}
1 p1{y=2}

2 .....p
1−

k−1
∑

i=1
(T(y))i

k ,

= e((T(y))1 log(p1)+(T(y))2 log(p2)+....
+(1−

k−1
∑

i=1
(T(y))i) log(pk))

,

= e((T(y))1 log( p1
pk
)+(T(y))2 log( p2

pk
)+....

+(T(y))k−1 log( p1
pk
)+log(pk). (3.23)
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Comparing equation (3.16) with equation (3.23), the multinomial distribution

can be formulated as a member of the exponential family with the parameters,

η =



log( p1
pk
)

log( p2
pk
)

.

.

log( pk−1
pk

)


, a(η) = − log(pk), b(y) = 1.

With this model, the conditional distribution of y given x can be derived

easily. We can see that the link function, ηi = log pi
pk

from above. Inverting the link

function yields

eηi =
pi

pk
, (3.24)

pkeηi = pi, (3.25)

pk

k

∑
i=1

eηi =
k

∑
i=1

pi = 1. (3.26)

This implies that pk = 1
k
∑

i=1
eηi

and when it is substituted in equation (3.25) yields

pi = eηi
k
∑

i=1
eηi

. The function mapping the η’s to the p’s that is called the softmax

function [62]. Since according to the assumptions, the η’s are linearly related to

the x’s that yields the model

p(y = i; x; w) =
ewT

i x

k
∑

j=1
ewT

j x
. (3.27)

This model is the softmax regression model, a generalization of the logistic re-

gression model. Similar to parameter fitting in logistic regression models, we

can fit the training data {(x1, y1), (x2, y2), ....(xn, yn)} to the softmax regression
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model using the maximum likelihood estimator. The log-likelihood function can

be written as

L(w) =
n

∑
i=1

log(p(yi|xi; w),

=
n

∑
i=1

log
k

∏
l=1

 ewT
l x

k
∑

j=1
ewT

j x


1{yi=l}

. (3.28)

The above equation can be solved using Newton Raphson method until conver-

gence, yielding the parameters fit to the current training set.

3.4 L1-regularization for Feature Selection

For many problems we do not know all the important features responsible

for classification a priori. As a result, many features are introduced to represent

the entities in question. But only a subset of these features might be useful for

a classification problem. Some of them might be redundant and some of them

might even hurt the learning process by not providing any useful information

and acting as noise. In addition, according to the Curse of Dimensionality princi-

ple, the number of examples to learn the problem increases with the dimensions

or the number of features. Traditionally, there have been two main approaches to

tackle the curse of dimensionality: (a) Dimensionality Reduction, and (b) Feature

Selection. Dimensionality reduction techniques reduce the number of features

by some linear/non-linear combination of the original features. Popular tech-

niques include Principal Component Analysis [67], Local Linear Embedding [68],

Isomaps [69] etc. Although these methods improve the generalization capability

of the classifiers by constructing new informative features, the interpretability of

the results is lost in the process. One can no longer explain the outcomes in terms
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of features. However, if one is interested not only in accuracy of the classifica-

tion but also in interpreting the process, "Feature Selection" methods can be used.

Feature selection methods select a minimal subset of features that are sufficient to

learn a target concept or improve the prediction accuracy. By retaining the origi-

nal features, these methods are more interpretable. Given N features, the optimal

subset can be found through an exhaustive search of 2N combinations. However,

this can get computationally expensive even for a small N. Most feature selection

methods, therefore, trade off performance for complexity.

The most popular feature selection methods are Forward Stepwise Selection

and Backward Stepwise Selection methods [61]. Both these algorithms are greedy

and produce a nested sequence of feature combinations. These methods are very

general and can be applied to any classifier. However, a main disadvantage of

these features is that features that become obsolete after adding multiple features

are not removed. Also, these methods require a reasonable amount of offline effort

on a labeled training set to determine the best subset. In this section, we present

a method for on-the-fly feature selection that selects the important features for

classification while the classifier is being trained. It is based on the idea of sparsity

that has garnered interest recently in the fields of signal processing and statistics.

In recent years there has been a growing interest in sparse representation of

signals. Sparse representations of signals account for most (or all) information of

a signal with a linear combination of a small number of elementary signals called

atoms. The atoms are often chosen from a so-called overcomplete dictionary and

therefore are also referred to as dictionary elements. An overcomplete dictionary

is a collection of dictionary elements with their number exceeding the signal di-

mension and any signal in the space can be represented by more than one (sparse)

combination of different atoms. Sparseness is one of the reasons for the extensive

use of popular transforms such as the Discrete Fourier Transform and the Wavelet
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Transform. These transforms often reveal certain structures of a signal that makes

their representation compact and sparse. Hence, sparse representations have in-

creasingly been used for diverse applications as: filtering, image compression,

feature extraction, pattern classification and blind source separation. Using nota-

tion from [70], we denote a d-dimensional signal s, the over-complete dictionary

Φ, and the co-efficients of the dictionary elements α. Assuming that the signal

can be represented as a weighted linear combination of the atoms, we can write

s = Φα. (3.29)

For many square linear transforms like sinusoids, ridgelets, curvelets etc., Φ

is dxd matrix and non-singular. For an overcomplete dictionary, since the number

of atoms is greater than the signal dimension, Φ is d × l matrix where l > d.

Therefore, equation (3.29) represents an underdetermined system of equations.

Since the goal is to obtain a sparse representation of the signal as a linear trans-

formation of the atoms, we need to solve the problem

min
α
||α||0, s.t s = Φα, (3.30)

where || · ||0 indicates the L0 norm of a vector, that is simply the number of

non-zero components. Thus, minimizing the L0 norm finds the sparsest solution

for the problem. However, the above optimization problem is NP-hard [71] and

cannot be solved efficiently in practice. To make the problem tractable, the L0

norm is replaced by the L1 norm and the alternate problem

min
α
||α||1, s.t s = Φα, (3.31)

is solved. Under certain conditions, it has been shown that the solutions for

the problems defined by the equations (3.30) and (3.31) are equivalent [72] [73].

Specifically, if the solution to the problem defined in equation (3.30) is sparse
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enough, then the solution to the L1 minimization problem will coincide with it.

There exist many efficient algorithms for solving the above problem and in many

cases, solving the above problem successfully finds the sparsest representation.

The above problem is referred to as the "basis pursuit" in signal processing liter-

ature. To apply it to filtering and denoising problems, instead of a linear system

of equations we have the constraint, ||s − Φα||22 ≤ ε that can be written in its

unconstrained Lagrangian formulation as

min
α

(
1
2
||s−Φα||22 + λ · ||α ||1). (3.32)

The above problem is called Basis Pursuit Denoising (BPDN) [70]. Mar-

vasti et al. [74] present a unified view of sparse signal processing applications.

They show various applications and topics with sparsity properties and based on

the application, the co-efficients are sparse in different domains. Similar meth-

ods have been studied in the field of statistics for regression methods under the

framework of Shrinkage methods [75], [76]. Shrinkage methods shrink the co-

efficients in a regression model by imposing a penalty on their size. The shrinkage

method called LASSO - Least Absolute Shrinkage and Selection Operator proposed by

Tibshirani [13] is very similar to the sparse methods described above. It was

originally proposed to solve an ill-conditioned, over-determined system of equa-

tions. LASSO is also based on the L1 norm and was originally developed for Least

Squares. It is defined by the constrained problem

ŵLASSO = arg min
w

n

∑
i=1

(yi − w0 −
d

∑
j=1

xijwj)
2, subject to

d

∑
j=1
||wj||1 ≤ t . (3.33)

where d is the dimensionality of the input feature space;n is the size of the

training set; wj refers to the jth component of the weight vector; xij refers to the jth

component of the ith training example; t is a user specified constant; || · || denotes
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the absolute value or L1-norm. Thus, the LASSO solves the regular least squares

problem by imposing a penalty on the size of the fitted co-efficients through the

L1-norm. The above problem can also be written in its equivalent Lagrangian form

as

ŵLASSO = arg min
w

n

∑
i=1

(yi − w0 −
d

∑
j=1

xijwj)
2 + λ

d

∑
j=1
||wj||1, (3.34)

where the value of λ controls the shrinkage. It can be seen that LASSO

(equation (3.34) ) and BPDN (equation (3.32) ) essentially solve the same problem.

A larger value of λ results in greater shrinkage and introduces more sparsity in

the weight vector. Thus, λ controls the tradeoff between fitting the data well

and having well regularized/small parameters. To illustrate the effectiveness of

the LASSO method for feature selection, we contrast it with another popular

shrinkage method called ridge regression [77] where the second term of equation

(3.34) is replaced by the sum of squares of the parameters or L2-norm. Thee

Lagrangian problem for ridge regression can be posed as

ŵRidge = arg min
w

n

∑
i=1

(yi − w0 −
d

∑
j=1

xijwj)
2 + λ

d

∑
j=1
||wj||22. (3.35)

Fortunately, LASSO also applies to Generalized Linear Models like Logistic

and Softmax Regression Models [78]. The LASSO penalized Logistic Regression

equation takes the form

max
w0,w

n

∑
i=1

[
yi(w0 + wTxi)− log(1 + ewT xi)

]
− λ

d

∑
j=1
||wj||1. (3.36)

Ng [78] shows that L1-regularized logistic regression is extremely insensitive

to the presence of irrelevant features. He presents experiments where learning a

binary classification problem with just 100 examples in a 1000-dimensional input
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Figure 3.2: Plot of the unregularized error function with the constraint region for
ridge regression and LASSO. For the ridge regression case, the constraint region
is a circle and for LASSO, the constraint region is a rhombus. It can be seen that
for the LASSO case, the solution w* is sparse with w1=0.

space, LASSO logistic regression attains a very low generalization error. In con-

trast, the error of logistic regression with L2− regularization rapidly approaches

0.5. To understand why the LASSO is preferred for feature selection over ridge

regression, it is useful to consider a two-dimensional case. This is shown in Figure

3.2. In both cases, the elliptical contours indicate the objective function for differ-

ent values of the features w1 and w2. For the LASSO, the contour of the second

constraint can be expressed by the equation |w1|+ |w2| ≤ λ and this constraint

region equation takes the shape of a diamond as shown in the figure. In the case

of ridge regression, the equation of the constraint region is given by w2
1 + w2

2 ≤ λ

and thus takes the form of a circle. In both cases, the solution occurs at the first

point where the elliptical contours meet the constraint region. Unlike the circle,

the LASSO has corners and when the solution occurs at the corner, w1 is set to

zero resulting in the non-inclusion of w1 in the model. In other words, only fea-

66



ture w2 is selected. In higher dimensions, the constraint region for LASSO has

many more edges and corners. Thus, there is a greater chance for the contours

to meet the constraint region at a corner and therefore a greater probability for a

number of estimated parameters to be zero. In this way, LASSO performs feature

selection via shrinkage. The value of λ plays an important role in feature selec-

tion as it controls the amount of shrinkage of the co-efficients. Although, λ is

usually chosen through a process of cross-validation, we have not seen the need

to change it for different problems in our experiments (Chapter 5). Although the

advantages of using LASSO are plenty and has been adequate for our analyses

(Chapter 5), there are certain minor issues associated with it. If there is a group of

variables among which the pairwise correlations are very high, then the LASSO

tends to arbitrarily select only one variable from the group [79]. Also, in the case

where d > n, LASSO saturates after selecting at most n variables. This is not a

problem in large scale classification problems as the problems arise due to the

large value of n. However, this is sometimes a problem in other biological studies

like gene selection in microarray data analysis. Several variations of LASSO have

been proposed that solve the above mentioned problems [79], [80].

3.5 Kernel Logistic Regression

In many problems, the classes in the data are not linearly separable and

hence linear logistic regression may perform sub-optimally. In such cases, we

need a more complex boundary to separate the data points completely. A com-

mon approach is to map the original data X into a higher dimensional space using

a function φ. Linear boundaries in the enlarged space achieve a better training

data separation that translate to non-linear boundaries in the original space. With

the mapping, the conventional linear logistic regression in the enlarged space can
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be represented as follows

Pr(y = 1|X = xi; w) =
1

1 + exp(wTφ(x))
. (3.37)

The decision boundary in this enlarged space is of the form x : f (x) =

wTφ(x) = 0 . It needs to be noted that the interpretation of features is lost in

this process as the features in the enlarged space do not make any physical sense.

Thus, there is a price paid for the accuracy of classification in terms of the inter-

pretability of the features. In simple cases, the algorithm can be trained by fitting

the data in the mapped space. However, in certain cases the mapped feature

space may be very high dimensional and may present computational difficulties.

To make this problem tractable, we pose the problem of training logistic regres-

sion as a regularized risk minimization problem [81] and then make use of the

Representer theorem [82] to obtain the solution.

The regularized risk minimization problem can be written in a general form

as

Min
f

n

∑
i=1

V( f (xi), yi) + λ|| f ||, (3.38)

where λ > 0, is a regularization parameter; V( f (x), y) is the loss function

that encodes the price of predicting f (x) at x when the true value is y & || · || is

any norm in a function space. The Representer theorem presents a very useful

result to solve problems expressed in the form of loss + penalty as in equation

(3.38) and states that the solution for these problems is of the form

f (x) = α +
n

∑
i=1

βK(xi, x), (3.39)

where K is a kernel function (from XxX → R)that satisfies the Mercer’s

condition [83] i.e., K being a symmetric, positive definite. The theorem states

that the function that minimizes the problem lies in the span of the n kernels.

This is a useful condition because we no longer need to know the mapping as
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long as we can define a positive definite kernel and form the finite dimensional

solution in terms of K(xi, x). Several kernels have been defined with the most

popular ones used in machine learning literature are:

• Linear Kernel: K(x, x′) = x. x′

• Gaussian Kernel: K(x, x′) = e
−||x−x′ ||2

σ2

• Polynomial Kernel K(x, x′) = (x. x′ + 1)d

This process of mapping the data to a higher dimensional space and per-

forming computations through kernels is used by several popular classifiers. One

way to view non-linear support vector machine training is the following regular-

ized function fitting problem

Min
f

n

∑
i=1

[1− yi f (xi)]+ + λ|| f ||, (3.40)

where f (x) = wTφ(x) and + in the subscript indicates the positive part. The

loss function [1− yi f (xi)]+ is called the hinge loss. Logistic regression classifier

can also be viewed in a regularized function fitting framework. If we view the

output variable y as taking values {−1, 1}, with +1 encoding a success event and

−1 encoding a failure event, the logistic regression model in the mapped space

can be rewritten as

Pr(y = ȳi|X = xi; w) =
1

1 + e−ȳiwTφ(xi)
. (3.41)

Since maximizing the log-likelihood is equivalent minimizing the negative

log-likelihood, we can write

L(w) = −
n

∑
i=1

log(Pr(y|X = xi; w)),

=
n

∑
i=1

(1 + e−ȳiwTφ(xi)). (3.42)
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Figure 3.3: Loss Functions. y takes the values -1 or +1.

By adding a regularization term, the training process can be interpreted as a

regularized function fitting problem similar to SVM.

Min
f

n

∑
i=1

(1 + e−ȳi f (xi)) + λ|| f ||, (3.43)

where f (xi) = wTφ(x), is a non-linear decision boundary. The solution to

the above problem is given by equation (3.39) in terms of kernel matrix. Zhu

[63] presents an intuitive explanation of why logistic regression performance is

similar to that of Support Vector Machines by comparing the loss functions as

shown in Figure 3.3. Since the log-loss and the hinge loss have similar shapes,

the performance of the algorithm should also be similar. They present empirical

results on datasets comparing their performance. Thus, complex, non-linear de-

cision boundaries can also be created using the result of the Representer theorem.

Kernel Logistic Regression models can be fit trained with the Newton Raphson

method similar to regular logistic regression. For a complete overview of Kernel

methods the reader is advised to refer to [81]. For an overview of Kernel Logistic

Regression and efficient methods to train them, the reader can refer to [63].
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3.6 Chapter Summary

In this chapter, we introduced binary, multinomial, and kernel logistic regres-

sion classifiers and explained how they can be trained using standard techniques.

Logistic regression models have several advantages like scalability, interpretabil-

ity and robustness to sampling bias and class imbalance. By using the LASSO

shrinkage method, we can even perform feature selection without requiring any

offline effort or analysis. This is an advantage when dealing with a large and di-

verse set of images where obtaining a representative training set for performing

feature selection is difficult. We also explored their relation to Generalized Linear

Models which is a general framework for constructing diverse models. Logistic

regression and Softmax regression models can be easily derived by plugging in

the conditional probability distribution of the response variable. By using the

regularized function fitting framework and applying the Representer theorem,

we can create nonlinear decision boundaries with logistic regression. Overall, the

standard and sparse logistic regression based classifiers have several advantages

that make it attractive for large scale biological image analysis problems. How-

ever, throughout the chapter it was assumed that a representative training set was

available for training these models. In the next chapter, we show how the training

examples can be chosen actively based on their information content defined by

the variance reduction framework. Using the Fisher Information matrix, logistic

regression classifiers with reliable performance can be obtained with minimal ef-

fort. The performance of logistic regression models trained by random sampling

are compared with actively trained models in Chapter 5 on data from a human

kidney cancer clinical study.
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Chapter 4 Active Learning with Optimal

Experimental Design

Optimal Experimental Design is a well researched field in statistics that stud-

ies the problem of designing experiments to maximize the value of data for in-

ference. It is particularly relevant in problems where the means to collect the

data is expensive or time consuming. Optimal experimental design helps decide

the optimal experimental conditions and the relevant experimental variables that

need to be investigated to minimize the cost and period of experimentation. If

the goal of a series of experiments is to estimate parameters of interest which fit

a statistical model, optimal designs enable this estimation in fewer experimen-

tal runs through efficient parameter estimation. It needs to be noted that if the

model is not appropriate, then there is little to gain from optimal designs. Histor-

ically, these methods have been proposed for experiments that follow a regression

model. When applied to classification problems, the framework is called "Vari-

ance Reduction."

Variance reduction based active learning methods minimize the generaliza-

tion error of a classifier indirectly by selecting examples to label that minimize the

output variance [52], [53]. Thus, there is a clear statistical motivation behind the

examples being queried. These methods focus on the entire input space rather

than individual instances. Therefore, they are less likely to query outliers com-

pared to heuristic strategies like Query By Uncertainty and Query By Committee.

In all active learning methods, however, the classifier needs to be retrained after

every iteration which might be computationally expensive. This problem can be

alleviated by allowing the algorithm to query multiple informative examples in a

single iteration. A myopic strategy is to select the k most informative examples.
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But the examples selected in an iteration can be similar or even identical resulting

in little value for model updation and a wastage of labeling effort. Variance re-

duction active learning frameworks can query for multiple informative examples,

in a single active learning iteration, that are guaranteed to be near-optimal by

leveraging the theory of submodular functions.

In this chapter, we initially motivate the idea of optimal experimental design

for experiments with the initial mathematical treatment being made for regression

analysis and the idea is then extended to a classification problem to perform active

learning. As mentioned in Chapter 2, a central idea in variance reduction active

learning is the Fisher Information matrix. We then derive the equations for Fisher

Information matrix for logistic regression classifiers. Finally, we describe how

we can modify this framework using results from the theory of submodularity to

query multiple informative examples in a single active learning iteration.

4.1 Optimal Experimental Design for a Regression

Model

Experiments are "operations or procedures carried out under controlled con-

ditions in order to discover an unknown effect or law, to test or establish a hy-

pothesis, or to illustrate a known law" [84]. Experiments help us understand the

world and discover new phenomenon. Any experiment consists of two types of

variables:

1. Output variables or response variables that respond to the experimental

conditions.

2. Input variables or predictor variables that are under the control of the ex-

perimenter and can be varied.
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We follow the same notation as in Chapters 2 and 3. We denote the output

variables with y and the d-dimensional input variables with x. In this section, we

consider experiments which aim to validate hypotheses suggested by regression

models. Specifically, we assume that the results of measurements are random

variables governed by the general equation

E(y|x) = η(x, w), (4.1)

where w is the unknown parameter; y is the result of measurement at the point

x; E is the expectation operator; η(x, w) is called the response surface whose

analytic form is known. The goal of experimental analysis is to find the estimates

of the unknown parameters for the given model. Our goal is to find an estimate

w which is very close to wt, the true value of w for the model. w depends on the

results of the measurements and thus it is a map from a series of measurements

to a parameter value expressed by the equation

ŵ = Ψ(y1|x1, y2|x2, ......, yn|xn), (4.2)

where x1, x2, , ....xn represent the set of input variables and y1,y2,....yn repre-

sent the corresponding measurements. The mapping Ψ represents the estimator

that is used to obtain the parameters of interest. There are certain desirable prop-

erties that, in a sense, define the goodness of an estimator [85]. These properties

are as follows:

Consistency- The estimate ŵ is said to be consistent if for any ε ≥ 0, we can write

Lim
n→∞

P(|ŵ−wt| ≤ ε) = 1, (4.3)

where wt is the true value of the parameter.

Unbiasedness- The estimate ŵ is said to be unbiased if on an average it achieves

the true value of the parameter. This can be expressed as

E(ŵ) = wt. (4.4)
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Sufficiency- The estimate ŵ is said to be sufficient if the estimate contains all

the information about the sought parameters included in the results of the

observations.

Efficiency- The estimate ŵ is said to be efficient if the dispersion or covariance

matrix of the estimate satisfies the inequality

D(w̃)− D(ŵ) ≥ 0, (4.5)

where D(·) is the covariance or dispersion matrix and w̃ is any other estima-

tor.

The estimator which satisfies all the above properties is said to be the "best"

estimator [85]. Unfortunately, there are not many estimators which satisfy these

properties in all the cases. Hence, for practical purposes, estimators which satisfy

a subset of these properties are chosen. As mentioned above, our goal is to find

a parameter estimate ŵ that is very close to its true value, wt. The closeness

can be defined in a mean square error sense. Using the classic bias-variance

decomposition and ignoring noise terms, the mean squared error in the estimate

can be expressed as [86]

E[(ŵ−wt)
2] = (E(ŵ)−wt)

2 + E[(ŵ− E(ŵ)2]. (4.6)

The first term on the right hand side of the equation is the squared bias term

and the second term is the variance term. If we restrict our attention to unbi-

ased estimators, then the mean squared error is only due to the variance of the

estimator as the bias term equals zero. Thus, we define optimal estimators as

unbiased estimators with minimum variance. A very important theorem widely

used in statistical estimation theory which deals with unbiased estimators is the

Cramer-Rao Lower Bound theorem [86].
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Theorem 1 It is assumed that PDF p(x; w) satisfies the regularity condition,

E[
∂

∂w
ln p(x; w)] = 0, (4.7)

where the expectation is taken with respect to p(x; w). Then, the dispersion matrix of any

unbiased estimator w satisfies

D(w)− J−1(w) ≥ 0, (4.8)

where ≥ 0 is interpreted as meaning that the matrix is positive semidefinite. The Fisher

Information matrix J(w) is given as

[J(w)]ij = −E[(
∂2

∂wi∂wj
ln p(x; w))], (4.9)

where the derivatives are evaluated at the true value of w and the expectation is taken

with respect to p(x; w). Furthermore, an unbiased estimator can be found that attains

the bound in that D(w) = J−1(w), if and only if

∂

∂w
ln p(x; w) = J(w)(g(x)−w) (4.10)

for some function d−dimensional function g(·) and d × d matrix J(·). The minimum

variance unbiased estimator is w = g(x), and the minimum variance is J−1(w).

The CRLB theorem lower bounds the variance of any unbiased estimator

with the inverse of J(w), which is the Fisher Information matrix. Any unbiased

estimator which achieves the Cramer Rao Lower Bound is said to be an efficient

estimator. Fisher Information matrix is the expected value of the negative Hes-

sian matrix of the log likelihood function. It quantifies how much an observable

random variable can tell us about the unknown parameter w, upon which the

probability distribution of the random variable depends. When the observed ran-

dom variable is a scalar, Fisher Information is simply a scalar. Fisher Information

yielded by two independent experiments is the sum of the Fisher Information
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from each experiment separately i.e. Fisher Information is additive when the in-

dependence assumption holds. In the remaining part of the section, we show

how this result can help us design experiments optimally.

In experimental analysis, the space of input variables define the different

experimental conditions and is usually defined by a grid with discrete steps with

each grid point defining a single experiment. In a typical experiment, the input

space, where it is possible and intended to obtain the response, is restricted and

is called the Design Region. The dimension of the design region is determined by

the number of predictor variables under consideration. Let us assume that our

experiment is a chemical reaction where we are trying to investigate the effect of

temperature and pressure on the amount of chemical products. If the allowable

pressure conditions vary from 1 bar - 3 bar with increments of 0.2 bar and the

allowable temperature conditions vary from 10oF to 90oF with increments of 10oF,

then the design region for this experiment consists of a total of 9 x 11 = 99

experiments. To estimate the parameters with complete information, we should

perform all possible experiments defined by the design region. This is called the

Full Factorial Design and the points in the experimental region for this design

form a cube/cuboid. The design region could also be of any arbitrary shape as

shown in Figure 4.1. The points indicate the experimental conditions and define

an experiment. Performing all experiments in the design region might not always

be possible due to budgetary or physical constraints. In such a case, a more

viable strategy is to select those points in the experimental design region which

contain enough information to predict the value of y even at points where the

experiments were not performed.

The strategy is to obtain a set of reliable parameters for the response function

η(x, w) using only these subset of points in the design region. The parameters of

the model are estimated by using the measurements derived from these experi-
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Figure 4.1: Experimental Design Region with an arbitrary shape. The red circles
indicate the selected experiments that need to be performed.

ments. The uncertainty in the model parameters and as a result, the reliability of

the model is characterized by the dispersion or covariance matrix of the estimated

parameters. For efficient estimators, the dispersion matrix is just the inverse of

the Fisher Information Matrix (D = J−1). Fedorov [85] discusses several criteria

to characterize the information from experiments defined by the design region

using the Fisher Information matrix. Suppose the initial information matrix is

denoted by J0, and we have the choice between two points x1 and x2 in the design

region, then the most popular criteria for choosing one experiment over the other
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are:

1. A-optimal criteria- Experiment x1 is preferred over experiment x2, if

Tr(J(x1)) > Tr(J(x2)), (4.11)

where Tr denotes the trace operator of a matrix; J(x1) is the updated infor-

mation matrix after including x1 ; J(x2) is the updated information matrix

after including x2.

2. D-optimal criteria- Experiment x1 is preferred over experiment x2, if

Det(J(x1)) > Det(J(x2)), (4.12)

where Det denotes the determinant operator of a matrix; J(x1) is the up-

dated information matrix after including x1; J(x2) is the updated informa-

tion matrix after including x2.

3. E-optimal criteria- Experiment x1 is preferred over experiment x2, if

E(J(x1)) > E(J(x2)), (4.13)

where E denotes the maximum eigenvalue of a matrix; J(x1) is the updated

information matrix after including x1; J(x2) is the updated information ma-

trix after including x2.

These criteria have a geometric interpretation that we illustrate in the case

of 2 parameters. For any estimation method, the uncertainty associated with the

estimates of the parameters can be represented by a joint parameter confidence

region. A confidence region is simply a multidimensional generalization of the

confidence interval. The confidence region for maximum likelihood estimates

is an ellipsoid (ellipse in 2-D) [7] as shown in Figure 4.2. A smaller confidence
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Figure 4.2: Geometrical interpretation of optimality criteria. The grey area rep-
resents the confidence region of parameters. The D-optimality criteria tries to
reduce the volume of the confidence ellipsoid; E optimality criteria tries to reduce
the length of the major axis; A optimality tries to reduce the volume of the box
enclosing the confidence region.

ellipsoid means a larger confidence in the parameter estimates as it represents un-

certainty. D-optimal criteria aims to minimize the volume of this joint confidence

region; E-optimal criteria aims to minimize its major axis; A-optimal criteria aims

to minimize the dimensions of the enclosing box around the joint confidence re-

gion [7]. Thus, all these three criteria essentially try to achieve the same objective

via different means. The D-optimal criteria is the most used criteria due to its at-

tractive properties: (i) Easy Geometric interpretation [8], [87], [88] (ii) Invariance

to rescaling of the model parameters [85], [89]. In contrast, A-optimal criteria
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is considered to be unreliable by many authors [90], [91], [92] , especially when

there exists high correlations among the predictor variables. Also, since the off-

diagonal elements are not included in the analysis, it essentially throws away

information if there are high cross-correlations between the parameters. Munack

and Posten [93] recommend that this criterion should not be employed as it may

lead to non-informative experiments. Franseschini & Macchietto [7] present an

excellent description of the up-to-date state of the art in field of optimal experi-

mental design. For a mathematically rigorous treatment and for a comprehensive

list of other optimality criteria, the reader is advised to refer to Fedorov [85].

For several models, the Fisher Information Matrix has a closed form expression.

Consider linearly parameterized models of the form

η(x, w) = wT f (x), (4.14)

where f (x) represents known functions of x and is usually solved by least squares

estimation. The Fisher Information Matrix, in such case, has a form [85]

J =
n

∑
i

f (xi) · f (xi)
T. (4.15)

This is a convenient form as J depends just on the values x defined by the

design region whose values are known a priori. Thus, in a linear parameteriza-

tion case, the set of optimal experiments can be determined without requiring

any preliminary measurements and can be chosen by the set of x values (or f (x))

which maximize some metric of J as mentioned above. Aguiar et. al. [94] describe

efficient algorithms to select the best subset of experiments. In the case where the

response function (η(x, w) = E(y|x)) is nonlinear with respect to its parameters,

the scenario is more complex. This is because the optimal set of locations in the

design region depend on the true value of the parameters w, which makes the

problem circular. In other words, the best subset of experiments to perform which

can help in reliable estimation of w depend on the true value of w themselves.
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Table 4.1: Optimal Experimental Design and Active Learning

Optimal Experimental Design Active Learning
Design Region Input Feature Space

Possible Experiments Unlabeled Pool of Examples
Experimental Measurements Labels for Examples

Response Function Decision Boundary
Regression Parameters Classifier Parameters

Fisher Information Matrix Fisher Information Matrix

This scenario calls for use of sequential optimal designs. These designs assume

that some preliminary experiments have been performed and we have an initial

set of measurements which can be used to approximate the parameters of inter-

est. These approximate initial parameters are used to compute an initial Fisher

Information matrix which can be employed to select the next experiment which

maximizes some criterion of the matrix i.e., using either A,D or E optimality cri-

teria. This procedure can be repeated in an iterative manner with the parameters

and the matrix being updated in each iteration until convergence. The sequential

framework, therefore, yields a locally optimal search strategy for the best subset

of experiments to perform. The flowchart for the sequential design framework

is shown in Figure 4.3. Liao and Carin [95] apply such a method for adaptive

sensing of buried targets. It needs to be noted that a bad initialization can lead to

bad estimates and affect the estimation performance.

It can be seen that the goals of active learning and optimal experimental

design are very similar. In active learning, the goal is to learn a reliable classifier

with as few examples as possible and the goal in optimal experimental design is

to learn a reliable response surface by performing as few experiments as possible.

To make this idea concrete, we define the parallels between these two frameworks

in Table 4.1.
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Figure 4.3: Flowchart describing the Sequential Optimal Experimental Design
Framework.
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The discrete grid points in the design region in optimal experimental de-

sign are similar to the pool of unlabeled examples in the input feature space for

classification. Performing an experiment to obtain measurements is similar to

querying for the label of an unlabeled example. The unknown parameters of the

response function are similar to the unknown parameters of the classifier. In this

thesis, we leverage these ideas in designing an active learning framework for lo-

gistic regression classifiers. Since, the output of the classifier depends directly

on its parameter estimates, reducing the variance of the parameters results in the

reduction of error in the learner’s output.

4.2 Fisher Information Matrix for Logistic

Regression Models

Logistic Regression classifiers were discussed in Chapter 3. These models

were trained using the principle of maximum likelihood estimation to estimate

the classifier parameters. Maximum Likelihood gives consistent, asymptotically

normal and efficient estimates [86]. It is a popular method for finding estimates

non linearly parameterized models like logistic regression, where the response

function, η(x, w) = E(y|x), does not vary linearly with x. Thus, to estimate the

classifier parameters actively, we resort to a sequential design as mentioned in the

previous section. In this thesis, we opt for the D-optimal design due to its advan-

tages stated above. In this section, we derive the closed form expression for the

Fisher Information matrix for binary, multinomial and kernel logistic regression

models.
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4.2.1 Fisher Information Matrix for Binary Logistic Regression

To derive the information matrix in the binary case, we employ the notation

introduced in Section 3.2. We have the logistic regression model as

Pr(y|X = xi; w) = py · (1− p)(1−y). (4.16)

We assume we have n independent training examples, D = {(x1, y1), ....(xn, yn)}.

We denote the jth component of the ith feature vector and the weight vector xj
i and

wj respectively. The log likelihood function for a single example xi can be written

as

L(w) = log(Pr(y|X = xi; w)), (4.17)

= {yi · log p(y = 1|xi; w) + (1− yi) · log(1− p(y = 1|xi; w))}. (4.18)

The derivative of the log-likelihood function is called the score function and

for logistic regression we derive the score function (with respect to the jth feature)

below. In the notation below, p(y = 1|xi; w) will simply be denoted p.

∂L(w)

∂wj = yi ·
∂(log p)

∂wj · 1
p
+ (1− yi) ·

∂ log(1− p)
∂wj , (4.19)

= yi ·
∂p

∂wj ·
1
p
+ (1− yi) ·

∂(1− p)
∂wj · 1

1− p
, (4.20)

= yi ·
∂p

∂wj ·
1
p
− (1− yi) ·

∂p
∂wj ·

1
1− p

. (4.21)

To make the computation simpler, we first simplify ∂p
∂wj

.We know that

p(y = 1|xi; w) =
1

1 + e−wT x
or f (z) =

1
1 + e−z . (4.22)

∂ f (z)
∂z

=
∂

∂z
(1 + e−z)−1 = −1 · (1 + e−z)−2 · ∂

∂z
(1 + e−z),

=
e−z

(1 + e−z)2 =
1− 1 + e−z

(1 + e−z)2 ,

=
1

(1 + e−z)
·
(

1− 1
(1 + e−z)

)
= f (z) · (1− f (z)). (4.23)
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Substituting the value of ∂p
∂wj

in equation (4.21) we get

∂L(w)

∂wj = yi ·
∂p

∂wj ·
1
p
− (1− yi) ·

∂p
∂wj ·

1
1− p

,

=

(
yi

p
− (1− yi)

1− p

)
· ∂p

∂wj ,

=

(
yi

p
· (p · (1− p)− (1− yi)

1− p
· (p · (1− p))

)
· ∂wTxi

∂wj ,

= (yi · (1− p)− (1− yi) · (p)) · xj
i ,

= (yi − p) · xj
i . (4.24)

With the simplified expression for the score function, we first show that the

regularity condition stated in the Cramer-Rao Lower Bound theorem is satisfied in

this case. Since logistic regression models p(y|x), we show that E[ ∂
∂w ln p(y|x; w)] =

0 where the expectation is taken with respect to the labels.

E{(yi − p(y|xi; w)) · xj
i} = E{(yi − p) · xj

i}, (4.25)

= E{(yi · x
j
i)} − E{p · xj

i}, (4.26)

= 1 · xj
i · p + 0 · xj

i · (1− p)− p · xj
i , (4.27)

= p · xj
i − p · xj

i , (4.28)

= 0. (4.29)

The negative Hessian matrix can be easily derived as,

− ∂L(w)

∂wk∂wj = − ∂

∂wk (yi − p) · xj
i ,

=
∂

∂wk (p) · xj
i ,

= xj
i · (p) · (1− p) · ∂wTxi

∂wk ,

= xj
i · (p) · (1− p) · xk

i . (4.30)

Thus, the (k, j) element of the Fisher Information matrix for binary logistic
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regression is given by equation (4.30). For n independent training examples, we

can write the Fisher Information matrix as

n

∑
i=1

xj
i · (p(y|xi; w)) · (1− p(y|xi; w)) · xk

i . (4.31)

In matrix notation, the Fisher Information matrix can be written as

J =
(

p(y|Ẍ; w)
)
· (1− p(y|Ẍ; w)) · ẌẌT, (4.32)

where Ẍ denotes the feature matrix. It can be seen from the above equation

that the Fisher Information matrix depends on p(y|Ẍ; w) that in turn depends

on the true value of w, the unknown classifier parameter of interest. It has to

be noted that since logistic regression models the probability of the class given

the feature vector i.e., p(y|x), we can drop the expectation operator and simply

use the Hessian as the information matrix as the expression for the Hessian is

independent of ys.

4.2.2 Fisher Information Matrix for Multinomial Logistic

Regression

To derive the Fisher Information matrix for a multinomial logistic regression

model, we make a few changes in notation from what was described in Section

3.3. According to that model specification, we had

p(y = i; x; w) =
ewT

i x

k
∑

j=1
ewT

j x
, (4.33)

where wi defines the co-efficient vector for class i. Here, not all the wis

are not uniquely identifiable as all the probabilities must sum to 1. So, we can

transform the co-efficient vectors wi to a new set of vectors wi′ where wi′ = wi −

wk that sets the co-efficient vector for the kth vector to be zero,wk′ = wk −wk = 0.
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Using the rule that the sum of these k probabilities must sum to one, we obtain

the probabilities of classes with the transformed vectors as

p1 =
ew′T1 x

1 +
k−1
∑

j=1
ewT

j x
,

p2 =
ew′T2 x

1 +
k−1
∑

j=1
ewT

j x
,

....

pk =
1

1 +
k−1
∑

j=1
ewT

j x
, (4.34)

where pj defines the probability of class j. We also use the vector y to replace

the indicator function with y = (y1, y2, ....yk) has yi = 0 for all i except one yj = 1.

The log-likelihood function for this model for a single observation can be written

as

∂L(w)

∂w(j)
h

= yh · x(j) − ew′Th x

1 +
k−1
∑

j=1
ewT

j x
· x(j) = (yh − ph) · x(j). (4.35)

We again show that the regularity condition stated in the Cramer-Rao Lower

Bound theorem is satisfied in the multinomial case also. Similar to the binary

case, we show that E[ ∂
∂w ln p(y|x; w)] = 0 where the expectation is taken with

respect to the labels.

E{(yh − ph) · x(j)} = E{yh · x(j) − phx(j)}, (4.36)

= E{yh · x(j)} − E{phx(j)}. (4.37)

We have, E{yh} = 0 · p1 + 0 · p2 + ... + 1 · ph+ .... + 0 · pk. from our notation.
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Hence,

E{yh · x(j)} − E{phx(j)} = ph · x(j) − phx(j), (4.38)

= 0. (4.39)

In vector notation, we can write the score function as

∇L(w′) = [(y1 − p1) · x1, ..., (y1 − p1) · xd, .....(yk−1 − pk−1) · x1, ..., (yk−1 − pk−1) · xd],

= (y− p)⊗ x. (4.40)

where ⊗ denotes the kronecker product. We can then write the elements of

the Hessian [96] as

− ∂2L(w)

∂w′(k)h ∂w′(l)m

=

δhmew′Th x(1 +
k−1
∑

j=1
ew′Tj x

)− ew′Th xew′Tm x

(1 +
k−1
∑

j=1
ew′Tj x

)2
· x(k) · x(l),

= (δhm · ph − pm · ph) · x(k) · x(l). (4.41)

leading to the information matrix,

− ∂2L(w)

∂w′(k)h ∂w′(l)m

=


p1 · (1− p1) · xxT −p1 · p2 · xxT ... −p1 · pk−1 · xxT

... p2 · (1− p2) · xxT ... ...

−pk−1 · p1 · xxT ... ... pk · (1− pk) · xxT

 ,

= (Λp − p · pT)⊗ xxT . (4.42)

where Λp =



p1 0

0 ... 0

... ...

0 pk


is a diagonal matrix of class probabilities.

4.2.3 Fisher Information Matrix for Kernel Logistic Regression

As mentioned in Section 3.5, for obtaining non-linear boundaries via kernels,

a risk minimization approach can be taken to obtain the solution. This approach
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was suggested in [63] for training Kernel Logistic Regression models. We have

the non-linear decision boundary as the solution to the regularized problem,

Q = Min
f

n

∑
i=1

(1 + e−ȳi f (xi)) +
λ

2
|| f ||. (4.43)

According to the Representer theorem, the solution which minimizes equa-

tion (4.43) has the form

f (x) = α +
n

∑
i=1

βi · K(xi, x). (4.44)

where K(·, ·) is a Mercer Kernel. We now define the following vector nota-

tions and derive the Fisher Information in vector form:

pi =
1

1+eyi f (xi)
, i = 1, 2, ....n.

ᾱ = (α, β0, β1...βn)T.

p̄ = (p1, p2, ...pn).

ȳ = (y1, y2, ...yn).

Ka = (1̄, K(xi, xj)
n
i,j=1).

Kb =

 0 0

0 Ka

 .

W =



p1 · (1− p1) 0

0 ... 0

... ...

0 pn · (1− pn)


.

From equations (4.43), (4.44) and the above notation we can write

Q = 1̄T(1 + e−ȳ·(Ka·ᾱ)) +
λ

2
· ᾱTKbᾱT, (4.45)

where 1̄T is a vector of ones. We have,

∂Q
∂ᾱ

= −KT
a (y·̌p) + λ · KbᾱT, (4.46)
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where ·̌ indicates pairwise multiplication of elements. Since, kernel logistic

regression is regular logistic regression in the enlarged space, the information

matrix is again the negative hessian matrix and can be written as

− ∂2Q
∂ᾱ∂ᾱT = −(KT

a WKa + λ · Kb). (4.47)

The results of the active Kernel Logistic Regression model on a phantom

dataset is shown in Figure 4.4. In this dataset, the classes of the data points are

indicated by (blue) + and (green) ◦. It can be clearly seen that these classes are

not linearly separable.The figure shows the evolution of the decision boundary

with active learning iterations. It can be seen that after querying 15 examples,

the algorithm separates the two classes with minimal error rate. The result of

classification when training examples are chosen randomly is shown in Figure

4.5. In the random case, both the false positive and false negative error types are

higher.

4.3 Submodularity

Convex optimization is an extremely useful technique exploited for many

popular machine learning algorithms like Support Vector Machines, Logistic Re-

gression etc. Efficient optimization methods exist for minimizing convex func-

tions. A fundamental problem structure called submodularity has similar ben-

eficial properties as convexity. Submodularity formalizes the intuitive notion of

diminishing returns, stating that adding an element to a smaller set helps more

than adding it to a larger set. Similarly to convexity, submodularity allows for

efficient computation of (near) optimal solutions for large scale machine learning

problems. Submodular functions have a long history in economics, game the-

ory, combinatorial optimization, electrical networks, and operations research. We
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Figure 4.4: Kernel Logistic Regression for two class classification problem-non
linear decision boundary with Active Learning. Class 1 is indicated by (blue)
plus symbol and Class 0 is indicated by green circles. The results of the kernel
logistic regression with multiple iterations of active learning. The scale bar on
the right indicates the probability for the example to be class 1. The examples
selected are indicated by a red dot.
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Figure 4.5: Kernel Logistic Regression for two class classification problem-non
linear decision boundary with Passive Learning. Class 1 is indicated by (blue)
plus symbol and Class 0 is indicated by green circles. The results of the kernel
logistic regression with multiple iterations of training examples chosen randomly.
The scale bar on the right indicates the probability for the example to be class 1.
The examples selected are indicated by a red dot.
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leverage submodularity to modify the experimental design framework to con-

struct an efficient active learning algorithm which selects multiple informative

examples in an iteration. Submodular functions are defined as follows.

Definition 2 A function f, defined over a set V, is called a submodular function if it

satisfies the following condition

f (X) + f (Y) ≥ f (X ∪Y) + f (X ∩Y) where X, Y ⊂ V. (4.48)

Another definition for submodular functions which provides an intuition for

how these functions formalize the idea of diminishing returns is given below

f (X ∪ {u})− f (X) ≥ f (Y ∪ {u})− f (Y) where X ⊂ Y ⊂ V; u ∈ V. (4.49)

In the above definition,Y is a larger set than X. The above definition suggests

that for submodular functions, the incremental value of the function is more when

an observation is added to the smaller set X than when it is added to the larger

set Y. A function f is supermodular if − f is submodular. Another important

property of set functions is called the non-decreasingness property.

Definition 3 A function f, defined over a set V, is called a nondecreasing function if it

satisfies the following condition

f (X) ≤ f (Y) where X ⊂ Y ⊂ V. (4.50)

The idea of nondecreasing functions is an obvious and intuitive one when

dealing with information theoretic metrics. This is because when dealing with

such metrics, it does not hurt to observe more. Informally, this is also called the

"information never hurts" principle [97]. The criterion of entropy of a distribution,

φ(x) = −∑
i

Pω(yi|x) log Pω(yi|x), is a submodular function [98]. Another
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Algorithm 4 Greedy Forward Selection Algorithm
Input : Submodular Function, f
Output : A, |A| = k
Begin
A→ φ;
f or i = 1 to k do

f or y ∈ V\A do
δu = f (A ∪ {u})− f (A);

end
u∗ = arg max

u∈V\A
δu

A→ A ∪ {u∗};
end

information theoretic metric which is also submodular is mutual information de-

fined by the expression

I(XA; XV\A) = φ(XV\A)− φ(XV\A|XA), (4.51)

where φ(XV\A) is the entropy of the distribution before observing A and

φ(XV\A|XA) is the conditional entropy which is the entropy of the distribution af-

ter observing XA. The conditional entropy is a measure of what XA does not say

about the distribution which is the amount of uncertainty remaining. Maximiza-

tion of non-decreasing, submodular set functions has been studied extensively in

sensor management literature. For example, in the max k cover problem, the objec-

tive is to select the best set of k sensor locations at the most to maximize coverage

objective F. Unfortunately, for many set coverage problems, maximizing the cov-

erage objective functions are NP-hard and cannot be solved efficiently. However,

a simple greedy algorithm called forward selection provides the best possible per-

formance achievable in polynomial time. This algorithm starts with an empty set

A = ϕ, and iteratively adds element u∗ ∈ V\A which maximally increases the

objective function f ,

u∗ = arg max
u∈V\A

f (A ∪ {u}), (4.52)
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until the desired number of elements from the set have been selected. The

greedy algorithm is described in Algorithm 4. This seemingly simple algorithm

has theoretical guarantees associated with it. This is due the theorem for maxi-

mizing submodular functions by Nemhauser et al. [99].

Theorem 4 Let f be a nondecreasing submodular function defined on a ground set V

such that f (φ) = 0,and k be an integer. Then the solution Agreedy returned by the greedy

algorithm satisfies

f (Agreedy) ≥ (1− (
k− 1

k
)k)OPT ≥ (1− 1

e
)OPT, (4.53)

where OPT = max
|A|≤k

f (A) is the value obtained by the optimal solution.

The problem for general submodular function maximization has been studied ex-

tensively in the operations research community. We show, in the next section,

that the logarithm of D-optimal criterion i.e., determinant of the Fisher Informa-

tion matrix is a submodular function.

4.4 Submodularity of D-Optimality criterion and

application to Multi Observation Active Learning

In this section, we show that the logarithm of determinant of Fisher informa-

tion matrix is submodular. Other authors have proved it in the context of sensor

management [100]. The development of the proof will require the following

results from Matrix Algebra.

Lemma 5 If A ≥ B > 0,then B−1 ≥ A−1 > 0.

Lemma 6 If A ≥ B > 0,then |A| ≥ |B| > 0.

Lemma 7 If A ∈ Rnxm and B ∈ Rmxn,then |I + AB| = |I + BA|.
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We now prove the theorem establishing the submodularity of the D-Optimal

criterion DJA .

Theorem 8 DJA is a nondecreasing set function of the set A and if the observations in

the set A are independent of each other then DJA is a submodular function of A.

Proof.

We denote the logarithm of determinant of Fisher Information matrix after

observing the examples in A as DJA . Since Fisher Information is additive, the JA

after observing the element {u} can be written as JA∪{u} = JA+ J{u}. Consider a

set B with similar elements as in A. To show that DJA is a nondecreasing function,

we consider the following increment in DJAas

DJA∪B − DJA =

{
log | ∑

a∈A∪B
Ja| − log |∑

a∈A
Ja|
}

. (4.54)

where we use | · | to denote the determinant operator. Since ∑
a∈A∪B

Ja ≥ ∑
a∈A

Ja

, from Lemma 7, we can write |∑
a∈A∪B

Ja| ≥ |∑
a∈A

Ja|. Therefore, DJA∪B − DJA ≥ 0

shows the nondecreasing property of DJA . To prove that DJA is a submodular

function, we need to show that ∀B ⊇ A and for all sets C,

DJA∪C − DJA ≥ DJB∪C − DJB . (4.55)

Forming the difference in the expressions, we can write

[(DJA∪C − DJA)]− [(DJB∪C − DJB)] =

[log |JA∪C| − log |JA|]− [log |JB∪C| − log |JB| ],

= [log | ∑
a∈A∪C

Ja| − log | ∑
a∈A

Ja|] − [log | ∑
a∈B∪C

Ja| − log | ∑
a∈B

Ja| ],

= [log | ∑
a∈A

Ja + ∑
a∈C

Ja|]− [log | ∑
a∈A

Ja|]− [log | ∑
a∈B

Ja + ∑
a∈C

Ja|]− [log | ∑
a∈B

Ja|],

= [log
| ∑
a∈A

Ja+ ∑
a∈C

Ja|

| ∑
a∈A

Ja| ]− [log
| ∑
a∈B

Ja+ ∑
a∈C

Ja|

| ∑
a∈B

Ja| ] .

97



Denoting ∑
a∈A

Ja with JA, ∑
a∈B

Ja with JB and ∑
a∈C

Ja with JC, we write

[(DJA∪C − DJA)]− [(DJB∪C − DJB)] = [log
| ∑
a∈A

Ja+ ∑
a∈C

Ja|

log | ∑
a∈A

Ja| ]− [log
| ∑
a∈B

Ja+ ∑
a∈C

Ja|

log | ∑
a∈B

Ja| ],

= [log |J
A+JC|
|JA|

]− [log |J
B+JC|
|JB|

],

= [log |I + (JA)−1/2 JC(JA)−1/2|]− [log |I + (JB)−1/2 JC(JB)−1/2|] .

Factoring JC and applying Lemma 7, we get

[(DJA∪C − DJA)]− [(DJB∪C − DJB)] =

[log |I + (JA)−1/2 JC(JA)−1/2|]− [log |I + (JB)−1/2 JC(JB)−1/2|],

= [log |I + (JC)1/2(JA)−1(JC)1/2|]− [log |I + (JC)1/2(JB)−1(JC)1/2|] .

Applying Lemma 5, we know (JA)−1 ≥ (JB)−1 as JB ≥ JA. Therefore,

[(DJA∪C − DJA)]− [(DJB∪C − DJB)] =

[log |I + (JC)1/2(JA)−1(JC)1/2|]− [log |I + (JC)1/2(JB)−1(JC)1/2|] ≥ 0 .

Hence, DJA is a submodular function of set A.

If we allow for a greedy selection of training examples based on the loga-

rithm of D-Optimal criteria, we can be assured of the theoretical gurantees pro-

vided by Theorem 5. This theoretical guarantee motivates the use of logarithm

of the determinant of Fisher Information matrix as the criteria for selecting mul-

tiple observations from the unlabeled pool of examples to query the user for

the labels. Hence, the queries chosen by our multi observation active learning

algorithm are near-optimal and in each iteration the algorithm selects multiple

examples which yield parameters close enough to the optimal values possible.
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Figure 4.6: Flowchart for the Multi Observation Active Learning Algorithm.
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Hoi et al. [11] also perform multi observation active learning by using variance

reduction framework and submodular functions. Their theoretical foundation of

their algorithm is based on the work by Zhang and Oles [54] that proposes the

use of the A-optimal criterion. Since the A-optimal criterion is not submodular

they make approximations in their derivation of their observation selection crite-

rion. Specifically, they replace the harmonic mean of the eigenvalues of the Fisher

Information matrix with the arithmetic mean that is used to make their observa-

tion selection function submodular. We do not resort to any such approximations

as our criterion is inherently submodular. The flowchart describing the algorithm

is shown in Figure 4.6.

4.5 Chapter Summary

In this chapter, we introduced Optimal Experimental Designs for parameter

estimation. The field of Optimal Experimental Design studies the problem of de-

signing experiments to maximize the value of data for inference. Optimal designs

have a rich history in the field of statistics and enable efficient estimation of pa-

rameters for regression models. The theory can be easily adapted to parametric

classification models to perform active learning and the framework is called vari-

ance reduction. The efficiency of the parameters is characterized by the variance

in the parameter estimates. The Cramer Rao Lower Bound theorem presents a

very important result that can be utilized to pick the best set of experiments to

perform that minimize the variance of the estimates. A central idea in this con-

text is the Fisher Information Matrix that can be derived in closed form for many

parametric models. For linear models, i.e., models where the response function is

linear with respect to the predictor variables, the optimal set of experiments can

be determined directly. Logistic regression classifiers being non-linearly parame-

100



terized models use sequential designs which require a good initial estimate of the

parameters. We derived the information matrix for binary, multi-class and kernel

logistic regression models. Since our active learning objective function is the D-

optimal criterion, which we showed was submodular, our framework allows to

select multiple informative examples in a single iteration resulting in accelerated

learning.
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Chapter 5 Application to Computational

Histology

This chapter describes the application of the proposed methods to compu-

tational histology problems with emphasis on a human clinical study being con-

ducted at the University of Pennsylvania Medical center on clear-cell Renal Cell

carcinoma, a type of kidney cancer that is resistant to traditional treatments. Can-

cer growth and malignant behavior stem from the transformed properties of its

tumor cells but often require or are stimulated by cells of the tumor stroma. En-

dothelial cells (EC) and cancer-associated fibroblasts are among the stromal cell

types that have been shown to facilitate tumor growth and malignancy in animal

tumor models [101] . Their importance has led to cancer treatment strategies that

target the tumor stroma rather than tumor cells.

The prime example of stroma-targeted strategies is antiangiogenic therapy,

that is usually directed against the EC that form tumor vessels and aims to in-

hibit the neovasculature on which ongoing tumor growth depends [102]. Clini-

cal efficacy of this therapeutic strategy was demonstrated first in metastatic col-

orectal carcinoma where bevacizumab, an anti-vascular endothelial growth fac-

tor A (VEGF) monoclonal antibody, given in combination with chemotherapy

was shown to prolong patient survival compared to treatment with chemother-

apy alone [103]. Antiangiogenic agents have shown efficacy in the treatment of

metastatic nonsmall cell lung, breast , ovarian, and renal cell cancers and are now

part of standard therapy for these cancers.

Although antiangiogenic agents are in widespread clinical use, the process

of angiogenesis is not frequently studied or quantified in human cancers. This

is due to the amount and nature of tumor material available from most cancer
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patients and lack of availability of methods for examining angiogenesis in patient

samples. Histopathological analysis of endothelial cell stimulation and angio-

genic activation in tumors in mice was described in [104], [105]. Analysis of

endothelial expression of activation antigens (p-ERK, p-STAT3, p-AKT,or Ki67) in

mouse tumors was performed at the microscope and entailed visual identifica-

tion of anti-CD31 or anti-CD34 immunostained tumor vessels/EC accompanied

by observer assessment of analyte immunostaining in the visualized vessel/EC.

This approach was feasible, albeit time-consuming, because mouse tumors have

consistent and relatively homogeneous morphology. The results generated were

reliable, evidenced by the fact that trained observers generated very similar data

when the same or similar (e.g. control) tumors were analyzed on different occa-

sions, and inter-observer variability was low. A similar approach to analysis of

human cancers is far more difficult. The aim of the clinical trial being described is

the study of EC and EC activation in human cancers, specifically clear cell Renal

Cell Carcinomas (ccRCC). The highly individual and heterogeneous morphology

of human tumors, frequent pleomorphism of EC in human tumors, and the pres-

ence of dense capillary networks with a profusion of EC in ccRCC are problematic

and make quantification of EC immunostaining at the microscope impractical. In

addition, the scale of the study would require a great amount of concerted ef-

fort among different pathologists and it would be extremely time consuming to

investigate and analyze the process.

Thus, analysis of human cancers at this scale requires development of a sys-

tem for rapid, reproducible identification and quantification of EC in histopathol-

ogy specimens that match or surpass performance by experts and allow cell type-

specific quantification of analyte expression. Identifying endothelial cells and

understanding their activation status is extremely important as it can help pre-

dict patient response to anti-angiogenic therapies. In this chapter, we show the
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application of the active learning algorithm proposed in this thesis to data from a

kidney cancer clinical trial.

5.1 FARSIGHT Framework

Before applying the active learning algorithm to our data, we need to com-

pute the features that describe the cells quantitatively. We use the FARSIGHT

toolkit [106] to segment nuclei, extract features, and associate them with differ-

ent biomarkers. In this section, we describe the imaging process and our image

analysis framework for analysing the data. For an in depth analysis of the frame-

work, the reader is advised to refer to [107]. The discussion of the framework is

followed by the validation of the performance of the algorithm.

5.1.1 Imaging Protocols

Deparaffinized formalin-fixed, paraffin-embedded ccRCC sections were re-

hydrated and multiplex immunostained against CD34 for vasculature, CA-9 for

tumor cells, SMA for pericytes, an analyte (p-ERK, p-STAT3, p-AKT,or Ki67), and

hematoxylin for nuclei. A Nuance R© multispectral camera on a Leica DMRA2

epifluorescence microscope was used to record images. Images were captured

using full resolution of the Nuance camera at 8 bits of data per pixel and with

20 nm spectral widths for brightfield images and 10 nm intervals in fluorescent

mode from 420− 720 nm. Nuance software was used to unmix the multispectral

data cube into non-overlapping channels based on reference spectra. Examples

of multispectral images from the human clinical study were shown in Chapter 1

( Figures 1.1, 1.2, 1.4 ).
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Figure 5.1: A flowchart of the steps involved in the nuclear segmentation algo-
rithm proposed by Al-Kofahi et al. [1]. The input image undergoes a preliminary
binarization step via Graph-Cuts and then filtered to generate the seeds automati-
cally. The editing of the seeds is an optional step beyond this. An alpha-expansion
based segmentation refinement step is used to generate the final segmentation.

5.1.2 Segmentation

The spectral unmixing procedure results in multiple nonoverlapping chan-

nels including a nuclear channel. Unmixed channels are readily amenable to im-

age segmentation because of their monochrome nature, and the fact that they con-

tain little of no information from other channels. We employed the segmentation

algorithm proposed by Al-Kofahi et al. [1] to segment nuclei. Figure 5.1 describes

the steps involved in the cell segmentation algorithm. The algorithm models the

image intensities as a mixture of Poisson distribution and finds a threshold value

based on minimum error thresholding. The initial binarization is refined using

Graph Cuts. The binarized image is then convolved with a Laplacian-of-Gaussian
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Figure 5.2: Sample segmentation results. The segmentation boundaries are indi-
cated by the white outlines. The centroids are indicated by a yellow dot and each
of the cell nuclei is assigned a unique id.

filter at different scales to detect seeds and compute initial segmentations. By us-

ing a combination of graph coloring and alpha-expansions, the segmentations are

refined. The algorithm finds the scales required to segment the cells automatically.

Figure 5.2 shows segmentation results on a sample image. After segmentation,

each nucleus is associated with an ID that identifies it uniquely. Since the num-

ber of images that need to be analyzed in the study were large, we created an

automated batch script written in python programming language that segments

an entire batch of images with reasonable accuracy.

5.1.3 Background Correction

Given the region of interest (ROI) associated with a nuclei (discussed in the

next section), we quantify the amount of the biomarker signal available in that

region. A naive strategy to do that would be to integrate the amount of the

biomarker signal over the region of interest. Such a strategy is unsuccessful
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because it fails to correct the channel for background signal. Our background

correction strategy relies on explicit thresholding of the biomarker channel to

identify background and foreground pixels. Only the foreground pixels are used

for association. This reduces the effect of noise that may result in over estimat-

ing the number of positive cells. The binarization method used here is the same

method used to binarize the nuclei. In addition, some biomarker images contain

three levels of pixel intensities- background and two foreground levels. Applying

direct two-level binarization on those images may result in over-estimating the

foreground region. Therefore, a three-level binarization method is used instead

of the two-level one. For that we used Otsu’s multiple thresholding method [108]

. In the resulting image, only the highest level is used as foreground, while the

two lower levels are assumed background.

5.1.4 Associative Quantification of Molecular Markers

Once the cell nuclei have been segmented, the next step is to quantify molec-

ular biomarkers by associating them with specific segmented cells. Broadly speak-

ing, we are interested in two classes of molecular biomarkers. The first class of

markers serves to indicate cell types. The second class of markers are analytes of

interest from a diagnostic standpoint, and it is useful to quantify their association

with specific cell types. In this study, we are interested in quantifying object-

level associations between segmented nuclei and elements in other channels. In

histopathology applications, we can potentially use other segmented regions like

cytoplasmic domains as our source objects in order to quantify and associate

biomarkers. An association rule is composed of two components. The first one is

the region of interest (ROI) associated with the reference object and on which an

associative measure is applied. The second component is an associative measure,

which is a function defined on the regions of interest (ROI) of the reference object,
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and used to quantify the associative relationship. For most cell types, the features

computed using the following association rules are sufficient:

• MIN - Minimum value of the target element in the region of interest for the nuclei

• MAX - Maximum value of the target element in the region of interest for the nuclei

• AVERAGE - Average value of the target element in the region of interest for the

nuclei

• TOTAL - Total value of the target element in the region of interest for the nuclei

However, there is no biomarker which tags endothelial cells directly. This

presents a problem as the aim of the study is to study angiogenesis which entails

identifying endothelial cells. It is common biological knowledge that endothelial

cells form the outer lining of blood vessels and hence should be surrounded by

blood vessels which can be tagged by CD-34 biomarker. To exploit this biolog-

ical knowledge, we designed new association rule for surroundedness. As the

name indicates the surroundedness rule computes how surrounded a biomarker

is around an object of interest. This is done by dividing the region around the cell

into distinct angular bins and computing if the biomarker is present significantly

in a bin. For 2-D images, our surroundedness feature can take any value between

0-8 since the number of bins in our case was chosen to be 8. For other applications

favoring a greater or lower granularity, the number of bins can be adjusted to the

desired value.

5.1.5 Feature Computation

Often, associative measurements are insufficient for the task of cell classi-

fication. One very common problem is the spectral overlap between different

channels [109], [110]. It is a common problem for multiple fluorophore labeling

108



Table 5.1: Table of Intrinsic Features.

Feature Description
Volume Number of voxels in the object
Integrated Intensity Sum of the intensities of all voxels in the object
Eccentricity Ratio of the distance between the foci of the best-fit

hyper-ellipsoid to the length of its major axis (2D)
Elongation Ratio of the major axis length to minor axis length of

the best-fit hyper-ellipsoid (2D)
Orientation Angle between the major axis of the best-fit

hyper-ellipsoid and origin (2D)
Bounding Box Volume Number of voxels in the bounding box of the object
Mean Average intensity of voxels in the object
Minimum Minimum intensity of voxels in the object
Maximum Maximum intensity of voxels in the object
Sigma Standard deviation of intensity of voxels in the object
Variance Variance of intensity of voxels in the object
Surface Gradient Average of surface gradients
Surface Intensity Average of surface intensities
Convexity Ratio of surface area to the area of convex hull
Radius Variation Standard deviation of distance from surface voxels to

centroid
Surface Area Number of voxels on surface of the object
Shape Ratio of surface voxels to total voxels - compactness

or thinness of object
Shared Boundary Ratio of edge sharing object pixels to total number of

edge pixels
T Energy Energy of the PDF
T Entropy Entropy of the PDF
Inverse Difference Moment Measure of Homogeniety
Inertia Measure of contrast
Cluster Shade Measure of Texture homogeneity
Cluster Prominence Measure of Texture homogeneity
Zernike Zernike Moments of each object (upto order 10)
Interior Intensity Average intensity of pixels inside the object
Surface Intensity Average intensity of pixels on the surface of the object
Intensity ratio Ratio of surface intensity to interior intensity

experiments as a result of the interaction between their excitation or emission.

Objects in one channel receive unwanted signal associated with other objects in

other channels. Other common problems include weak staining & signal atten-

uation which also contribute to degrading the image quality. To overcome these

problems, we compute other features for the segmented cell nuclei using the nu-

clear channel. We call these measurements - Intrinsic features. These features are

used to quantify the shape, size, chromatin texture and appearance of cell nuclei.

A complete list of the intrinsic features is provided in Table 5.1.
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5.2 Results and Validation

In this section, we show the performance our sparse submodular active

learning algorithm on different tissue specimens. We mainly focus on data from

a kidney cancer-clear cell Renal Cell Carcinoma (ccRCC)- clinical study and eval-

uate the performance of the algorithm on this data. We performed three valida-

tion studies to analyze the performance of the algorithm. In the first study, we

selected a subset of 10 images with ∼ 3000 cells and performed manual classifica-

tion on a cell-by-cell basis. The manual classification was performed by an expert

pathologist with whom we worked closely through the course of the study. The

performance of the algorithm is compared with unaided training (a.k.a random

sampling ) with both the sparse classifier as well as the non-sparse version to

study the effect of induced sparsity.

In the case of endothelial cell classification, there is no "ground-truth" avail-

able because pathologists disagree among themselves about classification of en-

dothelial cells. Thus, another validation study was performed to study the level

of disagreements and verify the algorithm’s interpretation in comparison to that

of the pathologists. We made use of the Cohen’s Kappa statistic [111] to mea-

sure the disagreement among different pathologists and the algorithms trained

by them.

The final validation study involved comparing the performance of the algo-

rithm with the other two popular active learning frameworks - Query By Uncer-

tainty and Query By Committee. We perform this study in a multi-class setting

on 5372 cells from a subset of 20 images where the algorithm had to identify 5 dif-

ferent kinds of cells. The performance analysis in all the studies was performed

using standard performance metrics- (i) Accuracy of the classifier and (ii) AUC -

Area under Receiver Operating Characteristic (ROC) curve. Accuracy of a classi-

fier is a simple metric that calculates the percentage of prediction accuracy of the
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classifier. We also evaluate our algorithm on data from mouse brain tissue that

are perturbed with neuroprosthetic devices. We evaluate the effect of the shrink-

age/sparsity co-efficient on classification performance and feature selection.

5.2.1 Evaluation of the algorithm on ccRCC data

Validation- I

We demonstrate the performance of the active classifier (with sparsity) on

two clinically important problems using the kidney cancer feature data described

above and compare it with the standard logistic regression and sparse logistic

regression. We use the term sparse logistic regression to refer to standard logistic

regression classifier augmented with an L1-norm in its likelihood function. The

first classification task is reliable identification of endothelial cells from the set

of images. The second task is to identify activated endothelial cells from non-

activated endothelial cells. Endothelial cells are said to be activated when they

are strongly associated with an analyte (p-ERK, p-STAT3, p-AKT,or Ki67). 20

independent training trials were performed and the results shown below are an

average measure. In each of these trials, the algorithms were seeded randomly

and in the active case-3 examples which maximize the logarithm of determinant of

Fisher Information matrix were chosen per iteration. For the standard and sparse

logistic regression classifiers, 3 training examples were chosen randomly in each

iteration. The λ value for both active and sparse logistic regression classifiers was

set to 1 in the analysis. The decision rule used to classify a cell with feature vector

x as an endothelial cell was σ(wTx) ≥ 0.5 where σ(p) = (1 + e−p)−1.

Figure 5.3 (a) shows the performance of the algorithm compared to the stan-

dard logistic regression. It can be seen that although the algorithm starts off worse

than the standard classifier, there is increase in its accuracy with every training

iteration i.e., it shows a monotonic increase in its performance and achieves a
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Figure 5.3: Comparison of logistic regression trained using the sparse submod-
ular active learning algorithm (Active Logistic Regression) with standard logis-
tic regression trained passively.(a) Accuracy curves with training iteration when
classifying endothelial cells from non-endothelial cells. (b) Accuracy curves with
training iteration when classifying activated endothelial cells from non-activated
endothelial cells.
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v 90% accuracy in about 30 iterations. On the other hand, the performance of the

standard logistic regression is unreliable and does not show a consistent perfor-

mance. Thus, just providing more examples to learn the problem does not always

translate to better accuracy for the standard logistic regression. In Figure 5.3(b)

we show a similar comparison for another classification problem where the task is

to differentiate activated endothelial cells from non-activated ones. The standard

logistic regression performs poorly in the task whereas the sparse submodular

algorithm shows a monotonic increase in performance.

In Figure 5.4, we show the accuracy of all the three classifiers with training

iteration for both the classification problems. This figure illustrates the effect of

sparsity on the process. The sparse non-active classifier performs much better

when compared to the standard logistic regression. But the performance of the

sparse active classifier is still better when compared to the sparse non active clas-

sifier. We observed a difference of ∼ 5% in accuracy between sparse and active

logistic regression classifiers in both the cases. In this study, where we are try-

ing to study the effects of potential drugs and matching them with therapeutic

strategies, a difference of ∼ 5% is significant. Figure 5.5 shows the performance

comparison of the three classifiers with AUC as the performance metric. Again,

the sparse classifier trained using the active learning algorithm clearly outper-

forms the other two classifiers achieving an AUC value of 0.9 while the sparse

and standard classifiers achieve a value of 0.85 and 0.75 respectively in the acti-

vated endothelial cell classification problem. It can also be seen from the figure

that the instability observed in standard logistic regression is absent in the sparse

logistic regression in both the cases. This illustrates the regularization effect of the

L1 norm present in the sparse classifier’s objective function. Figure 5.6 shows the

decrease in the information gain as the number of training iterations increase for

the endothelial cell vs. non-endothelial cell classification problem. It can be seen
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Figure 5.4: Effect of Sparsity on Learning. (a) Comparison of logistic regression
trained using the sparse submodular active learning algorithm with standard and
sparse logistic regression trained passively when classifying endothelial cells from
non-endothelial cells. (b) Comparison of the sparse submodular active learning
algorithm with standard and sparse logistic regression trained passively when
classifying Activated ECs from Non-activated ECs.
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Figure 5.5: Algorithm performance with Area under ROC curve (AUC) as the per-
formance index. The curves show AUC metric as a function of training iteration
for logistic regression trained the sparse submodular active learning algorithm
(Active Logistic Regression) with Standard and Sparse logistic regression classi-
fiers trained passively when (a) classifying endothelial cells from non-endothelial
cells (b) activated endothelial cells from non-activated endothelial cells.
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Figure 5.6: Information gain as a function of training iteration for endothelial
cell classification problem. As the number of training examples seen increases,
the information gain decreases monotonically and finally hits a plateau after 25
iterations.

that once we reach close to 25 iterations, the information gain levels off and hits a

plateau. This plateau indicates that the incremental benefit when adding further

examples is minimal. This criterion can be detected and used as an automatic

stopping criterion to stop the active learning process.

Validation- II

As mentioned earlier, it is difficult to obtain a ground truth for endothe-

lial cell classification as there is considerable inter- and intra-observer variability

among different pathologists. This problem of idiosyncratic classification is in-

trinsic to the field of pathology and has traditionally been tackled by comparing

the results from different observers using Cohen’s Kappa statistic.
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Definition 9 The Kappa statistic is a measure of inter-rater agreement for dichotomous

problems.It is defined by the equation

κ =
po − pe

1− pe
, (5.1)

where po is the observed % of agreement, pe is the expected % of agreement.

The observed % of agreement is the proportion of ratings where the scorers

are in agreement. The expected % of agreement is the proportion of agreement

that would be expected by chance between the the raters if they were scoring

randomly. A kappa value of 1 indicates complete agreement while a kappa value

of 0 suggests that the agreement is purely by chance. Three trained pathologists–

Lal, Feldman and Hu- took part in our validation study. In this study, 20 random

images were selected and cells were validated manually by each pathologist. Pair-

wise kappa statistic for the manual classification calls made by the pathologists

is shown in Table 5.2. This study was performed with our collaborators from the

Department of Biostatistics at the University of Pennsylvania.

A kappa value of greater than 0.6 is considered to be substantial agreement.

The diagonal value of the kappa matrix is obviously 1 as a pathologist perfectly

agrees with himself/herself. Hu and Lal disagree the most while Feldman and

Hu agree better than Feldman and Lal. However, the kappa statistic value for all

the entries is greater than 0.6 so there is still substantial agreement. This analysis

indicates quantitatively that there is no ground truth in manual cell classification,

only different interpretations which agree reasonably. The second stage of vali-

dation involved each pathologist training an active learning classifier described

in the previous chapters and creating an active "student" classifier model. These

models were applied on the same data and the kappa statistic values for each

of these "students" is shown in Table 5.3. The kappa statistic value for all the

entries is again > 0.6 indicating a substantial agreement among the pathologists’

117



Table 5.2: Pairwise Kappa Statistic for Pathologist classification.

Lal Feldman Hu
Lal 1.000 0.826 0.789

Feldman 0.826 1.000 0.850
Hu 0.789 0.850 1.000

Table 5.3: Pair wise Kappa Statistic for Different Classifier Models.

Lal Feldman Hu
Lal 1.000 0.885 0.820

Feldman 0.885 1.000 0.891
Hu 0.820 0.891 1.000

Table 5.4: Pair wise Kappa statistic of Pathologists and their "students."

Classifier Calls
Lal Feldman Hu

Pathologist Lal 0.894 0.822 0.791
Expert Feldman 0.822 0.940 0.869
Calls Hu 0.791 0.869 0.960

algorithmic "students." A similar trend of pairwise degree of agreement is evi-

dent among the classifiers. Hu and Lal models disagree the most while Feldman

and Hu models agree better than Feldman and Lal models. An interesting ob-

servation from Table 5.2 and Table 5.3 is that the classifier students agree better

among themselves than their machine learning "students." Although it surprised

us initially, the results make sense because the classifiers are mathematical rules

and hence not prone to the inconsistencies and idiosyncracies of a manual ana-

lyst. We finally compared the pathologist classification results with the results of

the classifier models. The kappa statistic values for this comparison is shown in

Table 5.4.

We can see again that Lal’s manual classification and Hu’s model disagree

the most and the rest of the patterns which were seen earlier also hold with the

only difference being that the column index indicates the model trained by the

pathologist. Again, the kappa statistic value is greater than 0.6 for all the entries
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Figure 5.7: Comparing active learning frameworks: Multi-class classification (a)
Comparison of the sparse submodular active learning algorithm with other active
learning frameworks in the multi class scenario. The submodular active learning
algorithm outperforms the other heuristic active learning frameworks for this
problem. The results are smoothed estimates of 10 iterations. Close up image of
(b) an endothelial cell (c) a tumor cell (d) a pericyte (e) an activated endothelial
cell (f) an activated tumor cell.
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indicating substantial agreement. When we compare Table 5.2 with Table 5.4,

we observe that they are very similar to each other and the agreements follow a

very similar pattern. The entries in Table 5.2 are agreements between pathologist

interpretations while the entries in Table 5.4 are agreements between patholo-

gist interpretations and their models. Since both of them follow similar patterns

and the interpretations in Table 5.2 are valid and with substantial agreement, it

follows that the interpretations in Table 5.4 should also be valid. Thus, the inter-

pretation of the algorithm agrees with the interpretation of the pathologists’ but

takes significantly lesser effort.

Validation III

In this section we show the performance of the algorithm in a multi class

setting and compare its performance with random sampling and two popular

frameworks of active learning- Query By Uncertainty and Query By Committee.

The Query by Committee method was implemented using the Bagging method

described in [112] and the committee size was set to 5. The disagreement measure

for the method was vote entropy. For a review of these concepts, the reader is

advised to refer to Section 2.2 in the thesis or [14]. In all the cases, the base

classifier is sparse softmax regression with the sparsity co-efficient set to 1. This

study was conducted on a subset of 10 images with a total of 5372 cells. The

classification calls for these cells were made by one pathologist only for this case.

The algorithms were required to classify 5 types of cells in this data, closeups of

which are shown in Figure 5.7.

1. Endothelial Cells

2. Tumor Cells

3. Pericytes
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4. Activated Endothelial Cells

5. Activated Tumor Cells

After performing the image analysis and feature computation as described in

the previous sections, the active learning algorithms were applied on the feature

data. All the algorithms were seeded with 6 examples per class chosen randomly

and the examples varied from iteration to iteration.

The results presented in Figure 5.7 are smoothed estimates after 10 iterations.

In every iteration, 3 most informative examples were chosen with the informative-

ness defined based on the active learning framework. In the random sampling

case, 3 examples were chosen randomly. It can be seen that the submodular active

learning algorithm outperforms all the other frameworks comfortably. Similar to

the graphs in Figure 5.3, there is a monotonic improvement in performance of

the algorithm. Query By Uncertainty performed reasonably well on this data

also and its performance is better than random sampling. Although our algo-

rithm outperforms other methods, the maximum accuracy reached is only ∼ 80%

which needs improvement. To check if this result was due to biased sampling, we

trained the algorithm using the entire validated data. The algorithm trained with

all the validated data achieved only ∼ 83% accuracy. This suggests that either the

features are probably not descriptive enough for this dataset or that these classes

are non-linearly separable. Similar to the binary classification problem, we com-

pared the different frameworks using the AUC metric. Traditionally, AUC is only

applicable to the case of two classes. Hand and Till [113] extended the definition

to the case of more than two classes by simple averaging of pairwise compar-

isons. We use their formulation to compute the multi-class AUC metric as shown

in Figure 5.8. The submodular active learning framework performs consistently

well and is stable in all the cases. When the frameworks are compared using

the the generalized AUC metric proposed in [113], both Query by Uncertainty
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Figure 5.8: Comparison of active learning frameworks using AUC metric. The
figure shows the AUC value for different frameworks of active learning and pas-
sive learning with training iteration for the 5 class classification problem. Query
By Uncertainty and Passive Learning perform as well as the Active Learning al-
gorithm.

and our proposed framework perform equally well although the classification

accuracy obtained using our method is higher. The Query by Committee frame-

work implemented using Bagging performs worse than random sampling in all

the cases and the performance of this method is unreliable. The performance of

Query By Bagging could possibly be improved by increasing the cardinality of

the committee as suggested in [112].

5.2.2 3-D Spatial Cytometric Mapping of Brain Tissue

Surrounding Implanted Devices

An important issue concerning electrode performance is the proximity of

cells to electrode sites. The effects of device geometry on the “kill zone” are crit-

ical and require careful quantitative analysis. The maximum intensity projection

of 3D Confocal Image Stacks of a perturbed brain tissue was shown in Chapter 1

( Figure 1.3 ). To quantify the proximity of cells to electrode sites and analyze the

spatial distribution of cells, reliable classification of different cell types in brain
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tissue needs to be performed. This quantification can be used to peform a differ-

ential analysis between perturbed and unperturbed brain tissue. The cell types in

these images are:

1. Neurons

2. Microglia

3. Astrocytes

4. Endothelial cells.

Since the FARSIGHT framework applies to 3-D image stacks as well, image

analysis and feature computation was performed as described in the previous

sections. All the algorithms were seeded with 10 examples per class chosen ran-

domly and the examples varied from iteration to iteration. The results presented

in Figure 5.9 (a) are smoothed estimates after 25 iterations. In every iteration,

3 most informative examples were chosen by the algorithm. It can be seen that

the performance of the sparse classifier with and without the active learning loop

is far better than the standard logistic regression.However, it can be seen that

the submodular active learning algorithm still marginally outperforms the sparse

classifier. Figures 5.10, 5.11 plot the weight values for each feature as a func-

tion of λ,(sparsity/shrinkage co-efficient) ,increased in powers of 2, for all the

4 classes of cells. As the value of the co-efficient increases, it can be seen that,

as expected, the weight values decrease consistently. The sub-optimal perfor-

mance of the standard logistic regression classifier and advantage of LASSO can

be understood from these figures. The original dimensionality of the problem

is 32 as we use 32 features to classify the cells. But it can be seen that with the

LASSO performing feature selection only a few of the weights are actually non-

zero suggesting the rest of the features do not provide enough information for
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Figure 5.9: (a) Algorithm performance on Mouse Brain Data with classification
accuracy as the performance index. For this multi-class problem, the performance
of logistic regression trained using the sparse submodular active learning algo-
rithm (Active Logistic Regression) and logistic regression trained with sparsity
alone perform much better than standard logistic regression trained passively.(b)
Accuracy of the algorithm in the 4-class case under various values of sparsity co-
efficient. It can be seen that the performance of the algorithm is relatively robust
to low values of the sparsity co-efficient.
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Figure 5.10: Weight values for each feature as a function of the sparsity co-efficient
increased in powers of 2 for (a) Microglia (above) and (b) Neurons. As the value
of the co-efficient increases, the weight values decrease consistently.
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Figure 5.11: Weight values for each feature as a function of the sparsity co-efficient
increased in powers of 2 for (a) Astrocytes and (b) Endothelial Cells. As the value
of the co-efficient increases, the weight values decrease consistently.
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classification and without sparsity these features influence the learning process

in an undesirable fashion acting like noise. Since the active and sparse logistic re-

gression classifiers work in a much smaller input space, they do not require many

input training examples to achieve a good classification performance. In addition,

we also looked at the classification performance of the algorithm . Figure 5.9 (b)

shows the accuracy of the algorithm in the above 4-class case under various val-

ues of λ. It can be seen that the performance of the algorithm is relatively robust

to the values of λ in this case and only when the values is increased to 16 or 32

which usually corresponds to a large value of sparsity that there is a drop in the

performance.

5.3 Chapter Summary

We described the application of the active learning algorithm proposed in

this thesis to data from a clear cell Renal Cell Carcinoma clinical study where the

goal is to predict the patient response to an experimental anti-angiogenic therapy

based on the activation status of endothelial cells. The FARSIGHT framework

contains robust algorithms for segmentation and generates a gamut of features to

describe the shape, size, texture and appearance of cell nuclei. The FARSIGHT

framework also allows to associate each nucleus with different biomarkers in a

multispectral image through its associative image analysis framework.

The performance of the submodular sparse active learning algorithm is highly

reliable as shown by the results and it achieves a better accuracy and better AUC

metric with multiple datasets and multiple classification problems. The results

show that both the active learning strategy and the sparsity individually improve

the performance of the standard logistic regression classifier although the best

performance is achieved when the active learning strategy is employed with spar-
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sity. The algorithm outperforms other popular, heuristic active learning frame-

works like Query By Uncertainty and Query By Committee. One of the reported

disadvantages of variance reduction active learning framework is the computa-

tional burden involved to implement it. But in our experiments, we observed that

the strategy did not present any difficulties and was tractable with the current set

of features.

Since human analysts often disagree about endothelial cell classification, we

also performed a validation study to verify the algorithm’s interpretation with

that of three different pathologists. We used Cohen’s Kappa statistic to perform

the analysis and our findings indicate that as expected there is no single ground

truth and only three different interpretations of the data. Furthermore, we ob-

served that the active learning classifiers trained by the pathologists agree better

than the pathologists themselves. The pathologists and their respective models

agreed as much as the pathologists themselves. Overall, the automated classifi-

cation results are just as “good” as manual although the automated classification

algorithm requires significantly lesser effort. In addition, we also explored the

performance of the algorithm on mouse brain data perturbed with neuropros-

thetic devices. The effect of sparsity on the weights of features and the classifica-

tion was also evaluated. Our experiments indicate that the algorithm is reliable

and can be used to classify cells in different kinds of tissues with reduced effort.
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Chapter 6 Integration of the Active

Learning Algorithm into FARSIGHT and

Other Applications

In previous chapters we described how seemingly minor issues play a great

role in adoption of machine learning algorithms for routine use in the clinical

workflow. There is an increased need for intuitively designed Graphical User

Interfaces (GUIs) and data visualization techniques to enhance and enrich the ex-

perience of the domain user when dealing with analytic systems. Based on inter-

actions and software requirement gathering sessions with the biologists, the pri-

mary need was to remove the selection bias bottleneck i.e., the user did not want

to worry about picking the right set of examples from a huge dataset with the

correct proportion to achieve best results. The active learning algorithm achieved

this automatically. Another fundamental need was to make the classification

analysis process interpretable and transparent. This was a key issue that was

given importance when integrating the algorithm with the software system. The

algorithm presented in this thesis has been implemented in C++ and integrated

into the Farsight toolkit, an open source and cross-platform toolkit for analyzing

multi-dimensional and multi-spectral biological images. Since viewing and edit-

ing segmentation, classification results is a requirement in practice, a Graphical

User Interface (GUI) based tool was developed for that purpose and was inte-

grated into the Farsight toolkit. The implementation of the proposed algorithm

was written using widely-practiced programming tools, large-scale open-source

libraries, notably ITK, VTK, and QT. The installable system and source code can

be downloaded freely from the FARSIGHT SVN repository [114]. In this chap-

ter, we introduce the software system and summarize its key features. We also
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describe a few other problems related to biological image analysis where this

integration is already being applied and investigated.

6.1 FARSIGHT Active Learning Framework

The FARSIGHT toolkit is equipped with a wide variety of profiling tools

to aid the human analyst to perform image cytometric analysis and profiling.

Figure 6.1 shows the complete FARSIGHT eco-system of profiling and visualiza-

tion tools. The main render window shows the multiplex stained, multispectral

image and individual channels can be turned on and off based on user preference.

The segmentation results are overlaid on the original image and the centroids of

individual nuclei are also displayed. Before classification, all the centroids are

assigned the same color. Post-classification, these centroids are color-coded and

used to indicate different cell types. The table displays the numerical features

calculated for all the cells and the scatter plot windows show the 2-D feature

plots with multiple feature combinations and describe the distribution of selected

cell features.Histograms of selected features can also be viewed in the histogram

module. The multi-image visualization slider allows the user to navigate through

multiple images and scrolling through the images updates all the profiling views

simultaneously. Figure 6.2 shows the state of the system when the active learning

module is activated. The heatmap shows the initial organization of the data and it

can be seen that the data is randomly distributed without any coherent structure

in the data. The system queries the user for informative examples based on an

initial randomly selected set of examples provided by the user and presents them

to the user in a query window. The query window shows 3 informative examples

that are selected by the algorithm. The window contains a snapshot image of the

cell being queried and presents the user the option to select a class for it. The sys-
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Figure 6.1: FARSIGHT Toolkit ecosystem of actively linked editing and visualiza-
tion tools. All the views are constantly updated with edits made by the user. (a) is
the image view (b) is the evolving active learning heatmap (c) is the information
gain plot (d) is the table view (e) is the scatter plot view (f) Active learning query
window.
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tem also allows the user to be agnostic about the class of the cell by providing an

"I am not sure" option. Cells for which this option is selected will not be queried

again and these are finally classified by the algorithm at the end of the learning

process. The query window also shows the top 5 rank ordered features that the

algorithm considers to be important at that stage of classification. The rank or-

dering is based on the weights of the features obtained by the model. The queried

cells are also highlighted in the table and the scatter plot allowing multiple views

for the same data point. In addition, all the views are linked allowing the user

to have a complete picture. Figures 6.2-6.6 show different iterations of the algo-

rithm. The evolving heatmap serves as an important diagnostic tool by providing

the user with a visual indication of the algorithm’s understanding of the problem

with each iteration. Evolution of the heatmap is based on the following rules

- rows are rearranged based on the class membership and columns are sorted

in based on the descending order of weights. In our experience, the heatmap

helps to verify if and when the classification process will converge. From Figure

6.2-6.6 it can be seen that there is a gradual increase in structure of the heatmap

which suggests that the algorithm is learning the problem. This is also indicated

in the plateuing of the information gain shown in the bar-plot which shows the

maximum information gain of the samples queried in each iteration.

6.2 Other Applications

Apart from cytometric classification from histopathology slides, the inte-

grated active learning framework is also being investigated for diverse image

analysis applications. We illustrate some of the applications in this section. All

these applications use the same algorithm and the software framework was mod-

ified accordingly to accomodate the requirements of the task being accomplished.
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Figure 6.2: Active Learning Iteration-1 when classifying tumor cells in a Breast
Cancer Tissue specimen. The figure shows the image view with segmented cells,
active learning query window with 3 informative examples queried. The heatmap
shown is the initial configuration without any structure. The information gain
from the most informative sample is shown in the green bar chart.
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Figure 6.3: Active Learning Iteration-2 when classifying tumor cells in a Breast
Cancer Tissue specimen. The figure shows the image view with segmented cells,
active learning query window with 3 informative examples queried based on the
updated parameters. The heatmap evolves based on the information it has gained
so far. The maximum information gain is plotted in the green bar chart.
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Figure 6.4: Active Learning Iteration-3 when classifying tumor cells in a Breast
Cancer Tissue specimen. The figure shows the image view with segmented cells,
active learning query window with 3 informative examples queried. It can be
seen that a structure slowly starts to emerge in the heatmap. The maximum
information gain is plotted in the green bar chart. Clearly there is a decrease in
information gain with subsequent iterations.
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Figure 6.5: Active Learning Iteration-4 when classifying tumor cells in a Breast
Cancer Tissue specimen. The figure shows the active learning query window with
3 informative examples being queried.The maximum information gain is plotted
in the green bar chart and it can be seen that it starts hitting a plateau. The
heatmap shows a clear structure showing 2 classes in the feature space.
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Figure 6.6: Active Learning Convergence. The heatmap structure shows the ex-
istence of two classes. The algorithm converges in the fifth iteration with the
information gain from querying examples hitting a plateau. This automatic con-
vergence is conveyed to the user in the form of a query dialog in the software.
The user can either ask the algorithm to stop learning and classify the cells or
continue the learning processes by querying more examples.
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6.2.1 H&E Color Image Segmentation

H&E (Hematoxylin and Eosin) staining is a popular staining method in

histopathology and is widely used stain for diagnosis of cancer with biopsy

tissue. Detection and classification of cells based on color of their stain is a

common practice in histopathology. The staining method requires application of

hemalum,which is a complex formed from aluminum ions and oxidized haema-

toxylin. Nuclei of cells are colored blue as a result of this process. This nuclear

staining process is followed by counterstaining with a solution of eosin which

colors other structures in various shades of red, pink and orange. Most of the

cell cytoplasm is eosinophilic and red blood cells are stained intensely red. Other

colors like brown can be present in the sample which might be caused by intrinsic

pigments like melanin. Figure 6.7 (a) shows an example of a glomerulus from a

kidney tissue sample stained using H&E image staining [115]. Manual analysis

of H&E images remains to be the primary method for identification of cancerous

cells. This method is disadvantageous due to inconsistency of repeatability of re-

sults along with the effort involved for analyzing high-throughput high-content

histology images. Thus, there is a necessity for creating a editable computer

assisted system for processing these color images. This requires a reliable seg-

mentation of structures in the image. We propose the use of the active learning

algorithm described in this thesis to solve the segmentation problem.

Color image segmentation is a process of extracting one or more connected

regions in the image domain which satisfy the conditions of homogeneity based

on the derived spectral features. The spectral features are derived from the color

components of particular color space employed for extraction of region which

is a connected pixel set in the domain of the image. The extraction or the seg-

mentation maybe broadly classified into area based, edge based and pixel based.

Area based segmentation derives a uniform region by growing pixel block from
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seeds; edge based segmentation is done by the extraction of contours around

uniform regions where non-uniformity is present. Pixel based techniques uses

a predefined set of colors to segment the given image or creates regions based

on membership of the given color to those defined previously. We perform pixel

based color image segmentation where the user continuously redefines the initial

set in every query thus dividing the color plane according to his/her perception

of homogeneity in the image domain.

Color spaces are used to represent the image values of different components

of a color image using different co-ordinate systems. The most commonly used

color space in computer technology is RGB color space. The color perceived is

considered as a additive mixture of the three primary colors R,G and B which

stand for red,green and blue. Another popular color space is the HSI color space

where a color is defined by its hue, saturation and intensity. In this space, the hue

represents the color value where as the saturation represents the purity of the

color and the intensity gives the relative brightness. With the color components

of these two color spaces the color can be both intuitively and quantitatively

defined for the user and the algorithm to classify and segment the image. We use

6 features to describe the color information in a pixel. They are red, green and

blue components from the RGB image and, hue, saturation and intensity from its

HSI transformed image. In our preliminary analysis, the algorithm queried for

25 active pixel labels on an average before converging and classified 1.5 million

pixels. Results of color image segmentation on a sample image is shown in Figure

6.7. This study requires further quantitative validation and evaluation but the

initial results seem promising.
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Figure 6.7: (a). Glomerulus tissue stained using H and E staining. The figure
shows nuclei, red cells and rest of the tissue stained by eosin. (b), (c), (d) show
the pixel based classification results of the active learning algorithm. The algo-
rithm queried for labels of 25 examples before classifying the 1.5 million pixels
in the image. (b) shows the tissue stained by eosin; (c) shows the red cells in the
glomerulus; (d) shows the nuclei of all the cells.

6.2.2 Automatic Cytoarchitectonics of the Cerebral Cortex

Cytoarchitectonics is the study of cellular composition of tissues. Cytoarchi-

tectonics of the cerebral cortex is concerned with neurons and their distribution in

the cerebral cortex [116]. Currently, cytoarchitectonic definitions for delineating

the layers of the cerebral cortex are based on human observer/expert designat-

ing boundaries subjectively. An example of such a demarcation on a cropped

montage is shown in Figure 6.8. The red lines indicate the boundaries between

successive layers and the numbers on the left indicate the layer numbers. This
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Figure 6.8: Example of manual delineation of cell layers in the cerebral cortex of
a mouse brain. This process is a critical task in cytoarchitectonics.
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process is subjective and there is intra and inter observer variance with respect

to the exact location of these boundaries. Some layers are difficult to demarcate

(2+3). Thus, it is useful to automatically delineate these layers. The active learn-

ing method described above can be used for automatically delineating the cortical

layers. In the first step, we created a mosaic of the entire cerebral cortex of the

rat/mouse after registering the individual fields of view using a previously pub-

lished algorithm [117]. The mosaic was shown in Figure 1.7 and contains 4000

cells. We then segmented all the nuclei using an improved version of a previously

reported segmentation algorithm [1] which can delineate overlapping nuclei in

3D. We computed the set of intrinsic features which quantitatively describe the

size, shape, location and texture of these nuclei as described in Chapter 5. One

of the important cues that help a neuroanatomist make the decision about layer

boundaries is the density of nuclei in these layers. To encode the idea of cell

density quantitatively, a feature encoding the number of neighboring cells in the

vicinity of particular cell was computed. Since the layers are a function of the

distance from the surface of the brain, the distance of each cell from the surface

of the brain was also computed. We seeded the active learning algorithm with 2

examples from every layer. The algorithm automatically searched the cell mea-

surements to identify the mathematically most informative subsequent examples

for the user to label - which corresponds to the layer it belongs to. This procedure

converged rapidly and the results of the algorithm when applied to brain tissue

in Figure 1.7 are shown in Figure 6.9 with the class indicated by color coded dots.

6.3 Chapter Summary

In this chapter, we initially described the integration of the algorithm with

the FARSIGHT toolkit using using widely-practiced programming tools, large-
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Figure 6.9: Active Cytoarchitectonics. The figure shows the results of cell clas-
sification based on the membership to a layer determined by the active learning
algorithm. The class of the cell ( the layer it belongs to ) is denoted by the colored
dots.

scale open-source libraries, notably ITK, VTK and QT. By providing various set of

profiling tools and designing intuitive graphical user interfaces, the classification

process using the active learning algorithm is both interpretable and transparent.

In addition, we also showed the versatility of applications that the algorithm can

be applied to. The application of the active learning framework for these versatile

applications is well-motivated and the results of our algorithm look promising.

However, further research into the applicability of the algorithm in these applica-

tions and a thorough validation is warranted.
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Chapter 7 Transfer Learning using

Auxiliary Data Sources

7.1 Introduction

In previous chapters, we described the problems that are unique to quantita-

tive cell-based analysis of the tissue in large-scale histology studies and proposed

an active learning software system that saves user effort in both feature selection

and training set selection. Since active learning is an efficient way of training a

supervised classification algorithm, it still requires labels to be provided by a hu-

man expert. We showed results in the previous chapter where the sparse active

learning algorithm performed much better than traditional supervised learning

and the classification performance was more reliable. However, when analyzing

a different tissue or cancer, even though the biologist is analyzing the same class

of cells, he/she is required to re-run the process of active learning as the input

feature distribution could have changed or shifted and the same classifier may

no longer be valid. Even though the cells are being analyzed under different

conditions or tissues or even species, the assumption that the cells share certain

similarities across these conditions is a well motivated one. The field of transfer

learning aims to reduce the labeling effort by leveraging the knowledge learned

from one classification task and applying it to a different but related task. The

field has garnered a lot of attention in this decade and is an active research topic

in machine learning. The idea of transfer learning has not been explored for his-

tological applications and in this chapter we explore the applications of a transfer

learning algorithm for endothelial cell classification in different cancers and dif-

ferent tissues. The active learning algorithm described in the previous chapters
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can be easily extended to perform transfer learning as it is based on logistic re-

gression as well. This algorithm was originally presented in [12] for Unexploded

Ordnance Detection and has several features that make it attractive to large scale

histological analyses. We initially present the algorithm followed by a discussion

of similar frameworks presented in the literature. We finally present the exten-

sive validation studies we performed with different datasets to show the efficacy

of the algorithm.

7.2 Transfer Learning for Logistic Regression with

Auxiliary Data

Transfer Learning aims to produce better classification performance for a

specified user effort or reduce the user effort in classification for a particular

classification task by transferring relevant information from a related task. To

transfer this information, we assume that the data for the related task has the

same set of features as the primary classification task, with a possibly different

distribution of feature values or distribution mismatch. The dataset for the related

task is is assumed to be fully labeled and called the auxiliary (training) dataset.

The auxiliary dataset is denoted Da = {(xa
i , ya

i )}Na

i=1 where the xa
i represents the

features of the ith data instance and ya
i represents its class label. Na denotes

the number of datapoints in the auxiliary dataset. The dataset for the current

classification task is called primary data and denoted Dp
l = {(xp

i , yp
i )}

Np
l

i=1. Np

denotes the number of datapoints in the primary dataset. Here, we have again

assumed that a labeled training set for the primary classification task exists i.e.,

we know the values of yp
i s. For notational simplicity, we include a 1 as xi’s first

element to accommodate a bias term. Denoting the class labels with y ∈ {−1, 1},

we can write the standard logistic regression as
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P(yi|xi; w) = σ(yiwTxi), (7.1)

where w ∈ Rd+1 is a vector of classifier parameters and σ(α) = 1/(1 + e−α)

is the sigmoid function. Assuming that the examples in Dp
l are drawn i.i.d., we

can write the log likelihood function as

l(w; Dp) =
Np

l

∑
i=1

ln σ(yiwTxi), (7.2)

which is the objective function that needs to be maximized for a standard

logistic regression problem. The objective in the transfer learning problem is to

learn a classifier using a mixed training set Dtr = Da∪ Dp
l that performs well on

Dp = Dp
u ∪ Dp

l where Dp
u is the unlabeled pool of examples for the primary task.

This is achieved by transferring only relevant information across these two tasks.

We introduce auxiliary variables µi for each (xi, yi) ∈ Da to reflect its mismatch

with Dp and control its participation in the learning process. Similar to equation

(7.2), for an auxiliary data point (xa
i , ya

i ) ∈ Da, we write

P(ya
i |xa

i ; w, µ) = σ(ya
i wTxa

i + ya
i µi), (7.3)

where µi is an auxiliary variable. Assuming the examples in Da and Dp
l are drawn

i.i.d. , we have the log-likelihood function

l(w, µ; Dp
l ∪ Da) =

Np
l

∑
i=1

ln σ(yp
i wTxp

i ) +
Na

∑
i=1

ln σ(ya
i wTxa

i + ya
i µi). (7.4)

The variables µi are introduced to reflect the mismatch between Dp
l and Da. If

(xa
i , ya

i ) are mismatched with Dp
l , w cannot make

Np
l

∑
i=1

σ(yp
i wTxp

i ) and σ(ya
i wTxa

i )

large at the same time. A sufficient µi will be allocated to xa
i to maximize the

objective function. The µs can be thought of as extra intercept terms that allow

a mismatched xa
i towards its class ya

i so that w can concentrate on fitting Dp
l .
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When there is no mismatch, the auxiliary data help in the learning of w. How-

ever, allowing the µs to vary freely will override the influence of w in fitting Da,

rendering its participation in the learning void. To prevent this from happening,

we introduce constraints on the µs and solve the constrained problem,

max
w,µ

l(w, µ; Dp
l ∪ Da), (7.5)

subject to
1

Na

Na

∑
i=1

ya
i µi ≤ C, C ≥ 0; ya

i µi ≥ 0, i = 1, 2, ....Na.

The constraints in the above problem make the µs to exert a positive influence

in the fitting process. Every data point in the auxiliary dataset is associated with

a µi that needs to be estimated and a large value of ya
i µi for a point reflects a

large mismatch and makes (xa
i , ya

i ) play a lesser role in fitting w. The value C

reflects the average mismatch between Da and Dp
l . The optimization problem

in equation (7.5) is concave and can be solved using standard methods. But

with a sizeable Da, the problem could be computationally prohibitive as there is

a unique µi associated with each (xa
i , ya

i ). The current algorithm, however, draws

its efficiency from the analytic solution of µ which is what makes it attractive

for large scale histology studies. Following a block co-ordinate ascent approach

[118], we can solve for w and µ alternatively keeping one fixed while solving

for the other. Liao & Carin [12] propose the following theorem to obtain the

analytical solution for the µs.

Theorem 10 Let f (z) be a twice continuously differentiable function with its first deriva-

tive f ′(z) >= 0 and its second derivative f ′′(z) < 0 for any z ∈ R. Let b1 ≤ b2 ≤

b3.... ≤ bN, R ≥ 0 and

n = max{ m : mbm −
m

∑
i=1

bi ≤ R, 1 ≤ m ≤ N}. (7.6)

Then, the problem

max
{zi}

n

∑
i=1

f (bi + zi), (7.7)
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subject to
n

∑
i=1

zi ≤ R, R ≥ 0, zi ≥ 0, i = 1, 2, 3, .....N.

has a unique global solution

zi =
1
n

n

∑
j=1

bj +
1
n

R− bi , 1 ≤ i ≤ n. (7.8)

= 0, n ≤ i ≤ N.

Proof.

The objective function to be maximized
n
∑

i=1
f (bi + zi) can be written as

n

∑
i=1

f (bi + zi) =
n

∑
i=1

f (bi) +
n

∑
i=1

zi∫
0

f ′(bi + zi). (7.9)

Since the first term on the right hand side is a constant, the maximization

problem is equivalent to maximizing the second term alone.

max
{zi}

N

∑
i=1

zi∫
0

f ′(bi + zi). (7.10)

Since f ′′(z) < 0 and f ′(z) ≥ 0, we have for any τ1 ≤ τ2 , f ′(τ1 + x) ≥

f ′(τ2 + x) ≥ 0 and hence

∆∫
0

f ′(τ1 + x) ≥
∆∫
0

f ′(τ2 + x) ∀ τ1 ≤ τ2, and ∆ ≥ 0. (7.11)

There exists 0 ≤ r ≤ n(bn+1 − bn) such that R = nbn −
n
∑

k=1
bk + r =

n
∑

k=1
k∆k , where

∆k = bk+1 − bk for k = 1, 2, 3...n − 1 and ∆n = r/n. Using (7.11), we distribute

∆1, 2∆2....n∆n to z1, z2, ....zn such that they maximize the objective in (7.10). As

∆k ≥ 0 and any distribution of k∆k to zk makes
n
∑

k=1
k∆k =

N
∑

k=1
zi = R and hence the

constraints (7.7) in the problem are satisfied automatically.

Initially, zi = 0 for i = 1, 2, 3....N. As ∆1 = b2 − b1 ≥ 0,
∆1∫
0

f ′(b1 + x)dx ≥

∆1∫
0

f ′(b2 + x)dx, therefore ∆1 is distributed to z1, i.e., z1 ← z1 + ∆1, which makes
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b1 + z1 = b2. Similarly, ∆2 = b3 − b2 ≥ 0,
∆2∫
0

f ′(b2 + x)dx ≥
∆3∫
0

f ′(b3 + x)dx, there-

fore 2∆2 is distributed to z1 and z2 to make b1 + z1 = b2 + z2 = b3. Generally, k∆k

is equally distributed to z1, z2, z3...zk, k = 1, 2, ...n and zk =
n
∑

i=k
∆i for k = 1, 2, 3...n

and zk = 0 for k = n+ 1, n+ 2....N which is equal to the solution in equation (7.8).

For a fixed w, the maximization problem translates to maximizing
Na
∑

i=1
ln σ(ya

i wTxa
i +

ya
i µi) for the auxiliary data and the maximization is with respect to µ, subject to

1
Na

Na

∑
i=1

ya
i µi ≤ C, C ≥ 0; ya

i µi ≥ 0. ln σ(z) is a twice differentiable function of z with

∂
∂z ln σ(z) = σ(−z) > 0 and ∂2

∂z2 ln σ(z) = −σ(−z)σ(z) < 0 and hence the above

theorem applies. For our objective function, bis are ya
i wTxa

i and zis are ya
i µi. Since

ya
i ∈ {−1, 1}, we can easily solve for the µs. Assuming ya

k1
wTxa

k1
≤ ya

k2
wTxa

k2
. . . .

≤ ya
kNa

wTxa
kNa

the solution for µ is given by

µki =
1
n

ya
ki

n

∑
j=1

ya
kj

wTxa
kj
+

Na

n
ya

ki
C−wTxa

ki
, 1 ≤ i ≤ n, (7.12)

= 0, n ≤ i ≤ Na,

where n = max{m : mya
km

wTxa
km
− ∑ ya

ki
wTxa

ki
≤ NaC, 1 ≤ m ≤ Na}. For a

fixed µ, the w can be solved using standard gradient based methods like Newton

Raphson. Since the solution of µ only involves sorting and arithmetic operations,

the computational complexity of the algorithm is comparable to the standard lo-

gistic regression. Since w is responsible for classifying both Da and Dp which

cannot be satisfied when Da and Dp are mismatched, the term C is introduced to

make up for the mismatch between the primary and auxiliary datasets. Liao and

Carin explain this process intuitively with the following description. Each auxil-

iary datapoint gets some principal wealth via w and secondary wealth via µs from

the from a total budget of NaC. The monotonically increasing and concave ln σ(·)

implies that from a given wealth of NaC, distributing it to the poorest makes the
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maximum gain in ln σ. Thus, from the poorest first rule, the poorest auxiliary dat-

apoint denoted xa
p1

gets a portion ya
p1

µp1
such that ya

p1
wTxa

p1
+ ya

p1
µp1

= ya
p2

wTxa
p2

where xa
p2

is the second poorest datapoint. From the remaining NaC , wealth is

then distributed to both xa
p1

and xa
p2

such that their wealth becomes equal to xa
p3

.

This continues till the entire NaC is exhausted. Thus, a high value of µ for a par-

ticular auxiliary datapoint means that it is not useful for the current classification

task and its participation in the learning process is little whereas a low value of

µ for a datapoint means that it provides meaningful information and it is useful

for the current classification task.

The performance of the algorithm depends on the value of C as it dic-

tates the amount of wealth that can be borrowed to account for the mismatch

between Dp
l and Da. To effectively remove the contributions of a mismatched

xa
i in the learning of w, we do not need an infinite wealth NaC. This is illus-

trated below. The contribution of (xa
i , ya

i ) to the gradient of the log-likelihood

function, ∇ ln σ(ya
i wTxa

i + ya
i µi) = σ(−ya

i wTxa
i − ya

i µi). When ya
i wTxa

i = −6, the

point (xa
i ,ya

i ) contributes to ∇ ln σ(·) a value of σ(−ya
i wTxa

i ) = 0.9975, without

any help from µs only when xa
i is mapped correctly to ya

i . The probability of this

correct mapping occurring is σ(ya
i wTxa

i ) = 0.0025 only, meaning that the point

is not well explained at all by the current model. To remove the contribution of

this point to the learning of w, a compensation of ya
i µi = 12 is sufficient. This is

because σ(−ya
i wTxa

i − ya
i µi) = σ(6− 12) = σ(−6) = 0.0025 which is negligible.

Suppose there are k points whose contribution needs to be completely removed,

one needs a total wealth of 12k and an average budget of 12k/Na. Thus, the right

choice of C is 12k/Na where k/Na represents the mismatch rate between Dp and

Da that is distributed to the mismatched sample points in Da and the remaining

points helping in learning the w. While deriving the expressions for the solution,

we assumed that we have access to a partially labeled Dp
l from the primary task.
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However, since the algorithm is basically the standard logistic regression with the

only additional step being the computation of the auxiliary variables, the Dp
l can

be obtained actively and we can also add sparsity to the formulation to obtain a

parsimonious model. Thus, by using data derived from one task and transferring

only certain instances through reweighting via µ, the classification performance

for the primary task can be improved.

7.2.1 Illustrative Example for Transfer Learning

In this section, we show the working of the algorithm on phantom exam-

ples with 2 features and 2 classes. We consider two specific cases constructed to

show the working of the algorithm. In both cases, the primary dataset contains

2400 datapoints for each of the two classes. The auxiliary dataset consists of 200

datapoints for each class. The primary data points are indicated by blue and

green colors whereas the auxiliary data are indicated by yellow and pink colors.

Figure 7.1 shows the first scenario where the difference in primary and auxiliary

distributions is evident. The auxiliary data captures a very small region of the

input space compared to the primary data. But the decision boundary separating

the auxiliary data also separates the primary datapoints well which means that

from an information borrowing perspective, most of the auxiliary data points are

useful. In other words, most of the auxiliary data is useful and the µs should be

distributed more or less equally among the auxiliary data points as all of them

are approximately "equally wealthy." The decision boundary after selecting 25

datapoints from the primary dataset is also shown and the distribution of µs for

the auxiliary data is also shown in Figure 7.3(a). The variance in the µ values in

this case was 1.3885. The C value used for transferring information was set to 2.

Figure 7.2 shows the second scenario where there is again difference in distribu-

tion of features but the decision boundary separating the auxiliary datapoints is
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Figure 7.1: Transfer Learning - Illustrative example I. (a) The primary data points
are indicated by blue and green colors and the auxiliary data are indicated by
yellow and pink colors. The auxiliary data captures a very small region of the in-
put space compared to the primary data.(b) The decision boundary after actively
picking 25 examples from the primary dataset. Relative sizes of the auxiliary
datapoints indicate their importance in fitting w.
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Figure 7.2: Transfer Learning - Illustrative example II. (a) The primary data points
are indicated by blue and green colors and the auxiliary data are indicated by
yellow and pink colors. (b) The decision boundary after picking 25 examples
actively separates the data well. Relative sizes of the auxiliary datapoints indicate
their importance in fitting w.
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very different from the decision boundary separating the primary ones. However,

on closer inspection it can be seen that rejecting datapoints from one class of the

auxiliary dataset, the datapoints belonging to the other class can be used to fit the

w for the primary data fitting. This is because using auxiliary datapoints belong-

ing to one class along with the primary datapoints results in a similar decision

boundary. Therefore, C can be distributed among the µs of one class and the

datapoints of the other class can be used to fit the w. Using a C value of 2, the

decision boundary after selecting 25 datapoints from the primary dataset is also

shown in Figure 7.2 and the distribution of µs for the auxiliary data is shown in

Figure 7.3(b) . As expected the µ values are distributed unevenly and has a high

value for the first 200 datapoints and a low value for the next 200 suggesting that

the algorithm uses datapoints mostly from one class to fit w. The variance in the

µ values in this case was 3.4881 for the same value of C.

7.3 Related Work

In the method described above, training examples from a related classifica-

tion task are exploited in a controlled fashion using auxiliary variables to learn

the model for the primary classification task. The basic idea behind the method is

information borrowing from related tasks for the benefit of learning the primary

task. The problem is also referred to as concept drift in the literature. This idea

has been used in other methodologies like example weighting, example selection

and multitask learning. Multitask Learning methods borrow information at the

level of tasks or concepts rather than data points and quite different from the

above described algorithm whereas example weighting and selection are more

similar to the method described above. For more on multitask learning algo-

rithms, the reader is advised to refer to [119], [120], [121].
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Figure 7.3: Distribution of C to µs of auxiliary data. (a) The distribution of µ
values for phantom data shown in Figure 7.1. (b) The distribution of µ values for
phantom data shown in Figure 7.2. The µ values are distributed almost evenly to
all datapoints in the first case while there is a clear disparity in the second case.
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Most of the example selection and example weighting algorithms described

in the literature have been developed for continuous data stream problems that

have a temporal dimension to it. The recurring theme in all these methods is to

find an optimal way to reuse old data to classify new data.

Fan [122] describes a method to systematically select data in concept-drifting

data streams that evolve over time. The method described is based on cross-

validation of ensemble decision tree classifiers and assumes that the most recent

data is closer to the data of its closest periods. The method works on batches of

data and the performance is evaluated on the classification accuracy on the most

recent batch of data. While classifying this batch of data, the method considers

four scenarios in each iteration: a). The new batch of data is sufficient by itself

and there is no change in input feature distribution (concept drift ) from previous

batches b). The new batch of data is sufficient by itself and there is a change in

input feature distribution (concept drift ) from previous batches c). The new batch

of data is insufficient and there is no change in input feature distribution (concept

drift ) from previous batches d). The new batch of data is insufficient and there is

change in input feature distribution (concept drift ) from previous batches. The

method constructs an ensemble of classifiers model for each of these scenarios

and performs cross-validation on older data to select the best classifier for the

newest batch of data. The main contribution is that the method selects good

old examples and computes the optimal model even without knowing if there is

indeed concept drift or if the data chunk is indeed sufficient to classify the recent

batch of data. However, the method makes use of only the most recent data chunk

to detect concept drift and select examples for the current classification task. So,

if there are concepts that reappear in the datastream, we do not use the available

data from previous time points to our advantage.

Klinkenberg [123] presents an efficient method to handle concept drift in
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data streams where data is collected over an extended period of time. The method

described in this work also assumes that data arrives over time in batches and the

relevance of data depends on its age i.e., given two datasets, the more recent

data is more relevant for classification. The base classifier used in this approach

is Support Vector Machines. Unlike the method described in [122], the method

allows to select data from the point the data collection begins to the most recent

data chunk to handle concept drift. The main idea is to use a time window

over the data collected from the stream and use only the data within that stream

to construct a classifier to classify the most recent data chunk. Most heuristic

approaches like [124] use a fixed window size assuming that concepts change

gradually over time. However, the authors argue that an adaptive window size

to select the data is much better than a fixed window size. This is because a

fixed window always assumes the same rate of concept drift which may not be an

accurate assumption. In this method, the window size is adaptively selected in

each iteration such that the generalization error on new examples is minimized.

To get an estimate of the generalization error, a special form of ξα estimates is

used. This adaptive window size is useful when there is a concept drift that

happens rapidly within two stable concepts and helps in example selection.

However, in cases where it is difficult to find a specific time point where the

examples become irrelevant, example selection might not be useful. For these

cases, the authors propose a weighting scheme for each training point and use

an exponential aging function wλ(x) = exp(−λtx) where example x was found

tx time steps ago. The larger the value of λ, the sooner the examples become ir-

relevant. The approaches described in this paper are theoretically well motivated

and efficient to implement. They do not require excessive parameterization and

more robust than heuristics that have been proposed. They apply the methods

described to information filtering problems and report good results.
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Helmbold and Long [125] propose a method based on the assumption of

a possibly permanent but slow concept drift. They propose an upper bound

for the extent of drift, defined as the probability of two subsequent concepts

disagreeing on a randomly drawn sample, tolerable by any learning algorithm

and propose algorithms that can learn concepts within a certain constant extent

of drift. They show that it is sufficient for a learner to see a fixed number of

recent examples to learn the drift in concept. Under these strong assumptions,

they use a window of certain fixed size to learn concepts. Other approaches to

handle concept drift include incremental support vector machines [126] that use

only the support vectors from the previous datasets along with the newest batch

of data. These approaches do not really handle the concept drift explicitly and

only give approximate results.

The method proposed in [127] by Wu and Dietterich is similar in spirit to the

approach we describe above as there is no temporal dimension associated with the

data being analyzed. Their method, however, is based on the LP-Support Vector

Machine classifier. The motivation for this method is the classification of leaves

into maple and oak classes with the ultimate goal being to provide a web-based

classification service of leaves. This method is useful in this domain because a

large training set is difficult to obtain. However, there are data points available

offline that are similar but of lower quality from herbariums. The leaves in the

herbarium dataset are used as an auxiliary dataset to help the classification of

leaves found from trees outdoors. The objective function to be minimized includes

separate terms for both the primary and auxiliary data. This formulation allows

for flexibility in using the auxiliary data - only the support vectors of auxiliary

data can be used or the auxiliary data can only be used to constrain the learning

process or for both purposes. The authors use all these three configurations to

test how the auxiliary data can help in the classification. The kernel function used
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in this method is the inverse of an edit based distance and not a mercer kernel.

Their results show that the accuracy of SVMs can be greatly improved by the use

of auxiliary data sources that are related to the primary concept being classified.

Apart from the method in [127], most of the methods described for infor-

mation borrowing have been developed for continuous data streams with slowly

drifting concepts. These algorithms apply windows to data streams to break it

into batches, and the user selects the window size for a batch based on gener-

alization performance of the algorithm on the most recent batch or weight the

data batches according to their ages. However, the algorithm described in this

chapter accomplishes the idea of information borrowing in a unique fashion that

distinguishes it from existing methods and by not depending on the temporal

dimension it is more relevant for computational histology problems. In addition,

most of the algorithms borrow information at the level of datasets whereas the

mentioned algorithm accomplishes it at the level of individual datapoints which

makes the idea of borrowing information more robust. The auxiliary variables

that help in the transfer of information are learned directly from the data, thus re-

quiring minimal supervision or information from the user. The only information

required from the user is the auxiliary dataset and the value of C representing the

average mismatch. In addition, the analytical solution for the auxiliary variables

makes it computationally feasible for large scale analysis.

7.4 Results and Validation

In this section, we show the performance the instance based transfer learning

algorithm for the endothelial cell classification problem. We initially show the

utility of the algorithm in a clinical setting where the input distributions shift over

time and the old models perform poorly on the shifted data. This is a relevant
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problem in large scale clinical studies conducted over an extended period of time

and where the imaging or other conditions may change. We simulate the shift in

distributions for the ccRCC data used in Section 5.2.2 and use the shifted data for

classification to evaluate the performance of the algorithm in such a setting. Next,

we show the performance of the algorithm with information borrowing from

different datasets derived from different tumors, different tissues and different

species. We finally explore the effect of parameters on the transfer and how the

classification performance of the algorithm varies with change in parameters.

7.4.1 Simulating Shift in ccRCC Data

For simulating concept drift in ccRCC tumor data, we create an auxiliary

dataset by shifting the mean of features in the original data distribution and in-

troduce Gaussian noise. In addition, we swap the labels of 75% of the datapoints.

We use this dataset as the auxiliary data, Da and Dp is the original data used in

Section 5.2.2. We then compare the performance of the active-transfer learning

algorithm, active learning algorithm, random learning on the combined Da and

Dp datasets along with the active learning algorithm trained on Dp alone. The

value of C used in the transfer was set to 10. The results are shown in Figure 7.4

and it can be seen that the active transfer learning algorithm performs the best.

It even outperforms the active learning algorithm trained with primary data only

with the same amount of effort. There is no difference between the performances

of the active and standard classifiers trained on the combined dataset. However,

as expected the algorithm trained on Dp alone performs better as it does not have

to deal with the drift .
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Figure 7.4: Performance of Transfer Learning in Shifted ccRCC data. The perfor-
mance of the active-transfer learning algorithm, active learning algorithm, ran-
dom learning on the combined Da and Dp datasets along with the active learning
algorithm trained on Dp alone. The active transfer learning algorithm outper-
forms all the other cases.

7.4.2 Transferring Information Between Related Classification

Problems

In this section, we present the results of the experiments that show the ef-

ficacy of the method in transferring information across different cancers and tis-

sues. For this purpose, we use tissue data from 3 different sources - the human

ccRCC clinical study ( used in Section 5.2.1 ) , from mouse tumor models and

from a liver transplant study. The first two datasets are from clinical studies be-

ing conducted at the University of Pennsylvania Medical Center and the liver

transplant data was obtained from the University of Pittsburgh Medical Center.

The ccRCC dataset consists of 8, 360 cells, the data from the mouse models con-

tains 17, 244 cells and the dataset from the liver transplant study contains 5, 979

cells. All the datasets were validated by biologists which entailed a lot of manual

effort. In the experiments shown below, cells from one source are classified with

the cells from the other source being used as auxiliary data. The cells being ana-

lyzed are from different tissues, cancers and from different species and hence the
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Table 7.1: Mismatch between different tissue datasets used for Transfer Learning

Training Set Test Set Classification Accuracy (%)
ccRCC Mouse Model 73.24
ccRCC ccRCC 97.88
ccRCC Liver Transplant 70.1

Mouse Model Liver Transplant 79.43
Mouse Model Mouse Model 99.28
Mouse Model ccRCC 77.97

Liver Transplant ccRCC 92.81
Liver Transplant Liver Transplant 94.92
Liver Transplant Mouse Model 91.13

data is mismatched. Table 7.1 illustrates the mismatch quantitatively. To obtain

the degree of mismatch, a standard logistic regression classifier was trained with

all the data from one dataset and tested on data from a different dataset. As ex-

pected, when the training set and the test set are the same, the performance of the

algorithm, measured by classification accuracy, is very good and it deteriorates

when another dataset is used as the test set. However, the classifier trained from

data for the liver transplant study performs reasonably well on all three datasets.

Figure 7.5 shows the performance of the transfer learning algorithm on en-

dothelial cell classification in human ccRCC dataset. It can be clearly seen that

the transfer learning algorithm clearly outperforms the active learning algorithm

trained on ccRCC data alone. The transfer learning algorithms trained with dif-

ferent auxiliary data achieve an accuracy of ∼ 95% whereas the active learner

achieves an accuracy of ∼ 83% only. The sub-optimal performance of the active

learner in this case can be explained by the fact that the shrinkage/sparsity co-

efficient was set to zero and all the features were used to perform classification.

We suspect that since the dimensionality of this problem is large, the classifier

requires more examples to achieve better accuracy and hence performs poorly

with the limited number of training examples. When sparsity was introduced to

classify the datasets, the performance of the active learner improves significantly
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Figure 7.5: Performance of Transfer Learning in human ccRCC dataset (a) without
sparsity and (b) with sparsity.
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Figure 7.6: Performance of Transfer Learning in data from Mouse Models (a)
without sparsity and (b) with sparsity.

without any dips in performance with no significant improvements in accuracy

for the transfer learning algorithms as shown in Figure 7.5 (b).

Figure 7.6 shows the performance of the transfer learning algorithm on en-

dothelial cell classification in mouse models. Again, the transfer learning algo-

rithm clearly outperforms the active learning algorithm trained on the mouse

model data alone. The transfer learning algorithms trained with different auxil-

iary data achieve an accuracy of ∼ 98% whereas the active learner achieves an
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Figure 7.7: Performance of Transfer Learning in data from Liver Transplant study
(a) without sparsity and (b) with sparsity.

accuracy of ∼ 91% only. When sparsity was introduced via L1 norm to classify

the datasets, the performance of the active learner improves significantly and af-

ter 30 training examples becomes comparable to the performance of the transfer

learning algorithms as shown in Figure 7.6(b). However, the performance of the

transfer learning algorithms trained on auxiliary datasets is very good even with

a single datapoint obtained from the primary dataset and remains stable through-

out.
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Figure 7.7 shows the performance of the transfer learning algorithm on en-

dothelial cell classification for data from liver transplant study. The transfer learn-

ing algorithm again outperforms the active learning algorithm trained on liver

data alone by a large margin. The transfer learning algorithms trained with dif-

ferent auxiliary data achieve an accuracy of ∼ 94% whereas the active learner

achieves an accuracy of only ∼ 68% only. Surprisingly unlike the other two cases,

introducing sparsity via L1 norm does not improve the performance of the active

learner significantly and it in fact only achieves an accuracy of ∼ 73%. On closer

inspection, we found that the liver transplant dataset has only 413 endothelial

cells in its entire population of 5979 cells. This extreme imbalance causes dif-

ficulty in learning. Although logistic regression is robust to class imbalance, it

requires many more examples to obtain the optimal decision boundary in ex-

treme cases. In such cases, classifiers like Imbalanced Logistic Regression [128],

that account for class imbalance in its likelihood function should be used .

7.4.3 Effect of Algorithm Parameter on Classification

Performance

In this section, we explore the effect of C, the wealth used to transfer to the

auxiliary datapoints in the case of mismatch with the primary dataset. As shown

in Section 7.2, a value of 12 for C is sufficient to make an auxiliary datapoint not

participate in the learning of w, when there is a mismatch. So, we vary the value

of C from 2 to 12 in multiples of 2 to see the effect of classification performance.

We perform the evaluation for all three datasets. We show the effect of varying

C on the AUC value in this case. Figure 7.8 shows the effect of varying C on

AUC values with number of training examples when Dp is data from human

ccRCC tumors and Da is data from the mouse models (top) and data from the

liver transplant study (bottom). Figure 7.9 shows the effect of varying C on AUC
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Figure 7.8: Effect of varying C on AUC values for EC classification in data from
human ccRCC tumors when the auxiliary dataset is from (a) mouse models and
(b) data from the liver transplant study. Lower values of C provide reliable and
good performance while large values of C deteriorate performance in both the
cases.
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Figure 7.9: Effect of varying C on AUC values for EC classification in data from
(a) Mouse models when the auxiliary dataset is from human ccRCC tumors and
(b) data from the liver transplant study. Lower values of C provide reliable and
good performance while large values of C deteriorate performance in both the
cases.
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Figure 7.10: Effect of varying C on AUC values for EC classification in data from
the Liver Transplant study when the auxiliary dataset is from (a) mouse models
and (b) data from human ccRCC tumors. Lower values of C provide reliable and
good performance while large values of C deteriorate performance in both the
cases.

values with number of training examples when Dp is data from mouse models

and Da is data from human ccRCC tumors (top).and data from the liver transplant

study (bottom). Figure 7.10 shows the effect of varying C on AUC values with

number of training examples when Dp is data from the liver transplant study and

Da is data from mouse models (top) and human ccRCC tumors (bottom). Since

theoretically, the C value needs to be chosen to reflect the mismatch between
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the data distributions and a lower value of C provides good performance, this

suggests that the mismatch between the auxiliary and primary data is not great

and that information borrowing does help in classification. In [12], the authors

suggest that the performance of the algorithm is consistent and it is robust to

various values of C. However, a consistent pattern in all the simulations is that

lower values of C provide reliable and good performance while large values of C

deteriorate performance in both the cases, atleast initially.

To explore this effect, we simulated this scenario in phantom datasets. For

the transfer, we used the phantom data as shown in Figure 7.2 and used C values

of 2 and 12. This is similar to the above cases as the datasets are only slightly

mismatched but the C values used are large and small. The training examples are

picked actively and we look at the first six iterations of the algorithm. Figure 7.11

shows the evolution of decision boundary for a C value of 2. Figure 7.12 show

the evolution of decision boundary for a C value of 12. Figure 7.13 shows the dis-

tribution of µs in both the cases. The decision boundary achieved in the first case

is much better than the decision boundary in the second case for the 6 primary

training datapoints the algorithm picked actively for training. It can be seen that

in the first case with a low C, the wealth is approximately equally distributed to

all the auxiliary datapoints but it can still influence the value of w being fitted

as the values of µs are not sufficient to completely prevent their participation in

the learning process. The participation of the auxiliary datapoints is also visually

apparent from the figure as the size of the auxiliary datapoints indicates its im-

portance in the training process. In the second case, after the algorithm actively

picks the datapoint belonging to the primary dataset, the optimal value for the

log-likelihood function is achieved when datapoints belonging to one class (+1)

are given most of the wealth from C = 12 and are not used in the fitting process.

This is evident in the distribution of µs as shown in Figure 7.13(b) and the small
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Figure 7.11: Evolution of decision boundary for C=2 on phantom data. The fig-
ure shows the decision boundary for the first 6 iterations of the active transfer
learning algorithm when the C value is equal to 2. The sizes of the auxiliary
datapoints indicate that the wealth is distributed equally among these points and
they do influence the decision boundary.
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Figure 7.12: Evolution of decision boundary for C=12 on phantom data. The
figure shows the decision boundary for the first 6 iterations of the active transfer
learning algorithm when the C value is equal to 12. The sizes of the auxiliary
datapoints indicate that the wealth is distributed unequally and only points of
one class are used for fitting w.
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Figure 7.13: Distribution of C to µs of auxiliary data. (a) The distribution of
µ values for phantom data when C = 2 . (b) The distribution of µ values for
phantom data when C = 12. The Âţ values are distributed almost evenly to all
datapoints in the first case while there is a clear disparity in the distribution for
the second case.
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Figure 7.14: Decision boundary for phantom data after 25 iterations of active
transfer. The C value used is 12.

size of the auxiliary datapoints in Figure 7.12. This results in the algorithm using

only examples of class −1 and causing an incorrect initialization of the decision

boundary with all the training points lying in one half-space. The subsequent

learning iterations also pick examples of class (−1) adding strength to the the ini-

tial biased decision boundary estimate which continues to be refined incorrectly

in subsequent iterations. The examples are picked through the active learning

mechanism described in the previous chapters and it is based on the principle of

sequential optimal experimental design and requires good initial estimates. Since

the initial estimates are way off from the optimal decision boundary, the algorithm

picks uninformative examples ( or experiments in experimental design parlance

) initially although it eventually recovers when the number of iterations are in-

creased to 25 as shown in Figure 7.14 . This explains the poor performance of the

transfer learning algorithm for the initial training iterations with large values of

C in the real-world clinical datasets as well.
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7.5 Chapter Summary

In this chapter, we introduced the idea of information borrowing and trans-

fer learning. The field of transfer learning studies the problem of transferring

relevant information from one classification task to a related task to maximize the

value of data available. We described the approach introduced by Liao and Carin

in [12] and applied it to the problem of endothelial cell classification. This frame-

work to perform transfer learning relies on the presence of an existing auxiliary

dataset that is related to the classification task to be performed and it is based on

the idea of controlled participation of auxiliary data through additional variables.

The method allows for any related dataset to be used for classification unlike most

of the methods developed in the example weighting framework that work for con-

tinuous data streams only. The algorithm described in this chapter accomplishes

the idea of information borrowing in a unique fashion that distinguishes it from

existing methods and by not depending on the temporal dimension it is more

relevant for computational histology problems as information can be transferred

across different tissues, cancers and species. In addition, the analytical solution

for the auxiliary variables makes it computationally feasible for large scale stud-

ies. The auxiliary variables that help in the transfer of information are learned

directly from the data, thus requiring minimal supervision or information from

the user. The results on real-world clinical data shows the efficacy of the method

and also suggests that the parameters of the algorithm do influence the learn-

ing and classification performance although the algorithm is fairly robust to the

parameter values. Our experiments also revealed how the active learning mech-

anism might fail when the initial classifier parameter estimates are far from the

true value.
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Chapter 8 Conclusions and Future Work

In recent times, advanced multispectral microscopes have begun to acquire

terabytes of raw data every day. At this rate of data acquisition, the number of

cells requiring human attention is huge. Labeling examples to create a training

set for supervised cell classification can prove to be effort intensive and time-

consuming in such large scale scenarios. Also, human observers cannot judge

the quantitative contribution of a training example to algorithm learning. More

examples need not always translate into better learning performance. There can

be large regions of the input feature space that might not be represented in the

training process. The algorithm and the software framework introduced in this

thesis focus on (a) performing active cell classification in large biological image

datasets efficiently (b) performing on-the-fly feature selection while performing

classification (c) reducing user effort for classification by utilizing previously la-

beled datasets via transfer learning (d) developing usable user interfaces to help

the biologist interpret the classification process. The active learning framework

proposed in this thesis is statistically motivated, focuses on the entire data distri-

bution and therefore selects informative and representative examples for labeling

from the unlabeled pool. The algorithm accelerates the process of classifier learn-

ing, achieves better classification accuracy, is robust and reduces user burden.

In fields like histopathology, a small improvement in the accuracy of classifica-

tion is significant and could make a large difference in diagnosis of disease and

understanding biological processes. By leveraging the theory of optimal experi-

mental design, we can choose statistically optimal examples for the user to label

and learn the problem quickly. By using the submodularity of the D-optimal

criterion, multiple informative examples could be chosen in a single iteration.

This makes this algorithm useful in parallel labeling environments where there

176



are multiple labelers/oracles available which is the case in the burgeoning field of

digital telepathology. The submodularity aspect provides theoretical performance

guarantees to the algorithm’s performance and there is minimal wastage in the

user effort.

By using the LASSO shrinkage method along with logistic regression, we

can even perform on-the-fly feature selection. In our experience with diverse bi-

ological datasets, we have seen that the method is robust to the default settings

(λ = 1) and hence does not require any offline effort for performing feature se-

lection. This is an advantage when dealing with a large and diverse set of images

where obtaining a representative training set for performing feature selection is

difficult.

Histology studies involving quantitative cell-based analysis of the tissue

specimen usually involve analysis of similar cells under different conditions or

in different tissues. This requires generating multiple labeled sets for each classi-

fication problem which can be effort intensive. The active learning framework is

extended to a transfer learning setting to make use of previously labeled datasets

that are similar thereby reducing the user effort involved. The algorithm makes

use of related data in a controlled fashion and can handle feature distribution

mismatches robustly. The low computational complexity of the algorithm makes

it attractive for large histology studies.

Many traditional supervised machine learning algorithms are opaque i.e.,

they are black boxes which do not expose their workings to the user. In many

cases, data is simply plugged into a machine learning toolbox and only the final

output of the algorithm is available. The biologist has no idea of what transpired

and the reasons for the classification are unknown. Deciphering these reasons

requires the biologist to dissect the algorithm which requires considerable math-

ematical background. The algorithm and software enable and empower the bi-
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ologist to focus on the biology and make the algorithmic aspects in the analysis

reliable, intuitive, and easy to use. The proposed multi-view active learning an-

alytic framework provides the domain expert with a large set of features and

visualization techniques. Each view of the software system makes the iterative

classification process more transparent and helps identify information and pat-

terns that are not prominent in the other views. We have designed four different

view types, multiple copies of which can be loaded without disrupting the other

views. The evolving heatmap provides a view of the current state of the algo-

rithm’s knowledge. The table view is useful to obtain accurate values of features

of every cell. By simultaneously providing a close up image of actively chosen

cells along with the top ranked features deemed important for cell classification,

it is possible to detect any possible feature computation errors that might have

occurred. The scatter plot view helps the user perform statistical analysis on the

features. This ensemble of views, available at the disposal of a domain expert,

greatly increases our ability to interpret results, detect errors and anomalies in

the results. Thus, by placing emphasis on making the system usable in the hands

of a biologist, the proposed advancements would have significant impact in high-

throughput studies. The hypothesis testing cycle would require shorter time and

could potentially lead to rapid biological discoveries.

8.1 Future Work

The presented work has the potential to be further developed after the thesis

defense, in both active and transfer learning. Since the active learning algorithm

is built on the framework of sequential optimal experimental design, it expects a

reasonable initialization of the parameters. Results of incorrect initialization can

have detrimental effects on the output and can result in wastage of labeling effort,
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atleast initially. The integrated feature selection algorithm based on L1-norm was

set to 1 for most of the problems in this thesis and with a very good performance.

This might not be the optimal value for every problem and this parameter might

need adjustment for certain problems. A way of automatically selecting the right

value of this co-efficient would be beneficial to the end-user and make the frame-

work even more robust and usable. The transfer learning algorithm proposed also

involves the average data mismatch parameter C that needs to be set by the user

for the best possible performance. An automatic way of estimating this value,

atleast approximately, based on the feature distributions of the primary and aux-

iliary datasets will be immensely useful. Finally, the computational efficiency of

the transfer learning algorithm is due to the analytical solution of the auxiliary

variables in the binary case. It is not yet clear if such a solution can be easily ob-

tained in the multi-class case or in the non-linear case. The list below summarizes

the possible future work for the methods and problems described in this thesis:

1. To improve the active learning algorithm performance by using methods

that help select the initial examples reliably and provide a good initial esti-

mate for the parameters.

2. To explore the possibility of selecting the value of the shrinkage co-efficient

semi-automatically to perform reliable feature selection.

3. To estimate the value of the distribution mismatch parameter, C, for the

transfer learning algorithm.

4. To explore the formulation of analytical solutions in the multi-class case for

transfer learning.
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