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ABSTRACT 

Due to the technological advancement in remote sensors and sensor networks, 

different types of spatio-temporal data are increasingly available. Spatio-temporal data 

analysis has applications in many fields, including criminology, epidemiology, and traffic 

analysis. The main focus of this research is to develop a generic analysis framework called 

Satpura, which provides density estimation, hotspot discovery, and change analysis 

capabilities for spatial data. The framework supports naïve, and kernel density estimation 

approaches for raw and relative densities.  

To identify density hotspots, we designed a novel hotspot discovery technique that 

generates rectangular hotspots for a given density threshold. We also developed a post-

processing technique to remove redundant and highly overlapping hotspots. Since the density 

threshold plays a significant role in hotspot generation, we developed an automatic density 

threshold selection technique. Additionally, we developed evaluation metrics to assess the 

quality of the hotspots. To address change analysis, we developed two techniques: density-

based change analysis, which is used to find the regions where there is a high density change 

with time, and hotspot-density-based change analysis, which is used to identify the density 

changes that occur in hotspots over time. Based on the change analysis, density-change-based 

alerts and hotspot-density-change-based alerts are provided by Satpura. 

Satpura, which was developed in Python as a web-based application, was used to 

analyze an Austin crime dataset. It successfully identified crime hotspots, and it analyzed 

changes that occurred in criminal activity. Then, an alert system was implemented to warn the 

public of new crime hotspots. Satpura was also used to analyze an Austin traffic accident 

dataset. 
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Chapter 1 

Introduction 

Spatio-temporal data analysis is one of the emerging research areas that allows us to 

analyze large sets of spatio-temporal data. Spatio-temporal data describes events that occurred at 

certain locations in a time period. Space and time are pervasive aspects of observations in several 

domains that are rapidly transformed by the deluge of data.  

Density estimation [1] aids in identifying patterns in spatial data by generating a continuous 

density function that best fits the observed data. It summarizes the frequency of events in space. 

There are two types of density estimation techniques: parametric and non-parametric. In 

parametric density estimation, the data is assumed to be drawn from a known distribution, and its 

parameters need to be estimated to obtain a density function. Non-parametric density estimation 

uses an influence function to calculate the density at a point. The influence function describes the 

impact of a data point on its surroundings. The density at a point is the sum of all the influence 

values at that point. 
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Hotspot detection is used to find regions with high densities and identify critical regions 

that reveal interesting patterns. A hotspot is a region where the concentration of events is higher 

when compared to its surroundings. It can be used for monitoring, etiology, management, or early 

warning [2]. Spatial hotspot discovery is the process of identifying regions with a statistically 

significant concentration of events. 

Change analysis for spatio-temporal data is a technique used to analyze the changes that 

occur to density values at spatial locations, with time, that allows us to obtain valuable insights 

about the changes. It aids in identifying the regions where the concentration of events increased or 

decreased with time. 

The main aim of this thesis is to develop a generic spatio-temporal data analysis 

framework, called Satpura, which extracts interesting patterns and meaningful information from 

spatial and spatio-temporal data, and converts it into relevant summaries and visualizations in a 

format that can be understood by the public. In particular, Satpura provides density estimation, 

hotspot discovery, and change analysis techniques. It also has the capability to support alert 

services based on the results of change analysis. 

The main contributions of this research include: 

• Design of a novel density-based spatio-temporal data analysis framework called Satpura; 

Satpura relies on non-parametric density estimation techniques to provide its services 

• Introduction of a novel rectangular hotspot discovery algorithm called Dhupgarh  
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• Proposal and implementation of a post-processing technique that removes duplicate and 

highly overlapping hotspots 

• Proposal of an automatic density threshold selection technique for hotspot discovery 

• Proposal of an evaluation metric to assess the quality of hotspots  

• Introduction of two change analysis techniques: density-based change analysis and 

hotspot-density-based change analysis 

• Implementation of an alert system based on the results of change analysis 

• Use of an Austin crime dataset and Austin traffic accident dataset to evaluate and demo 

Satpura 

The remainder of the thesis is organized as follows: Chapter 2 presents related work carried 

out in this field. Chapter 3 introduces the architecture of Satpura. Chapter 4 gives a description of 

the non-parametric density estimation and visualization techniques used. The proposed hotspot 

discovery and analysis mechanisms are presented in Chapter 5. Chapter 6 discusses the proposed 

change analysis techniques and alert system. Chapter 7 concludes the thesis. 
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Chapter 2 

Related Work 

Many real-world applications require collecting and analyzing large volumes of spatio-

temporal data. With the growing need to extract useful information from spatio-temporal data, the 

necessity for spatio-temporal data mining and data analysis techniques has increased.  

Traditional data mining techniques deal with data objects having well-defined features. 

With spatio-temporal data, objects and features can be defined in many ways [3]. In climatology, 

to group locations having similar climatic phenomena over time, features were defined based on 

climate variables measured over time, and locations were considered as objects [4]. In 

neuroscience, to identify the time points at which similar brain activity occurs, time points were 

considered as objects, and spatial activity maps were treated as features [5]. In criminology, to 

identify crimes committed in close proximity in space and time, crime incidents were treated as 

objects, and the time and location of the crime were considered as features [6]. Spatio-temporal 

data mining techniques that were developed until 2017 were classified and presented in [3], and 

many application-specific spatio-temporal data analysis techniques have been developed [7]-[9]. 
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Applications such as epidemiology and criminology require detection and analysis of 

regions with a high concentration of spatio-temporal events, called hotspots. Several fixed-shape 

hotspot detection techniques have been proposed, including circular, cylindrical [10], rectangular 

[11], elliptical [12], and ring [13]. Irregularly shaped hotspot detection techniques have also 

recently been studied [14].  

Change analysis in spatio-temporal data involves finding either the time interval in which 

significant behavioral changes occurred in the spatial patterns or the changes in spatial patterns 

that occurred in consecutive time frames.  Detecting changes in spatial datasets is essential for 

many fields, such as early warning systems that monitor environmental conditions, crime 

monitoring, and automatic surveillance. Change analysis by interestingness comparison was 

performed by analyzing how the interesting regions in one time frame differ from the interesting 

regions in the next time frame, with respect to a given interestingness perspective [15]. Change 

analysis was also performed by comparing interesting regions that were derived using contour 

clustering [16]. 
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Chapter 3 

Architecture of Satpura 

This chapter includes the motivation behind this thesis. It also provides information about 

different modules in the Satpura framework and the accepted input format of the spatio-temporal 

datasets. 

3.1   Motivation 

The motivation behind this research is to build a generic framework that can find regions 

with high event densities, analyze how they change with time, and provide a summary and visual 

output of the analysis that can be used to inform the public.  The goal of this thesis is to design a 

framework that analyzes and summarizes spatio-temporal data streams and provides data specific 

alerts. Satpura is a framework we developed that has density estimation, hotspot discovery, and 

change analysis capabilities. It also sends alerts based on the output of the change analysis. Satpura 

has applications in many fields: it can be used to identify regions with high crime rates and warn 

civilians, it can be utilized to track accident-prone areas and alert drivers and authorities, it can 
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also be used to detect the spread of an epidemic and inform the public, and it can be used during 

natural calamities to monitor rescue requests and determine high-priority regions.  

3.2    Architecture  

  

 

 

 

 

 

 

 

 

 

 

Figure 3.1: Architecture of Satpura framework 
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The architecture of the Satpura framework is shown in Figure 3.1. It has three main modules: 

1. Density estimation module 

2. Hotspot discovery and analysis module  

3. Change analysis and alert system module 

The input spatio-temporal dataset is converted into a sequence of spatial batches with a 

fixed time interval. The density estimation module is used to obtain a continuous density function 

for each batch. A grid is created with a fixed grid point separation distance. The density function 

is used to compute density values at grid points. Bandwidth is used for the kernel density 

estimation approach. The density estimation techniques are explained in Chapter 4.  

A hotspot is a part of the observation area with high event density. The density of a hotspot 

is never less than a density threshold. The hotspot discovery and analysis module extracts 

rectangular hotspots from the density values sampled at grid points, and it generates a set of 

hotspots along with their summaries. The hotspot discovery and analysis module is explained in 

detail in Chapter 5. 

Change analysis is carried out to examine the changes that occur with time to event 

densities at spatial locations.  Density-based change analysis is performed to observe the density 

changes that occur in two consecutive batches. Based on a threshold regulator and density values 

sampled at grid points for two consecutive batches, density change hotspots and coldspots are 

generated. Appropriate density-change-based alerts are issued based on the density change 

hotspots and coldspots. Hotspot-density-based change analysis is performed to examine how the 

hotspot event densities change in the consequent batch. It produces hotspot change summaries 
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based on which appropriate hotspot-density-change-based alerts are issued. The change analysis 

and alert system module of this framework is explained in Chapter 6. 

3.3    Spatio-temporal Datasets 

Spatio-temporal event datasets describe the occurrence of a particular category of events 

(EC={E1, ….., Er}), such as crimes, at a particular time and location. For this thesis, we assume 

that a location is described using a latitude-longitude pair. The spatio-temporal event dataset 

contains tuples of the form: (<event category>, <location>, <time>) with event categories 

belonging to EC. 

These spatio-temporal datasets are transformed, using a batching mechanism, into a 

sequence of spatial datasets with a definite order whose entries have the form: (<event category>, 

<location>). Each batch contains locations of a particular event category that occurred within a 

fixed time interval. For example, if we consider a spatio-temporal dataset containing the time and 

location of different categories of crimes for the year 2019 in the city of Austin, and we use a 

biweekly batching mechanism where the time interval is two weeks, the dataset is transformed into 

a sequence of 26 spatial batches. Each batch contains the locations of a particular crime category 

that occurred within a time interval of two weeks. 

We analyze the events that occurred in an observation area, which is described by a 

bounding polygon – all locations of events have to be inside this bounding polygon. For example, 

a rectangle that acts as a bounding polygon that defines the boundaries of a city can be used as an 

observation area. If we consider the city of Austin, using a rectangular bounding polygon, the 

observation area then becomes a rectangle enclosing the city of Austin.  
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Chapter 4 

Density Estimation and Visualization 

Density estimation is used to understand the underlying properties of the dataset. It is used 

to examine the distribution of the data, and it can also be used to gain insights, such as the skewness 

and multimodality of the data. The density estimation technique estimates the underlying 

probability density function based on observed data. There are two main categories of density 

estimation techniques: parametric density estimation and non-parametric density estimation. This 

chapter presents the non-parametric density estimation and visualization techniques used by 

Satpura. 

In parametric density estimation, an assumption is made that the observed data is drawn 

from a known distribution with unknown parameters. It is assumed that the shape of the 

distribution is known, but its parameters are unknown. By estimating the values of those 

parameters, a density function can be estimated. According to the maximum likelihood principle, 

parameters are chosen such that the density function produces a distribution that gives the observed 

data the highest probability. In other words, parameters are chosen such that the density function 
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best fits the observed data. For example, if the data is drawn from a normal distribution, the density 

function can be obtained by estimating the mean (μ) and variance (𝜎2) parameters from the 

observed data and substituting these estimated values in the normal density formula.  

In non-parametric density estimation, the distribution of the data is determined by the 

observed data without making any assumptions about the underlying density function. Histograms 

belong to this category. Kernel density estimation (KDE) is a common non-parametric density 

estimation technique. KDE relies on bandwidth to obtain a density function, as bandwidth affects 

the smoothness of the resulting density curve. Given a kernel function K(t), which is generally a 

symmetric probability density function, kernel density estimate is given by [17]   

𝑓𝜎(𝑥) =
1

𝑛𝜎
∑ 𝐾 (

𝑥−𝑥𝑖

𝜎
)

𝑛

𝑖=1
                                                   (4.1) 

X = {x1, x2, x3, ….., xn} is a sample drawn from an unknown density distribution, and σ (>0) 

is the bandwidth. The kernel K is a non-negative function that measures the influence of xi on x 

and satisfies ∫ 𝐾(𝑥) ⅆ𝑥 = 1. The most commonly used kernel is the Gaussian kernel. With K as 

the Gaussian kernel, the density function is given by 

𝑓𝜎(𝑥) =
1

𝑛∗2𝛱∗𝜎2 ∑ 𝑒
− 

(𝑥𝑖−𝑥)
2

2𝜎2                                              

𝑛

𝑖=1

(4.2) 

The choice of bandwidth has a strong impact on the obtained density function. Bandwidth 

determines how quickly the influence of xi on x goes down with an increase in distance between 

them. The influence of bandwidth on the density function is further explained in Section 4.3.3.4. 

The density function is a continuous function over the observation area, which has a non-

finite number of points. To analyze the distribution of the density and obtain summaries, sampling 
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is required. There are many ways to sample a distribution, and one way is random sampling, which 

can be performed by obtaining random points in the observation area and calculating density 

values at those points. We used a grid-based approach in which a fine grid is placed over the 

observation area and the densities at grid intersection points are computed.  

4.1 Density Estimation Techniques 

The density estimation approach used by Satpura is non-parametric. Two non-parametric 

density estimation techniques, naïve and kernel density estimation, are discussed in Section 4.1. 

Satpura is also capable of relative density estimation. 

 

     Observation area corner boundary point 

     Grid point 

     Grid cell  

Figure 4.1: Sample grid 

The observation area is divided into uniform quadrilateral grid cells. Grid points are the 

points where the grid cells intersect, and grid point separation distance (grid cell size) is the 

distance between adjacent grid points. A grid is represented by a 2-D array of grid points with a 

fixed grid point separation distance. A sample grid is shown in Figure 4.1.  
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The pseudocode for grid creation is shown in Figure 4.2. The function ‘create_grid’ takes 

the minimum latitude, minimum longitude, maximum latitude, maximum longitude, and grid point 

separation distance as inputs and creates a grid with square grid cells, represented by evenly spaced 

grid points for a rectangular observation area. The maximum and minimum latitude and longitude 

values represent the corners of boundary locations of a rectangular observation area. The function 

initially creates a grid point at <minimum latitude, minimum longitude> location. For this latitude, 

the longitude value is incremented by the grid point separation distance to generate a new grid 

point. The longitude value is incremented, and new grid points are generated until the value 

exceeds the maximum longitude value. Then, the latitude value is incremented by the grid 

separation distance. This process is repeated until the maximum latitude and maximum longitude 

values are reached.  

Figure 4.2: Grid creation pseudocode 

Algorithm 1. GRID CREATION 

Input: latitude starting position latitudemin, latitude ending position latitudemax, longitude starting position 

longitudemin, longitude ending position longitudemax, grid point separation distance s 

Output: 2D array of grid points grid 

 

1.  Procedure create_grid(latitudemin, latitudemax, longitudemin, longitudemax, s) 

2.           create an empty 2D array called grid 

3.  lat = latitudemin 

4.  i = 0 

5. while (lat <= latitudemax) 

6.   long = longitudemin 

7.                          j = 0 

8.   while (long <=longitudemax) 

9.    grid[i,j] = (lat,long)    

10.   long = long + s  

11.   j = j + 1 

12.  end while 

13.                        lat = lat + s 

14.                i = i + 1 

15. end while 

16.         return grid 

17. end Procedure 
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For example, if the minimum latitude is 31, the maximum latitude is 40, the minimum 

longitude is -90, the maximum longitude is -81, and the grid point separation distance is 1, we get 

ten grid points on latitude 31: (31, -90), (31, -89), …, (31, -81), we get ten grid points on latitude 

32: (32, -90), (32, -89), …, (32, -81), and we get ten grid points on each of the ten latitudes. For 

this input, the ‘create_grid’ function generates a 2-dimensional array of 100 grid points.  

Grid creation is required for both the naïve and kernel density estimation approaches. In 

the naïve approach, to generate a density function, the density of each grid cell is calculated. In the 

kernel density estimation approach, to obtain a finite number of samples, all of the grid points act 

as query points at which we compute the density values. 

4.1.1   Naïve Density Estimation 

Naïve density estimation obtains a density function based on a given grid. In this method, 

the density of each grid cell is calculated by counting the number of events that are inside that 

particular grid cell. This technique is useful for obtaining a visual summary of the density values. 

The grid cell size plays a vital role in the obtained visual output. Results generated using this 

method are shown in Section 4.2. 

4.1.2   Kernel Density Estimation 

If there are n data objects belonging to a feature space F with category e. F is given by 

𝑂 = {𝑜1, 𝑜2, … … , 𝑜𝑛} ⊆ 𝐹                                                            (4.3) 
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The distance between two objects o1 and o2, represented by d(o1, o2) where o1=(e1, (x1, y1), 

t1) and o2=(e2, (x2, y2), t2), is the Euclidean distance between the locations (x1, y1) and (x2, y2). In 

this thesis, Euclidean distance is represented by d. It is given by 

ⅆ(𝑜1, 𝑜2) = √(𝑥2 − 𝑥1)2 + (𝑦2 − 𝑦1)2                                    (4.4) 

The influence of an object o on query point v using a Gaussian kernel is given by 

𝑓𝐼𝑛𝑓𝑙𝑢𝑒𝑛𝑐𝑒(𝑣, 𝑜)=
1

𝑛∗2𝛱∗𝜎2
𝑒

− 
𝑑(𝑣,𝑜)2

2∗𝜎2

    

                                        (4.5) 

The influence value is inversely proportional to the distance between the data object and 

the query point. As the distance increases, the influence value decreases. The density at v is 

calculated by adding all the influence values of all the data objects (o ϵ O) on v and is given by 

𝜑𝑣 = ∑ 𝑓𝐼𝑛𝑓𝑙𝑢𝑒𝑛𝑐𝑒(𝑣, 𝑜)                                                          𝑜𝜖𝑂  (4.6) 

Figure 4.3: Kernel density estimation pseudocode 

A grid is created, and at each grid point, which acts as a query point, the influence values 

of all of the data objects in the input are calculated. The density at that grid point is given by the 

sum of those influence values. The pseudocode for kernel density estimation is shown in          

Figure 4.3. The function ‘compute_density’ takes the bandwidth of the Gaussian kernel (σ), the 

Algorithm 2. DENSITY CALCULATION (KERNEL DENSITY ESTIMATION) 

Input: bandwidth σ, query point q, data points P 

Output: density at query point sum 

 

1. Procedure compute_density(σ, q, P) 

2. sum = 0 

3. for each data point p in P 

4.  sum = sum + 
1

n∗2Π∗σ2 ∗ e
−d(p,q)2

2σ2  

5. end for 

6.  return  sum  

7. end Procedure 
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query point (q), and the input data points (P), which represent event locations as its inputs and 

returns the density value at that query point as its output. This function is implemented using the 

function ‘KernelDensity’ in the ‘sklearn’ package in Python. 

4.1.3   Relative Density Estimation 

In some cases, we might be more interested in the probability of a person being affected 

by an event rather than the count of events in a region. In criminology, we might be more concerned 

about the probability of an individual being susceptible to a crime in a location, rather than the 

count of the incidents reported at that location. For example, consider two locations with crime 

densities 100 and 5, with population densities 1000 and 10, respectively. The probability of a 

person being a victim of crime in the first region is 100/1000, and the probability in the second 

region is 5/10. Although the absolute density at the first location is higher than the second location, 

the probability of a person being susceptible to a crime is 40% less. Relative density estimation is 

a method to find how an individual is affected by the occurrence of certain events in a location.   

Relative density at a location is the ratio of the absolute density at that location to the 

population density. Relative density (𝜑𝑟) at a location (x, y) is given by 

      𝜑𝑟(𝑥, 𝑦) =
𝐴𝑏𝑠𝑜𝑙𝑢𝑡𝑒 𝑑𝑒𝑛𝑠𝑖𝑡𝑦(𝑥,𝑦)

𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛 𝑑𝑒𝑛𝑠𝑖𝑡𝑦 (𝑥,𝑦)
                                        (4.7) 

If the absolute density is naïve density, then the relative density of each grid cell is obtained 

by dividing the naïve density of that grid cell with the population density of the grid cell. If the 

absolute density is kernel density, then the relative density at each grid point is obtained by 

dividing the kernel density at that grid point with the population at that grid point. For this research, 
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the population density was obtained from the 2010 U.S. population census data provided by the 

Federal Communications Commission (FCC).  

4.2  Density Visualization 

‘Matplotlib’ is a Python library that aids in creating static and interactive visualizations. 

The ‘pcolor’ and ‘contourf’ functions in ‘matplotlib’ were used in this thesis to visualize density 

values. To visualize naïve density values, the ‘pcolor’ function was used, which takes the grid cells 

and density values of all the grid cells as inputs, maps the density values to a color scale, and 

displays a density map.  To visualize the kernel density at each grid point, the ‘contourf’ function 

was used, which generates filled contours by using the grid points, the density values at grid points, 

and a colormap as inputs. A colormap represents a color scheme.  

4.2.1 Color Schemes 

The choice of color scheme plays a vital role in data visualization. Python’s ‘matplotlib’ 

provides four classes of colormaps: sequential, diverging, cyclic, and qualitative. The sequential 

colormap is used to represent information that has order. The diverging colormap is used when the 

information has a critical middle value or when the data deviates around zero. The cyclic colormap 

is used for values that wrap around at the endpoints. The qualitative colormap is used to represent 

unordered information or information without any relationships [18]. The different colormaps 

provided by ‘matplotlib’ are shown in Figure 4.4.  
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(a) 

 

(b) 

 

(c) 
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(d) 

Figure 4.4: Matplotlib colormaps (a) Sequential (b) Diverging (c) Cyclic (d) Qualitative 

We used diverging colormaps to visualize the density values of a grid in this thesis. The 

density values can be broadly classified into high and low densities. The diverging colormaps are 

suitable for depicting the results of the experiments we conducted, which involve representing the 

areas with high and low event densities. Diverging color maps aid in drawing the observers’ 

attention to areas with high densities. The outputs generated for different density techniques using 

the ‘coolwarm’ diverging color map are shown in Section 4.3.3.1. 

4.3 Experiments 

4.3.1 Goals and Objectives 

Three experiments were conducted to compare and analyze the density functions obtained 

using different density estimation techniques. The first experiment was conducted to compare the 

naïve and kernel density estimation functions. The second experiment was conducted to analyze 

the impact of the bandwidth of the Gaussian kernel on the kernel density function and the impact 
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of grid point separation distance (grid cell size) on the naïve density function. The third experiment 

was conducted to analyze the shape of the distributions (histograms) of density values at grid points 

generated using different bandwidths of Gaussian kernel in kernel density estimation.  

4.3.2 Datasets 

Two datasets were chosen to conduct the experiments and test the Satpura framework. Both 

of the datasets were obtained from opensource data published by the government of Austin. The 

source from which the data was obtained is shown in Table 4.1.  

Table 4.1: Datasets  

The first dataset is an Austin crime dataset. It contains a record of the incidents that were 

reported to the Austin Police Department. One incident may be associated with several offenses, 

but this dataset only depicts the highest-level offense resulting from that incident. The data is from 

2003 to the present, and this dataset is updated weekly. The dataset contains 369 different crime 

categories. Sample rows with relevant fields are shown in Table 4.2. 

Table 4.2: Sample Austin crime dataset 

Category Date Latitude Longitude 

CRIMINAL MISCHIEF 1/1/2019 30.25044 -97.75450 

BREACH OF COMPUTER SECURITY 1/1/2019 30.25122 -97.88725 

HARASSMENT 1/1/2019 30.17360 -97.80472 

BURGLARY OF VEHICLE 1/1/2019 30.26246 -97.72798 

 

Dataset Source 

Austin Crime Dataset Opensource data published by the Austin government 

Austin Traffic Accident Dataset Opensource data published by the Austin government 
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The second dataset is a real-time Austin traffic accident dataset, which provides 

information on active traffic-related incidents reported to the Austin Police, the Aviation Police, 

and the Travis County Sheriff. Its information is updated every five minutes, and it contains 22 

different accident categories. Table 4.3 shows sample rows with relevant fields. 

Table 4.3: Sample Austin traffic accident dataset 

Category Date Latitude Longitude 

COLLISION 1/1/2019 30.22277 -97.63380 

CRASH URGENT 1/1/2019 30.36314 -97.69700 

TRAFFIC HAZARD 1/1/2019 30.47580 -97.76440 

CRASH SERVICE 1/1/2019 30.30425 -97.61960 

The data was obtained in the form of a Comma-Separated Values (CSV) file, and 

preprocessing was performed to remove the unwanted and erroneous fields and values. A sample 

input format of the datasets after preprocessing is shown in Tables 4.2 and 4.3. Since the datasets 

that were considered for all of the experiments were from the city of Austin, the observation area 

considered in the rest of this thesis is a tightly bound rectangle enclosing the city of Austin. 

4.3.3 Results 

4.3.3.1 Density Visualization Results 

The Austin crime dataset was used to visualize the density values of a grid generated using 

naïve and relative density estimation approaches. Kernel density values obtained using two 

different bandwidths are also shown.  The input batch contained incidents from 01-01-2019 to 01-

14-2019, with the crime category set to ‘THEFT.’ 
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The density values obtained at each grid cell for the input batch, with the grid cell size set 

to 0.02, using a naïve density estimation technique, are displayed in Figure 4.5. Each square 

represents a grid cell. Grid cells with density values below one are not displayed.  

 

Figure 4.5: Naïve density map of ‘THEFT’ in Austin with grid cell size = 0.02 

The naïve density values obtained for the input batch with the grid cell size set to 0.01 are 

shown in Figure 4.6. The relative density values obtained for the input batch with the grid cell size 

set to 0.02 are shown in Figure 4.7. The relative density values obtained for the input batch with 

the grid cell size set to 0.01 are shown in Figure 4.8. The relative density was computed by 

calculating the ratio of naïve density to population density. 
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Figure 4.6: Naïve density map of ‘THEFT’ in Austin with grid cell size = 0.01 

 

Figure 4.7: Relative density map of ‘THEFT’ in Austin with grid cell size = 0.02 
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Figure 4.8: Relative density map of ‘THEFT’ in Austin with grid cell size = 0.01 

From Figures 4.5-4.8, it can be inferred that the grid cells with high naïve density values 

do not necessarily have high relative density values, and the grid cells with low naïve density 

values could have high relative density values. The kernel density values obtained for the input 

batch with grid point separation distance set to 0.01 and the bandwidth set to 0.02 are shown in 

Figure 4.9. The kernel density values obtained for the input batch with the grid point separation 

distance set to 0.01 and the bandwidth set to 0.03 are shown in Figure 4.10. These examples show 

that as the bandwidth increases, the smoothness of the density function increases. 
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(a)                                                                          (b) 

Figure 4.9: Density map of Austin crime dataset (a) Kernel density map of ‘THEFT’ in Austin 

with grid point separation distance = 0.01, bandwidth = 0.02 (b) Austin city map 

 

Figure 4.10: Kernel density map of ‘THEFT’ in Austin with grid point separation distance = 0.01, 

bandwidth = 0.03  
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4.3.3.2 Experiment 1 

The objective of this experiment was to compare the statistical measures of the density 

values obtained by using the naïve and kernel density estimation approaches described in Section 

4.1. By comparing the statistical measures, a better understanding of the density functions can be 

obtained.  The mean, standard deviation, maximum density, average Z-score, minimum Z-score, 

and maximum Z-score values were obtained and compared for both of the density estimation 

techniques.  

The input batch included theft incidents reported between 01-01-2019 and 01-14-2019 

from the Austin crime dataset. A grid with a 0.02 grid point separation distance was created using 

the ‘create_grid’ function, and the naïve and kernel density values of that grid were found. The 

bandwidth of the Gaussian kernel for kernel density estimation was set to 0.02. 

For a data having n points, X= {𝑥1, 𝑥2 ⋯ 𝑥𝑛}, with μ as the mean of those data points, the 

standard deviation (𝑆𝐷) is calculated as 

𝑆𝐷 = √1

n
∑ (𝑥𝑖 − 𝜇)2𝑛

𝑖=1
                                                   (4.8)  

Z-score values are used to compare the spread of density values. They show the distribution 

of data across the mean value. If the Z-score is 0, it indicates that the value is equal to mean. If the 

Z-score is 1, it indicates that the value is one standard deviation greater than the mean. 

𝑍 − 𝑠𝑐𝑜𝑟𝑒 =
𝑥𝑖−𝜇

𝑆𝐷
                                                                 (4.9)  
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Table 4.4: Comparison of naïve and kernel density estimation results 

Batch Naïve density Kernel density 

01-01-2019 to 01-14-2019 Mean: 0.52 

SD: 2.109 

Max: 33 

Zavg: 0 

Zmax: 15.39 

Zmin: -0.25 

Mean: 3.56 

SD: 8.72 

Max: 61.486 

Zavg: 0 

Zmax: 6.64 

Zmin: -0.408 

 

01-15-2019 to 01-28-2019 Mean: 0.517 

SD: 2.048 

Max: 35 

Zavg: 0 

Zmax: 16.83 

Zmin: -0.25 

 

Mean: 3.561 

SD: 9.033 

Max: 62.49 

Zavg: 0 

Zmax: 6.524 

Zmin: -0.394 

01-29-2019 to 02-11-2019 Mean: 0.494 

SD: 1.852 

Max: 23 

Zavg: 0 

Zmax: 12.15 

Zmin: -0.267 

Mean: 3.561 

SD: 9.189 

Max: 67.68 

Zavg: 0 

Zmax: 6.977 

Zmin: -0.387 

 

The comparison results of the statistical measures of density values obtained using naïve 

and kernel density estimation techniques for three input batches are shown in Table 4.4. It can be 

observed that the mean of the density values at grid points generated by the kernel density function 

is more than the mean of the density values of grid cells generated by the naïve density function. 

The maximum Z-score value is higher for naïve density values, indicating that the maximum 

density value is higher by many standard deviation times than its mean. The standard deviation of 

kernel density values is higher than the standard deviation of naïve density values, which indicates 

that the average variation from mean density is higher in kernel and lower in naïve density 

estimation approaches. 
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(a)                                                                       (b) 

Figure 4.11: Z-score of the density values with 0.02 grid cell size (a) Z-score of naïve density       

(b) Z-score of kernel density 

The Z-score density maps for a grid with a 0.02 grid cell size are shown in Figure 4.11.    

Z-scores of the naïve density values are displayed in Figure 4.11 (a). Z-scores of the kernel density 

values for each grid point with bandwidth set to 0.02 are displayed in Figure 4.11 (b). It can be 

observed that the variation in the Z-score values of the naïve approach is more than the variation 

in the Z-score values of the kernel density approach.  

In conclusion, the density values generated by kernel density functions have a higher mean, 

higher standard deviation, and lower maximum Z-score value when compared with the density 

values generated by the naïve density functions. This experiment showed that kernel density 

estimation is more suitable to obtain smooth density function and is useful in obtaining high-level 

summaries. Additionally, kernel density estimation is suitable to analyze event occurrences in a 

state or a city.  Naïve density estimation is suitable to perform detailed low-level analysis, and it 

is suitable to analyze event occurrences in counties or sub-regions in counties.   
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4.3.3.3 Experiment 2 

The aim of this experiment was to analyze the impact of the input parameters on the density 

functions generated using naïve and kernel density estimation methods. The kernel density 

estimation depends on the bandwidth, and the naïve density estimation depends on the grid cell 

size.  

Table 4.5: Statistical measures of densities generated using different bandwidths for kernel density 

estimation 

Bandwidth Kernel density 

0.005 SD: 11.086 

Max: 95.073 

Mean: 3.328 

Median: 0 

0.01 SD: 9.89 

Max: 71.384 

Mean: 3.555 

Median: 0 

0.02 SD: 8.339 

Max: 47.612 

Mean: 3.561 

Median: 0.008 

0.05 SD: 5.423 

Max: 20.734 

Mean: 3.557 

Median: 0.689 

 

To determine the impact of bandwidth on kernel density function, a grid with a 0.02 grid 

point separation distance was created. The input batch included incidents obtained from the Austin 

crime dataset from 01-01-2019 to 01-14-2019, with the crime category set to ‘FAMILY 

DISTURBANCE.’  The standard deviation, mean, median, and maximum density at grid points 

were calculated with the density functions generated using kernel density estimation with 0.005, 
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0.01, 0.02, and 0.05 as bandwidth. The resulting statistical measures of density values obtained 

when using the Austin crime dataset are shown in Table 4.5.  

These results show that as the bandwidth increases, the standard deviation decreases. This 

indicates that there is a decrease in the average variation of the density values from the mean, with 

an increase in bandwidth. With an increase in the bandwidth, the maximum density value 

decreases, and the median value increases slightly. The mean values are similar. From these 

statistical measures, it can be concluded that as the bandwidth increases, the influence function 

becomes flatter and more widely spread, resulting in a smoother density function. 

Table 4.6: Statistical measures of densities generated using different grid cell sizes for naïve 

density estimation 

Grid cell size Naïve density 

0.001 SD: 0.044 

Max: 4 

Mean: 0.002 

Median: 0 

0.01 SD: 0.64 

Max: 10 

Mean: 0.146 

Median: 0 

0.02 SD: 1.93 

Max: 19 

Mean: 0.56 

Median: 0 

0.05 SD: 8.425 

Max: 45 

Mean: 3.26 

Median: 0 
 

Multiple grids with different grid cell sizes were created to analyze the impact of grid cell 

size on density function generated using naïve density estimation. The standard deviation, mean, 

median, and maximum density were calculated for grids with 0.001, 0.01, 0.02, and 0.05 grid cell 
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sizes using naïve density estimation. The resulting statistical measures of density values are shown 

in Table 4.6. 

The results displayed in Table 4.6, suggest that with the increase in grid cell size, the 

standard deviation, mean, and the maximum density values increase, whereas there is no noticeable 

change in the median. If the grid cell size is small, many grid cells are obtained, each with relatively 

low densities. If the grid cell size is large, few grid cells are obtained, a fraction of which have 

relatively high densities. This is why the standard deviation, maximum density, and mean increase 

with an increase in grid cell size. 

In summary, as the bandwidth of the Gaussian kernel increases in kernel density estimation, 

the shape of the kernel becomes flatter and more widely spread, and the density function becomes 

smoother. Hence, the standard deviation and maximum density decrease with an increase in 

bandwidth, while, the median increases slightly. In naïve density estimation, as the grid cell size 

increases, the mean, maximum density, and standard deviation of density values increase. 

4.3.3.4 Experiment 3 

The bandwidth of the Gaussian kernel influences the shape of the density function obtained 

using kernel density estimation. The objective of this experiment was to understand the impact of 

the bandwidth on the shape of the kernel density function by using density histograms. Histograms 

were used to depict the data distribution.  

A grid with a fixed grid point separation distance was constructed. The density at each grid 

point was calculated at a specific bandwidth of Gaussian kernel using the kernel density estimation 

approach. By changing the bandwidth, the densities at all of the grid points were calculated for a 
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set of bandwidths. Histograms of the density values were generated for each of those bandwidths, 

and their shapes were analyzed. 

The Austin crime dataset was used to perform this experiment. The grid point separation 

distance was set to 0.01, and the crime category considered was ‘THEFT.’ The input batch 

included incidents that occurred between 01-01-2019 and 01-14-2019. Kernel density estimation 

was performed to generate the density functions using 0.001, 0.01, 0.02, 0.05, and 0.1 as the 

bandwidth of the Gaussian kernel. The density values were calculated at each grid point using each 

of the generated density functions. Histograms were generated for those density values and are 

shown in Figure 4.12. Histograms were created using the ‘hist’ function available in the Python 

package ‘matplotlib.’ 
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(d) 

 
(e) 

Figure 4.12: Histograms of kernel density values of Austin crime dataset with grid point separation 

distance = 0.01 (a) Kernel density histogram with bandwidth = 0.001 (b) Kernel density histogram 

with bandwidth = 0.01 (c) Kernel density histogram with bandwidth = 0.02 (d) Kernel density 

histogram with bandwidth = 0.05 (e) Kernel density histogram with bandwidth = 0.1 
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As shown in Figure 4.12, the bandwidth of the Gaussian kernel plays a significant role in 

the shape of the kernel density distribution. The density values below one are not shown in the 

histograms, as they account for a considerable percentage. It would be challenging to analyze the 

shape of the histograms if density values below one were displayed.  The results shown in the 

histograms suggest that as the bandwidth increases, the density range decreases, and the 

smoothness of the distribution increases. The histogram for bandwidth 0.1 has the smoothest 

distribution when compared with the rest of the distributions, while the histogram for bandwidth 

0.001 is the most rugged and has the maximum spread.  

In summary, as the bandwidth of the Gaussian kernel increases, the density distribution 

becomes smoother, less spread, and more concentrated toward the lower density values. With an 

increase in bandwidth, the maximum density value decreases. 
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Chapter 5 

Hotspot Discovery and Analysis 

A hotspot is a spatial region where the concentration of events is higher when compared to 

its surrounding regions. In terms of density, a hotspot is a region in the observation area with a 

high average density. Each hotspot has a size and scope. The region covered by a hotspot is referred 

to as the scope of a hotspot in this thesis. The number of grid points included in a hotspot represents 

its size. This chapter introduces a novel grid-based rectangular hotspot discovery algorithm, called 

Dhupgarh. The algorithm starts with seed locations on the grid and grows the seed regions 

rectangularly. The algorithm’s input is a density threshold, and it returns a set of rectangular 

hotspots whose average density is equal or above the density threshold. This algorithm tends to 

generate overlapping and redundant hotspots, and to alleviate this problem, a post-processing 

technique is proposed. This chapter also presents an algorithm that automatically selects an ideal 

density threshold for generating hotspots that satisfy certain requirements. An evaluation metric to 

assess the quality of the generated hotspots is also introduced. 
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5.1 Hotspot Discovery 

In Section 5.1, a novel, rectangularly growing, grid-based hotspot discovery algorithm 

called Dhupgarh is introduced. Rectangular hotspots are generated by passing through the 

following four steps, where the fourth step represents Dhupgarh:  

1. A grid is created over the observation area. 

2. Kernel density techniques are employed to calculate the density at each grid point.  

3. Seed hotspots are selected. 

4. Each seed hotspot is grown rectangularly in the direction of maximum average density as long 

as the average density does not drop below the density threshold. 

A grid is created over the observation area using the ‘create_grid’ function introduced in 

Section 4.1. The kernel density at each grid point is calculated using the ‘compute_density’ 

function explained in Section 4.1. For each of the generated grid points, if the density at that grid 

point is greater than the density threshold, it is considered to be a seed location. The pseudocode 

for seed selection is shown in Figure 5.1. The function ‘generate_seeds’ has numerous inputs, 

which include the bandwidth for kernel density estimation, a set of event locations, a density 

threshold, and a grid over the observation area. It returns a list of seed locations as its output.  

Each seed is considered to be a hotspot. Seed hotspots are grown using the Dhupgarh 

algorithm. The pseudocode for the Dhupgarh algorithm is shown in Figure 5.3. The bandwidth (σ), 

input spatio-temporal data points which are a set of event locations (P), seed locations (X), grid 

point separation distance (s), latitudemin, latitudemax, longitudemin, longitudemax, and density 

threshold (t)  act as  input to this  algorithm. The output  generated by this  algorithm  is a list  of       
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Figure 5.1: Seed selection pseudocode 

hotspots. The bandwidth and input spatio-temporal data points are used to compute the densities 

at grid points. Seed locations act as initial hotspots which are enlarged by the Dhupgarh algorithm. 

Grid point separation distance is used to find neighboring grid points. Latitudemin is the minimum 

latitude value of the observation area, latitudemax is the maximum latitude value of the observation 

area, longitudemin is the minimum longitude value of the observation area, and longitudemax is the 

maximum longitude value of the observation area.  

Initially, the current hotspot that we want to grow, known as ‘current,’ is initialized with a 

seed location. To grow the hotspot, the boundary grid points of the current hotspot are identified. 

The four boundaries are formed by those grid points with minimum latitude value, maximum 

latitude value, minimum longitude value, and maximum longitude value in the current hotspot. 

When the current hotspot has only the seed location, all four boundary points become that seed 

location.  

For every grid point in the current hotspot with minimum latitude value, the grid point 

separation distance (s) is subtracted from the minimum latitude value to generate a set of neighbors 

(shown in line 20 in Figure 5.3). These grid points represent the neighbors that are below the 

Algorithm 3. SEED SELECTION 

Input: bandwidth σ, data points P, density threshold t, 2D array of grid points grid 

Output: list of seed locations X 

 

1.  Procedure generate_seeds(σ, P, t, grid) 

2. X = []  

3. for each grid point g in grid  

4.  if (compute_density(σ, g, P) > t) 

5.   X.append(g) 

6.  end if 

7. end for  

8. return X 

9. end Procedure 
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current hotspot. For every grid point in the current hotspot with maximum latitude value, the grid 

point separation distance is added to the maximum latitude value to generate a second set of 

neighbors (shown in line 25 in Figure 5.3). These represent the neighbors that are above the current 

hotspot. For every grid point in the current hotspot with minimum longitude value, the grid point 

separation distance is subtracted from the minimum longitude value to generate a third set of 

neighbors (shown in line 46 in Figure 5.3). These represent the neighbors that are to the left of the 

current hotspot. For every grid point in the current hotspot list with maximum longitude value, the 

grid point separation distance (s) is added to the maximum longitude value to generate a fourth set 

of neighbors (shown in line 51 in Figure 5.3). These represent the neighbors that are to the right 

of the current hotspot. Figure 5.2 shows the neighboring grid points of a sample hotspot. 

 

     Neighboring grid points 

     Boundary grid points of the current hotspot 

     Scope of the current hotspot  

                     s Grid point separation distance   

Figure 5.2: Neighboring grid points of a sample hotspot 

s 
s 
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Algorithm 4. RECTANGULAR HOTSPOT DISCOVERY (DHUPGARH) 

Input: bandwidth σ, data points P, seed locations list X, grid point separation distance s, latitude starting position 

latitudemin, latitude ending position latitudemax, longitude starting position longitudemin, longitude ending position 

longitudemax, density threshold t 

Output: a list of hotspot locations hotspot_list 

 

1.  Procedure discover_hotspots(σ, P, X, s, latitudemin, latitudemax, longitudemin, longitudemax, t) 

2. hotspot_list = []  

3.  for each seed location s in X  

4.  current = []  

5.  current.append(s) 

6.  adjacent = True 

7.                          current_density = compute_density(σ, s, P) 

8.  while (adjacent == True) 

9.   latmin = minimum latitude value in current  

10.   longmin = minimum longitude value in current  

11.   latmax = maximum latitude value in current  

12.   longmax = maximum longitude value in current  

13.   neighbor1 = 0, neighbor2 = 0, neighbor3 = 0, neighbor4 = 0 

14.   neighbor = []  

15.   index1 = [], index2 = [], index3 = [], index4 = []   

16.   count1 = 0, count2 = 0    

17.   for each grid point g in current 

18.    if (g[0] == latmin and latmin != latitudemin) 

19.     count1 = count1 + 1 

20.     gnew = (g[0] - s, g[1]) 

21.     neighbor1= neighbor1 + compute_density(σ, gnew, P)  

22.     index1.append(gnew) 

23.    else if (g[0] == latmax and latmax != latitudemax) 

24.     count2 = count2 + 1 

25.     gnew = (g[0] + s, g[1]) 

26.     neighbor2 = neighbor2 + compute_density(σ, gnew, P)  

27.     index2.append(gnew) 

28.    end if 

29.   end for 

30. avg_density = (current_density + neighbor1) / (length of current list + count1) 

31. if (avg_density < t or latmin == latitudemin)     

32.    neighbor.append(-99) 

33.   else 

34.    neighbor.append(avg_density) 

35.   end if 

36. avg_density = (current_density + neighbor2) / (length of current list + count2) 

37. if (avg_density < t or latmax == latitudemax)     

38.    neighbor.append(-99) 

39.   else 

40.    neighbor.append(avg_density) 

41.   end if 

42.   count1 = 0, count2 = 0 

43.   for each grid point g in current 

44.    if (g[1] == longmin and longmin != longitudemin) 

45.     count1 = count1 + 1 

46.     gnew = (g[0], g[1] - s) 

47.     neighbor3 = neighbor3 + compute_density(σ, gnew, P)  

48.     index3.append(gnew) 
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Figure 5.3: Pseudocode of Dhupgarh algorithm 

 The average density of the current hotspot is calculated by including each set of neighbors, 

once for each direction, which results in four values. These values are shown in lines 30, 36, 56, 

and 62 for each of the four directions in Figure 5.3. The hotspot is expanded in the direction of 

maximum average density, ensuring that the hotspot grows rectangularly at each step. The chosen 

neighboring grid points are added to the current hotspot, and the above-mentioned process to find 

49.    else if (g[1] == longmax and longmax != longitudemax) 

50.     count2 = count2 + 1 

51.     gnew = (g[0], g[1] + s) 

52.     neighbor4 = neighbor4 + compute_density(σ, gnew, P) 

53.     index4.append(gnew) 

54.    end if 

55.   end for 

56. avg_density = (current_density + neighbor3) / (length of current list + count1) 

57. if (avg_density < t or longmin == longitudemin)     

58.    neighbor.append(-99) 

59.   else 

60.    neighbor.append(avg_density) 

61.   end if 

62. avg_density = (current_density + neighbor4) / (length of current list + count2) 

63. if (avg_density < t or longmax == longitudemax)    

64.    neighbor.append(-99) 

65.   else 

66.    neighbor.append(avg_density) 

67.   end if   

68.                                      current_density = maximum value in neighbor list 

69.                                      if (current_density>=t) 

70.    max_value_index = index of the maximum value in neighbor list                  

71.    if (max_value_index == 0) 

72.     insert index1 elements into current list 

73.    else if (max_value_index == 1) 

74.     insert index2 elements into current list 

75.    else if (max_value_index == 2) 

76.     insert index3 elements into current list 

77.    else  

78.     insert index4 elements into current list 

79.    end if 

80.   else 

81.    adjacent = False 

82.    hotspot_list.append(current) 

83.   end if 

84.  end while 

85. end for 

86. return hotspot_list 

87. end Procedure 
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a new set of neighbors for the current hotspot continues.  However, if growing the hotspot lowers 

the average density below the density threshold, the algorithm terminates for that seed without 

growing the current hotspot, and it returns the current hotspot; that is, if all four of the obtained 

average density values are less than the density threshold, then the algorithm terminates for that 

seed. This process is repeated for all of the seed locations, which results in generating a hotspot 

per seed location.  

Since hotspots are created for each seed location, many redundant and overlapping hotspots 

will be generated. Hence, post-processing is required to obtain a non-overlapping set of hotspots. 

The post-processing step is explained in Section 5.2. 

To illustrate the working of the Dhupgarh algorithm, ‘FAMILY DISTURBANCE’ crime 

category hotspots were generated for the Austin crime dataset for events that occurred between 

01-01-2019 and 01-14-2019, with 41 as the density threshold, 0.01 as the grid point separation 

distance, and 0.02 as the bandwidth of Gaussian kernel. The kernel density map generated for this 

input is shown in Figure 5.4 (a). The Dhupgarh algorithm generated sixteen hotspots, which were 

grouped into three sets. Three out of the sixteen hotspots were identical, with the same scope and 

density values. The first set of similar hotspots, which contains three hotspots, is shown in Figure 

5.4 (b). Since all of the hotspots in the set are identical, the visual output looks like it contains a 

single hotspot. Eight out of the remaining thirteen hotspots are identical. The second set of similar 

hotspots, which contains eight hotspots, is shown in Figure 5.4 (c). The remaining five hotspots 

are identical. The third set of similar hotspots, which contains five hotspots, is shown in Figure 5.4 

(d). 
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   (a)                (b) 

   
(c)                                                                           (d) 

Figure 5.4: Density and hotspot visualization of Austin crime dataset (a) Kernel density map of 

the Austin crime dataset (b) First set of identical hotspots (c) Second set of identical hotspots          

(d) Third set of identical hotspots 

For better visualization of the hotspots, only the density values at all of the grid points in 

the scope of the hotspots are displayed. All of the other grid points that are not in the hotspots act 
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as a background, and their density is set to -10. In the rest of this document, while visualizing the 

hotspots, all of the background grid point densities are set to -10. 

Moreover, a summary of each hotspot is generated, which displays the count of the 

hotspots, their size, the average density, the standard deviation of the hotspot densities, and the 

scope of the hotspots. The creation of a hotspot summary is explained in Section 5.4. Additionally, 

with minor modifications, the Dhupgarh algorithm can be used to generate coldspots, which are 

the regions in the observation area with a density below a certain density threshold. 

5.2 Unique Hotspots Generation  

Based on our initial assumption, the seed locations are single grid points with a density 

greater than the density threshold. When the Dhupgarh algorithm, introduced in Section 5.1, is 

applied to these seeds, it generates a hotspot for every seed location. However, the algorithm often 

generates identical or overlapping hotspots. In Section 5.2, a method to obtain hotspots with 

limited or no overlap is proposed. A hotspot that has the same scope, includes the same grid points, 

has the same average density, and has the same standard deviation of densities as another hotspot 

is called a duplicate hotspot. All of the duplicate hotspots overlap completely. A hotspot is unique 

if its percentage of overlap with all of the other hotspots is not more than a predefined acceptable 

value.  

In hotspot discovery, there is also an issue with insignificant hotspots. A hotspot is 

insignificant if its size is very small. The proposed post-processing method takes care of 

insignificant, duplicate, and overlapping hotspots.  
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Unique hotspot generation involves four steps: 

1. Remove duplicate hotspots and hotspots with only one grid point. 

2. Compute the standard deviation of the density values of each of the remaining hotspots. 

3. For each pair of hotspots, calculate the percentage of overlap. 

4. If the percentage of overlap exceeds a predefined acceptable value, delete the hotspot with 

maximum standard deviation. 

Hotspots are generated using the Dhupgarh algorithm, which acts as an input to the unique 

hotspot generation algorithm. The pseudocode for generating unique hotspots is shown in Figure 

5.5. The function ‘unique_hotspots’ takes as its input a list of hotspots, acceptable overlap 

percentage, the bandwidth of the Gaussian kernel, and data points, which include the locations of 

the events. It produces a list of unique hotspots as its output. The bandwidth and data points are 

passed as input to the ‘compute_density’ function, which is used to calculate the density at grid 

points. From the hotspot list containing grid points that belong to each hotspot, duplicate hotspots 

are removed, and all non-duplicate hotspots are retained. The standard deviation of the density 

values at grid points of each of the remaining hotspots are calculated (represented in lines 4-10 in 

Figure 5.5). The list of non-duplicate hotspots could contain overlapping hotspots. For each pair 

of hotspots in the list, if the percentage of overlap exceeds the acceptable overlap percentage, we 

retain the hotspot with a lower standard deviation and delete the hotspot with a higher standard 

deviation (shown in lines 30-32 in Figure 5.5). The hotspot with lower standard deviation is 

retained because the variation in density values from mean is lesser in that hotspot. If the 

acceptable overlap percentage is set to 100%, all of the overlapping hotspots will be retained. 
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Figure 5.5: Unique hotspots pseudocode 

Algorithm 5. UNIQUE HOTSPOTS  

Input: list of hotspot locations hotspot_list, acceptable overlap percentage op, bandwidth σ, data points P 

Output: list of unique hotspots hotspot_list 

 

1.  Procedure unique_hotspots(hotspot_list, op, σ,  P) 

2. standard_deviation = [], i = 0  

3. remove duplicate hotspots and hotspots with single locations from hotspot_list 

4.  for each hotspot in hotspot_list 

5.  density = []  

6.  for each grid point g in hotspot 

7.   density.append(compute_density(σ, g, P)) 

8.  end for 

9.  standard_deviation.append(standard deviation of density array) 

10. end for  

11. while (i < length of hotspot_list - 1) 

12.  current = 0 

13.  j = i + 1 

14.  while (j < length of hotspot_list) 

15.   if (i == j)  

16.    j = j + 1 

17.    continue 

18.   end if 

19.   if (standard_deviation[i] > standard_deviation[j]) 

20.    max_i = i, min_i = j 

21.   else 

22.    max_i = j, min_i = i 

23.   end if 

24.   count = 0 

25.   for each grid point g in hotspot_list[max_i] 

26.    if (g in hotspot_list[min_i]) 

27.     count = count + 1 

28.    end if 

29.   end for 

30.   if (count * 100 / length of hotspot_list[max_i] > op or count * 100 / length of  

______________________hotspot_list[min_i] > op) 

31.    delete hotspot_list[max_i] 

32.    delete standard_deviation[max_i] 

33.    if (max_i == i and i != 0) 

34.     i = i - 1, j = 0 

35.     break 

36.    else if (max_i == 0) 

37.     i = 0, j = 0 

38.    else 

39.     j = j - 1 

40.    end if 

41.   end if 

42.   j = j + 1 

43.  end while 

44.  i = i + 1 

45. end while 

46.  return hotspot_list 

47. end Procedure 
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Hotspots were generated by the Dhupgarh algorithm for the ‘FAMILY DISTURBANCE’ 

crime category in the Austin crime dataset for events that occurred between 01-01-2019 and 01-

14-2019 with 41 as the density threshold, 0.01 as the grid point separation distance, and 0.02 as 

the bandwidth. This resulted in sixteen hotspots, out of which only three were distinct, and two out 

of those three were unique. To demonstrate the working of this post-processing method, the 

acceptable overlap percentage was set to 30%, and this method was used on the sixteen generated 

hotspots. It resulted in generating two unique hotspots. The crime hotspots generated before post-

processing, in which sixteen hotspots were grouped into three sets, are shown in Figure 5.6 (a). 

Two sets of hotspots overlap to a large extent. Two unique crime hotspots generated after post-

processing are shown in Figure 5.6 (b).  

 

   (a)                                                                     (b) 

Figure 5.6: Austin crime hotspots (a) Crime hotspots generated before post-processing                     

(b) Unique crime hotspots generated after post-processing 
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Hotspots were generated before post-processing for the ‘COLLISION’ category for the 

Austin traffic accident dataset for events that occurred between 01-01-2019 and 01-14-2019 with 

25 as the density threshold, 0.01 as the grid point separation distance, and 0.02 as the bandwidth. 

This resulted in forty-four hotspots before post-processing, out of which only three were unique. 

With an acceptable overlap percentage set to 30%, post-processing was performed to obtain unique 

hotspots.  Figure 5.7 (a) shows the kernel density map of ‘COLLISION’ events where three regions 

with relatively high densities can be observed. Figure 5.7 (b) shows the ‘COLLISION’ hotspots 

generated after post-processing, where three unique rectangular hotspots can be observed.  

   

                                (a)                                                                         (b) 

Figure 5.7: Density map and hotspots of the Austin traffic accident dataset (a) Kernel density map 

of ‘COLLISION’ (b) ‘COLLISION’ hotspots generated after post-processing 
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5.3 Adaptive Density Threshold Selection 

The Dhupgarh algorithm takes the density threshold as one of its inputs and generates 

hotspots based on that density threshold. The hotspots are grown as long as their average densities 

do not drop below the density threshold. If the selected density threshold is too low, the generated 

hotspots will be very large with high standard deviations. It could also result in a single large 

hotspot covering most of the observation area. If the density threshold is too high, there might be 

very small or no hotspots generated.  

A hotspot is considered to be ideal if its size is within a user-specified range and if its 

standard deviation does not exceed a maximum acceptable standard deviation provided by the 

user. Since density threshold selection is a critical step in hotspot discovery, we proposed an 

algorithm that selects an ideal density threshold based on two input parameters: ideal hotspot size 

range and maximum allowable standard deviation.  

A hotspot has three main features: size, average density, and standard deviation. One 

particular characteristic of the Dhupgarh algorithm is that the average densities of all of the 

generated hotspots are close to the density threshold. Therefore, size and standard deviation were 

chosen as the main parameters. We are usually not interested in very small or very large hotspots 

or hotspots with very high standard deviations, which indicate a large variation in density values. 

If the standard deviation is very high, we try to find subregions that are much hotter with higher 

event densities.  

In Section 5.3, we introduce a novel density threshold selection algorithm designed to 

select a density threshold for generating ideal hotspots that satisfy certain size and standard 
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deviation requirements specified by the user. It uses a binary search procedure to find the ideal 

density threshold. 

We assume that the required ideal density threshold lies between a window of zero and 

maximum density. Based on the characteristics of the hotspots generated, the window is shrunk 

until an ideal threshold is found. The density threshold for each iteration is the mean of the window 

range. 

Adaptive density threshold selection involves the following steps:  

1. A grid is created over the observation area. 

2. Kernel density estimation technique is used to obtain a density function and compute the 

density at each grid point. 

3. Region count is determined. 

4. The mean of the density values at all the grid points is computed. The mean density is set as 

the density threshold. 

5. Hotspots are generated using the Dhupgarh algorithm for this density threshold, and unique 

hotspots are obtained. 

6. The size and standard deviation of all of the hotspots are calculated. 

• If the size and standard deviation are within the ideal range and the number of hotspots 

is at least as much as the region count, the algorithm terminates. 

• If the size and standard deviation are within the ideal range, but the number of hotspots 

is less than the region count, the window is shrunk such that the density threshold 

decreases. Under this condition, the process from step 5 will be repeated. 
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7. If the size is not within the ideal range or standard deviation is more than the maximum 

acceptable value, three possible scenarios arise: 

• If the standard deviation of at least one of the generated hotspots exceeds the 

acceptable value or most of the generated hotspots have sizes that exceed the ideal 

size range, the window is shrunk such that the density threshold increases, and the 

process from step 5 will be repeated. 

• If most of the generated hotspots have sizes below the ideal size range, the window is 

shrunk such that the density threshold decreases. Under this condition, the process 

from step 5 is repeated. 

• If the number of hotspots that have sizes that exceed the ideal size range is equal to 

the number of hotspots that have sizes below the ideal size range, we see how much 

each hotspot deviates from the ideal size range and change the window range and 

density threshold accordingly and repeat the process from step 5. 

8. The algorithm also terminates if there is no change in the density threshold for two 

consecutive recursive calls to the algorithm, indicating that the window cannot be shrunk 

further. 

The adaptive density threshold selection algorithm is called recursively until the density 

threshold that satisfies almost all the requirements is found. The input parameters include current 

density threshold, minimum acceptable threshold value, maximum acceptable threshold value, 

bandwidth, data points, region count, maximum acceptable standard deviation, and ideal hotspot 

size range. The minimum acceptable threshold and maximum acceptable threshold values 

represent the window range within which the ideal density threshold lies. The ideal hotspot size 

range is represented by the minimum acceptable size and maximum acceptable size, which are 
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user-defined. The maximum acceptable standard deviation is the highest allowable standard 

deviation of the density values of a hotspot. A density threshold is found in such a way that all of 

the hotspots satisfy the size and standard deviation requirements as much as possible. Bandwidth 

and data points are used for kernel density estimation. The current density threshold is the density 

threshold for which hotspots are generated and checked, whether the hotspots satisfy the 

requirements or not. The ideal density threshold that satisfies the requirements is assumed to be 

within the window of minimum acceptable threshold value and maximum acceptable threshold 

value. 

Region count is defined as the number of high-density regions in a density map. It 

represents the approximate number of hotspots that we aim to capture. If this is not given as an 

input parameter, the algorithm sometimes selects a very high density threshold where there is a 

possibility of missing some hotspots. The method to find region count involves three steps: 

1. Generate a grayscale density map. 

2. Obtain a binary image from the density map. 

3. Find the number of contours in the binary image, which indicates the approximate number of 

irregularly shaped hotspots. 

  In order to find the region count, a grayscale density map is constructed over a grid. The 

density at each grid point is calculated using the density function generated by kernel density 

estimation, and a contour map that acts as a density map is obtained using the ‘contourf’ function 

in ‘matplotlib.’ Higher densities are assigned dark shades of gray, and lower densities are assigned 

shades of white. The maximum density value is assigned the color black, and the minimum density 

value is assigned white. The grayscale density map obtained for the ‘FAMILY DISTURBANCE’ 
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crime events in Austin between 01-01-2019 and 01-14-2019 is shown in Figure 5.8, where the grid 

point separation distance was 0.01, and the bandwidth was set to 0.02. 

 

Figure 5.8: Grayscale kernel density map  

 

The pixel intensity values for a grayscale image lie between 0 (black) to 255 (white). A 

pixel intensity threshold of 120 is set, and a binary image is constructed from the density map. All 

of the pixel values that are greater than the pixel intensity threshold are mapped to white, and all 

of the values less than or equal to the pixel intensity threshold are mapped to black. This results in 

a binary image in which each black region represents an irregularly shaped hotspot. The ‘threshold’ 

function provided by ‘OpenCV’ library in Python is used to obtain a binary image from the 

grayscale image. The binary image generated for the grayscale density map in Figure 5.8 is shown 

in Figure 5.9. We can see two black regions in the image. 
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Figure 5.9: Binary image of the density map 

Contours are the curves obtained by connecting the continuous points, that have the same 

intensity, along the boundary. They are useful for object detection and shape analysis. OpenCV’s 

‘findContours’ function is applied to the binary image to find the number of regions with high 

densities. This gives us the count of high-density regions, which represent the irregularly shaped 

hotspots, in the density map. When ‘findContours’ was applied to Figure 5.9, it resulted in the 

region count being set to two. This acts as one of the inputs to the adaptive density threshold 

selection algorithm. 

The pseudocode for the adaptive density threshold selection algorithm is shown in Figure 

5.10. The mean density of all the grid points in the observation area is computed. The function 

‘find_threshold’ (shown in Figure 5.10) is called with density threshold set to mean density value, 

the minimum acceptable threshold value set to zero, and the maximum acceptable threshold value 

set to the maximum density of all of the grid points in the observation area.  
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Algorithm 6. ADAPTIVE DENSITY THRESHOLD SELECTION 

Input: density threshold value threshold, minimum density for threshold min_t, maximum density for threshold 

max_t, bandwidth σ, data points P, number of high-density regions region_count, maximum acceptable standard 

deviation max_sd, minimum acceptable size min_size, maximum acceptable size max_size 

Output: density threshold value threshold  

 

1.  Procedure find_threshold(threshold, min_t, max_t, σ, P, region_count, max_sd, min_size, max_size) 

2. if threshold value is same for two consecutive calls 

3.                          return threshold 

4.           end if            

5.  A list of rectangular hotspots is generated using Dhupgarh algorithm 

6.           Unique hotspots are extracted from the hotspot list 

7.           ideal = number of hotspots with size >= min_size and size <= max_size 

8.           smaller = number of hotspots with size < min_size  

9.           larger = number of hotspots with size > max_size 

10.         higher_sd = number of hotspots with standard deviation > max_sd 

11.         ideal_sd = number of hotspots with standard deviation <= max_sd 

12. if (ideal == length of hotspot_list and ideal_sd == length of hotspot_list) 

13.  if (length of hotspot_list >= region_count) 

14.   return threshold 

15.  else 

16.   max_t = threshold 

17.   threshold = (min_t + max_t) / 2 

18. find_threshold(threshold, min_t, max_t, σ, P, region_count, max_sd, min_size, 

max_size) 

19.  end if 

20. else if (larger > smaller or higher_sd >= 1)    

21.  min_t = threshold 

22.  threshold = (min_t + max_t) / 2 

23. find_threshold(threshold, min_t, max_t, σ, P,  region_count, max_sd, min_size, max_size) 

24. else if (larger < smaller)   

25.  max_t = threshold 

26.  threshold = (min_t + max_t) / 2 

27. find_threshold(threshold, min_t, max_t, σ, P,  region_count, max_sd, min_size, max_size) 

28. else 

29.  g=0, l=0 

30.  for each hotspot h in hotspot_list with size > max_size     

31.   g = g + size of hotspot h - max_size 

32.   end for 

33.                         for each hotspot h in hotspot_list with size < min_size 

34.   l = l + min_size - size of hotspot h   

35.  end for 

36.  if (g - l > 0)    

37.   min_t = threshold 

38.   threshold = (min_t + max_t) / 2 

39. find_threshold(threshold, min_t, max_t, σ, P,  region_count, max_sd, min_size, 

max_size) 

40.  else if (g - l < 0) 

41.   max_t = threshold 

42.   threshold = (min_t + max_t) / 2 

43. find_threshold(threshold, min_t, max_t, σ, P,  region_count, max_sd, min_size, 

max_size) 

44.  end if 
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Figure 5.10: Adaptive density threshold selection pseudocode 

Dhupgarh algorithm is applied, and post-processing is performed to obtain unique hotspots. 

We obtain the count of hotspots that are in the ideal size range, the number of hotspots that are 

larger, and the number of hotspots that are smaller than the acceptable size range. The standard 

deviation of the densities of each hotspot is calculated, and the count of hotspots having more 

standard deviation than the maximum acceptable standard deviation value is obtained. 

If all the hotspots have ideal sizes and acceptable standard deviations, the number of 

hotspots obtained is compared with the region count. If the hotspot count is at least as much as the 

region count, then it indicates that the ideal density threshold is found. If the hotspot count is less 

than the region count, then it indicates that the threshold is high. Hence, we decrease the threshold 

by shrinking the window by setting the maximum acceptable threshold value to the current 

threshold, the average of the minimum and maximum acceptable threshold values becomes the 

current density threshold, and the ‘find_threshold’ function is called with the updated values. This 

is shown in lines 12-19 of Figure 5.10. 

If most of the hotspots are larger than the maximum acceptable size or if the standard 

deviation of at least one hotspot is more than the maximum acceptable standard deviation, the 

density threshold is increased by shrinking the window by setting the minimum acceptable 

threshold value to the current threshold. The average of the minimum and maximum acceptable 

threshold values becomes the current density threshold. After updating these values, the 

45. end if 

46.  end Procedure 
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‘find_threshold’ function is called with the updated values. This is shown in lines 20-23 of Figure 

5.10. 

If most of the hotspots are smaller than the minimum acceptable size, the density threshold 

is decreased by shrinking the window by setting the maximum acceptable threshold value to the 

current threshold. The average of the minimum and maximum acceptable threshold values 

becomes the current density threshold, and the ‘find_threshold’ function is called with the updated 

values. This is shown in lines 24-27 of Figure 5.10. 

If the count of hotspots that are larger than the maximum acceptable size is equal to the 

count of hotspots that are smaller than the minimum acceptable size, we see how much greater or 

lesser their sizes are from the ideal range. For each hotspot with size greater than the maximum 

acceptable size, we subtract the maximum acceptable size from the size of the hotspot and save 

the difference. The difference values are added and saved in a variable ‘g.’ For each hotspot with 

size lesser than the minimum acceptable size, we subtract the size of the hotspot from the minimum 

acceptable size and save the difference. The difference values are added and stored in a variable 

‘l.’ ‘l’ is subtracted from ‘g,’ and if this results in a positive value, then we increase the density 

threshold; if it is negative, then we decrease the density threshold. The ‘find_threshold’ function 

is called with the updated values. This is shown in lines 36-44 in Figure 5.10. If two consequent 

calls to ‘find_threshold’ produce the same threshold value, the algorithm terminates returning the 

threshold value as a result. This function returns an ideal density threshold value. 

Figure 5.11 shows the hotspots of ‘FAMILY DISTURBANCE’ crimes in Austin between 

01-01-2019 and 01-14-2019. The grid point separation distance was set to 0.01, and the bandwidth 

was 0.02. The maximum allowable standard deviation was set to 8, the region count was 2, and 
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the ideal hotspot size range was set to [30, 70]. The mean of all of the density values was 3.699, 

and the maximum density was 49.25. The ‘find_threshold’ function was called with the threshold 

set to 3.699. One hotspot was generated with 2703 size and 8.47 standard deviation. Since its size 

and standard deviation exceeded the ideal range, the minimum acceptable threshold was set to 

3.699, and the density threshold was 26.476, which was obtained by averaging 3.699 and 49.25. 

The ‘find_threshold’ function was called with updated values, which resulted in one hotspot with 

161 size and 9.8 standard deviation. Since the size was larger than the ideal size range and standard 

deviation was higher than acceptable value, the density threshold was increased to 37.86 obtained 

by averaging 26.47 and 49.25. This process continued until two hotspots that met all the 

requirements were generated. This resulted in 32.88 as the ideal density threshold. The size, 

average density, and standard deviation of the generated hotspots are shown in Table 5.1.  

 

Figure 5.11: Austin crime hotspots generated using adaptive density threshold selection algorithm 
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Table 5.1: Austin crime hotspots  

Hotspot Size Average density SD 

1 36 33.32 4.53 

2 66 32.98 7.70 

 

Adaptive density threshold selection was also performed for the Austin traffic accident 

dataset for ‘COLLISION’ events that occurred in Austin between 01-01-2019 and 01-14-2019. 

The grid point separation distance was 0.01, the bandwidth was 0.02, and the region count was 3. 

The ideal hotspot size range was [10, 50], and the maximum acceptable standard deviation was 

10, which resulted in 27.5 as the ideal density threshold.  

 

                                    (a)                                                                         (b) 

Figure 5.12: Austin traffic accident data visualization (a) Kernel density map (b) ‘COLLISION’ 

hotspots generated using adaptive density threshold selection 

Figure 5.12 (a) shows the kernel density map of ‘COLLISION’ accidents in Austin. Figure 

5.12 (b) shows ‘COLLISION’ hotspots generated using adaptive density threshold selection. It 
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contains three unique hotspots. The size, average density, and standard deviation of the generated 

hotspots are shown in Table 5.2. 

Table 5.2: Austin traffic accident hotspots  

Hotspot Size Average density SD 

1 15 29 4.36 

2 6 27.7 1.49 

3 42 27.84 10.05 

 

As observed in Table 5.1 and Table 5.2, the adaptive density threshold selection algorithm 

finds a density threshold that tries to satisfy the ideal hotspot size and standard deviation 

requirements. In some scenarios, it may not be possible to obtain the density threshold that satisfies 

all of the conditions. Therefore, an error metric is defined, and the impact of the choice of the ideal 

hotspot size range and maximum standard deviation on the accuracy of the adaptive density 

threshold selection algorithm is discussed in Section 5.5. 

5.4   Hotspots Summaries Creation 

A summary of each of the hotspots is obtained after generating unique hotspots. It includes 

the hotspot number, size, scope, average density, and standard deviation of the density values of 

each hotspot.  

The scope of the hotspot is represented by the addresses of four corner grid points of a 

rectangular hotspot. The address is obtained by reverse geocoding. Reverse geocoding generates 

an address from a latitude-longitude pair. ‘geopy’ is a Python client that provides several popular 

geocoding web services. By providing the location coordinates to ‘reverse’ function in ‘geopy,’ 
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the address is obtained. The four corner latitude and longitude values of the scope of the hotspots 

are obtained, and reverse geocoding is performed to acquire the addresses of the four grid points.  

The summaries generated when the ‘FAMILY DISTURBANCE’ crimes in Austin between 

01-01-2019 and 01-14-2019 acted as the input, with 0.01 as the grid point separation distance and 

0.02 as the bandwidth, are shown in Table 5.3. The density threshold was 32.89 obtained using 

adaptive density threshold selection with the ideal hotspot size range set to [30, 70], the maximum 

standard deviation was 8, and the region count was 2. Unique hotspots were obtained for the chosen 

density threshold. 

Table 5.3: ‘FAMILY DISTURBANCE’ hotspots summaries (threshold = 32.89) 

Hotspot Size Scope Average 

density 

SD 

1 36 404, Tilbury Lane, East Congress, Austin, Travis          

County, Texas, 78745 

6110, Trade Center Drive, McKinney, Austin, Travis   

County, Texas, 78744 

804, Garner Avenue, Zilker, Austin, Travis County,      

Texas, 78704 

Alexan, Hidalgo Street, Holly, Austin, Travis County,  

Texas, 78702 

33.32 4.53 

2 66 Hancock Golf Course, 811, East 41st Street, Hyde Park, 

Austin, Travis County, Texas, 78751 

5512, Tipton Drive, Pecan Springs Springdale, Austin, 

Travis County, Texas, 78723 

The Domain, 11410, Century Oaks Terrace, Rock Rose, 

Austin, Travis County, Texas, 78758 

605, West Yager Lane, Park Central, Sprinkle Corner, 

Austin, Travis County, Texas, 78753 

32.98 7.7 

 

Adaptive density threshold selection was also run for the Austin traffic accident dataset for 

‘COLLISION’ events that occurred in Austin between 01-01-2019 and 01-14-2019. The grid point 

separation distance was 0.01, and the bandwidth was 0.02. The allowable hotspot size range was 
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[10, 50], the maximum acceptable standard deviation was 10, and the region count was 3, which 

resulted in a density threshold of 27.5. Hotspots were generated, and post-processing was 

performed, which generated three unique hotspots. The summaries obtained for the accident 

hotspots are provided in Table 5.4. 

Table 5.4: ‘COLLISION’ hotspots summaries (threshold = 27.5) 

Hotspot Size Scope Average 

density 

SD 

1 15 Resort Lane, Garden Valley Village, Travis County, 

Texas, 78725 

14407, Hunter's Bend Road, Chaparral Crossing, 

Dunlap, Hornsby Bend, Travis County, Texas, 78725 

Bud Dryden Airport, Blue Bluff Road, The Woodlands, 

Austin, Travis County, Texas, 78724 

Roderick Drive, Decker Lake Estates, Trinity Hill, 

Hornsby Bend, Travis County, Texas, 78725 

29 4.36 

2 6 16005, Hamilton Point Circle, Manor, Travis County, 

Texas, 78653 

Old Highway 20, Hamilton Point, New Katy, Manor, 

Travis County, Texas, 78653 

13444, Breezy Meadow Lane, New Katy, Manor, Travis 

County, Texas, 78653 

Presidential Meadows, New Katy, Manor, Travis 

County, Texas, 78653 

27.7 1.49 

3 42 12667, Waters Park Road, Tomanet Estates, Austin, 

Travis County, Texas, 78759 

781, Jane Austen Trail, Parkside at Northtown 

Condominiums, Travis County, Texas, 78660 

14530 1/2, Mopac Expressway, Cimarron, Williamson 

County, Texas, 78728 

17305, Marfa Lights Trail, Spring Trails, Pflugerville, 

Travis County, Texas, 78682 

27.84 10.05 
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5.5 Experiments 

5.5.1 Goals and Objectives 

Two experiments were conducted to analyze hotspot characteristics and evaluate the 

generated hotspots. The first experiment was conducted to analyze the impact of the density 

threshold on hotspot characteristics. The second experiment was conducted to assess the quality 

of the generated hotspots. The hotspots for the second experiment were generated using a density 

threshold selected by the adaptive density threshold selection algorithm. 

5.5.2   Experiment 1 

The objective of this experiment was to analyze the impact of density threshold on the 

characteristics of the generated hotspots. It summarizes the effect of an increase in the density 

threshold on the characteristics of the obtained hotspots. To achieve this, a grid overlapping the 

observation was created, and the density value at each grid point was computed using kernel 

density estimation. The range between the mean value of the densities at all of the grid points and 

the maximum density value was divided into twenty intervals. Hotspots were generated for each 

of those values as density thresholds, and the number of unique hotspots, average density, size, 

and standard deviation of density values were calculated.  

The summaries generated for ‘FAMILY DISTURBANCE’ hotspots, which included 

events that occurred between 01-01-2019 and 01-14-2019 obtained from the Austin crime dataset, 

are shown in Table 5.5.  
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Table 5.5: Multiple threshold summaries of Austin crime hotspots 

Density 

threshold 

Number of 

unique hotspots 

Average 

density Size SD 

3.69959 1 3.69959 2703 8.46889 

5.97726 1 6.07243 1643 10.17985 

8.25494 1 8.47535 1113 11.54254 

10.53262 2 10.67471 828 12.40078 

10.53262 10.71901 20 1.55681 

12.81029 2 13.04542 684 12.56513 

12.81029 12.90720 2 0.02478 

15.08797 1 15.31431 561 12.70413 

17.36564 1 17.68736 429 12.72944 

19.64332 1 19.92970 348 12.24396 

21.92099 1 21.94834 260 11.22248 

24.19867 1 24.49100 207 10.35597 

26.47634 2 26.94309 60 7.47417 

26.47634 26.52665 161 9.81549 

28.75401 2 29.69381 45 6.04937 

28.75401 29.62260 110 9.11988 

31.03169 2 31.67325 32 4.72602 

31.03169 31.77783 85 8.58211 

33.30936 2 33.56740 24 3.12596 

33.30936 33.72780 60 8.35215 

35.58704 2 36.12344 12 1.26706 

35.58704 36.27187 44 7.19676 

37.86471 2 37.96087 2 0.28586 

37.86471 38.41319 30 6.09206 

40.14239 1 40.47883 24 4.94051 

42.42006 1 42.85717 14 4.55775 

44.69774 1 44.96953 10 3.41807 

46.97541 1 47.40457 6 1.28498 

 

When the density threshold was set to the mean value, the entire observation area was 

obtained as a hotspot. It can be observed that as the density threshold increases, the hotspot size 

decreases, and the average density increases. The standard deviation also has a decreasing trend 

overall with an increase in the density threshold. The hotspots with smaller sizes have lower 

standard deviations. 



65 
 

5.5.3 Experiment 2 

The main objective of this experiment was to assess the quality of the hotspots generated 

using a density threshold selected by the adaptive density threshold selection algorithm. The 

quality was assessed by computing the error in the generated hotspots. To calculate the error, we 

saw how much the generated hotspots varied from the ideal range. The ideal hotspot size range 

and maximum acceptable standard deviation are user-defined values. They act as inputs to the 

adaptive density threshold selection algorithm. We defined three error metrics, called hotspot size 

error, standard deviation error, and combined error. If the hotspot size is within the ideal hotspot 

size range, then the hotspot size error is zero; otherwise, the hotspot size error is calculated. If the 

standard deviation is more than the maximum acceptable standard deviation, then the standard 

deviation error is calculated; otherwise, the standard deviation error is zero. The combined error 

of a hotspot is the average of the hotspot size and standard deviation errors. 

If the size of the generated hotspot is s, and if s is not within the ideal hotspot size range 

(between smin and smax), the hotspot size error is calculated. savg is the average of smin and smax given 

by 

𝑠𝑎𝑣𝑔 =
𝑠𝑚𝑖𝑛+𝑠𝑚𝑎𝑥

2
                                                                     (5.1) 

If s is closer to smin than smax, hotspot size error percentage is given by 

ℎ𝑜𝑡𝑠𝑝𝑜𝑡 𝑠𝑖𝑧𝑒 𝑒𝑟𝑟𝑜𝑟 =
𝑠𝑚𝑖𝑛−𝑠

𝑠𝑎𝑣𝑔
∗ 100                                                           (5.2) 

If s is closer to smax than smin, hotspot size error percentage is given by 

ℎ𝑜𝑡𝑠𝑝𝑜𝑡 𝑠𝑖𝑧𝑒 𝑒𝑟𝑟𝑜𝑟 =
𝑠−𝑠𝑚𝑎𝑥

𝑠𝑎𝑣𝑔
∗ 100                                                             (5.3) 
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If sdmax is the maximum acceptable standard deviation, and sd is the standard deviation of the 

density values of the current hotspot such that sd > sdmax, the standard deviation error percentage 

is given by 

𝑆𝐷 𝑒𝑟𝑟𝑜𝑟 =
𝑠𝑑−𝑠𝑑𝑚𝑎𝑥

𝑠𝑑𝑚𝑎𝑥
∗ 100                                                                         (5.4) 

Combined error is the average of hotspot size error and standard deviation error given by 

𝑐𝑜𝑚𝑏𝑖𝑛𝑒ⅆ 𝑒𝑟𝑟𝑜𝑟 =
ℎ𝑜𝑡𝑠𝑝𝑜𝑡 𝑠𝑖𝑧𝑒 𝑒𝑟𝑟𝑜𝑟 + 𝑆𝐷 𝑒𝑟𝑟𝑜𝑟

2
                             (5.5) 

For example, if the ideal hotspot size range is [10, 20], and the maximum acceptable 

standard deviation is 5, and by using the density threshold selected by the adaptive density 

threshold selection, we obtained a hotspot with size 8 and standard deviation 5.3. The hotspot size 

error is ((10-8)/15)*100, which equals 13.33%. The standard deviation error is ((5.3-5)/5)*100, 

which equals 6%. The combined error of the hotspot is the average of the two errors, which equals 

9.665%.  

The experiment was conducted using two datasets. The first dataset was the Austin crime 

dataset. The input batch contained ‘FAMILY DISTURBANCE’ crime category events that 

occurred between 01-01-2019 and 01-14-2019. When the acceptable hotspot size was set to [30, 

70] and the maximum acceptable standard deviation was 8, the ideal density threshold was 32.88, 

and we obtained 0% error, as all the generated hotspots satisfied the requirements. The average 

density, size, standard deviation, hotspot size error, standard deviation error, and the combined 

error values generated for each hotspot in the input batch are shown in Table 5.6. Since we 

provided a flexible range for hotspot size and standard deviation, the combined error for both the 

hotspots generated was 0%.  
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Table 5.6: Error in ‘FAMILY DISTURBANCE’ hotspots (threshold = 32.88, ideal hotspot size = 

[30, 70], maximum SD = 8) 

Hotspot Average density Size SD Hotspot size 

error 

SD error Combined 

error 

1 33.32 36 4.53 0 0 0 

2 32.98 66 7.7 0 0 0 

 

If the ideal hotspot characteristics are made more restrictive by providing a tighter range 

for size and lower standard deviation limit, the error will most likely increase. For the same input 

batch, the ideal hotspot size range was changed to [20, 40], and the maximum acceptable standard 

deviation was 6. As shown in Table 5.7, we obtained a 26.67% hotspot size error and a 0% standard 

deviation error for the first hotspot. The combined error of the first hotspot was 13.33%, whereas, 

for the second hotspot, it was 0%.  

Table 5.7: Error in ‘FAMILY DISTURBANCE’ hotspots (threshold = 39.29, hotspot size = [20, 

40], maximum SD = 6) 

Hotspot Average 

density 

Size SD Hotspot size 

error 

SD 

error 

Combined error 

1 39.67 12 1.96 26.67% 0 13.33% 

2 39.41 32 5.7 0 0 0 

The second dataset was the Austin traffic accident dataset. The input batch contained 

‘COLLISION’ events that occurred between 01-01-2019 and 01-14-2019. When the ideal hotspot 

size range was set to [10, 50] and the maximum acceptable standard deviation was set to 10, the 

density threshold generated using adaptive density threshold selection algorithm was 27.5, and we 

obtained a 0% combined error for the first hotspot, 6.665% combined error for the second hotspot 

and 0.25% combined error for the third hotspot. The average density, size, standard deviation, 

hotspot size error, standard deviation error, and combined error generated for each hotspot in the 

input batch are shown in Table 5.8.  



68 
 

Table 5.8: Error in ‘COLLISION’ hotspots (threshold = 27.5, hotspot size = [10, 50], maximum 

SD = 10) 

Hotspot Average 

density 

Size SD Hotspot size 

error 

SD error Combined error 

1 29 15 4.36 0 0 0 

2 27.7 6 1.49 13.33% 0 6.665% 

3 27.84 42 10.05 0 0.5% 0.25% 

 

For the same input batch, the ideal hotspot size range was changed to [15, 40], and the 

maximum acceptable standard deviation was 8. As shown in Table 5.9, we obtained a 16.36% 

combined error for the first hotspot and 0% combined error for the second hotspot. This indicates 

that as we make the restrictions more rigid, the error increases. 

Table 5.9: Error in ‘COLLISION’ hotspots (threshold = 32.8, hotspot size = [15, 40], maximum 

SD = 8) 

Hotspot Average 

density 

Size SD Hotspot size 

error 

SD error Combined error 

1 33.25 6 1.8 32.72% 0 16.36% 

2 34.9 25 7.69 0 0 0 

 

The adaptive density threshold selection algorithm finds an ideal density threshold that 

generates hotspots that try to satisfy the size and standard deviation requirements that we provide. 

The hotspots with larger sizes tend to have higher standard deviations, and the hotspots with 

smaller sizes tend to have lower standard deviations.  If the given size or standard deviation range 

is very rigid, there could be some error in the generated hotspots, as not all hotspots will be able 

to satisfy those restrictions. It was observed that as we make the restrictions more flexible, the 

error reduces.  
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Chapter 6 

Change Analysis and Alert System 

Change analysis is a technique used to analyze how a particular value or a set of values in 

an observation area changes with time. Analyzing changes that occur in spatial data with time is 

essential for many applications. A lot of useful information can be obtained by examining how the 

event densities in an observation area change or how the event hotspots change with time. In this 

chapter, two techniques to perform change analysis are introduced. The first technique is called 

density-based change analysis, where a grid over the observation area is used. The density change 

at each grid point is analyzed and summarized. The second technique is called hotspot-density-

based change analysis, where we monitor and summarize the density changes that occur to hotspot 

locations with time. Moreover, an alert system is developed, which warns the public by using 

triggers built on density-based and hotspot-density-based change analysis results. The results of 

the change analysis are stored in a database, and triggers are run to send alerts in the form of emails. 

The density-change-based alerts and hotspot-density-change-based alerts are also introduced in 

this chapter. Users may choose to subscribe to the type of alerts they want to receive. 
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6.1 Density-based Change Analysis 

For some applications, we might be concerned with the density of the entire observation 

area. We might want to monitor the changes that occur at each grid point, such as the increase or 

decrease in the number of reported cases of a contagious disease, a crime, or traffic-accidents. 

Section 6.1 introduces a density-based technique that we proposed to analyze the changes that 

occur to the density values at all of the grid points in the observation area. Density-based change 

analysis has three steps: 

1. Calculate the density values at all the grid points for two consecutive batches. 

2. Subtract the corresponding density values at each grid point. 

3. Extract rectangular hotspots and coldspots from the density difference. 

A grid is created, and density at each grid point is calculated for the first input batch using 

the functions introduced in Section 4.1. We also calculate the density at each grid point in the 

observation area for the second batch. Next, at each grid point, we subtract the density at that grid 

point in the first batch from the density at that grid point in the second batch using formula 6.1.  

𝜑(𝑥, 𝑦) = 𝜑𝑡(𝑥, 𝑦) − 𝜑𝑡−1(𝑥, 𝑦)                                           (6.1) 

This results in a density difference map, which is a continuous function that can be 

visualized, analyzed, and summarized using the methods we introduced earlier.  

To illustrate the use of density difference maps, we used a crime map from the city of 

Austin. The first batch included ‘CRIMINAL MISCHIEF’ crime category events obtained from 

the Austin crime dataset that occurred between 01-01-2019 and 01-14-2019. The second batch 

included events that occurred between 01-15-2019 and 01-28-2019. Using 0.01 as the grid point 
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separation distance, a grid was constructed. Kernel density estimation technique was used for both 

the batches to compute the density at each grid point. Kernel density maps for the two input batches 

are shown in Figure 6.1. 

  

                                      (a)                                                                         (b) 

Figure 6.1: Kernel density map of ‘CRIMINAL MISCHIEF’ in Austin (a) Density of events in the 

first batch (b) Density of events in the second batch 

The density difference map for the two consecutive batches is shown in Figure 6.2 (a) and 

the Austin city map is shown in Figure 6.2 (b). From Figure 6.2, it can be observed that the density 

slightly increased at Cedar Park, Round Rock, Manor, Sunset Valley, and Creedmoor. The density 

slightly decreased at Garfield, Elroy, Bee Cave, and Buda. The density at the region between 

Pflugerville and West Lake Hills intensified, while the density at West Lake Hills decreased 

significantly. 
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 (a)                                                                                (b) 

Figure 6.2: Density difference map (a) ‘CRIMINAL MISCHIEF’ density difference (b) Austin 

city map 

To extract hotspots and coldspots from the density difference map using Dhupgarh 

algorithm, the mean and standard deviation of the density difference values at each grid point in 

the density difference map are computed. The hotspot discovery function ‘discover_hotspots’ 

described in Section 5.1 and the post-processing function ‘unique_hotspots’ described in Section 

5.2 are applied to the density difference to generate unique rectangular hotspots. The density 

threshold value is set to the sum of the mean of density difference (𝜇𝑑𝑖𝑓) and m times the standard 

deviation of density difference (𝑆𝐷𝑑𝑖𝑓). The threshold regulator (m) is a user-specified parameter. 

dif is used to represent the density difference. 

ℎ𝑜𝑡𝑠𝑝𝑜𝑡 ⅆ𝑒𝑛𝑠𝑖𝑡𝑦 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙ⅆ𝑑𝑖𝑓 = 𝜇𝑑𝑖𝑓 + (𝑚 ∗ 𝑆𝐷𝑑𝑖𝑓)                                     (6.2) 
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To generate coldspots, the density threshold value is set to the difference of the mean of 

density difference (𝜇𝑑𝑖𝑓) and m times the standard deviation of density difference (𝑆𝐷𝑑𝑖𝑓).  

𝑐𝑜𝑙ⅆ𝑠𝑝𝑜𝑡 ⅆ𝑒𝑛𝑠𝑖𝑡𝑦 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙ⅆ𝑑𝑖𝑓 = 𝜇𝑑𝑖𝑓 − (𝑚 ∗ 𝑆𝐷𝑑𝑖𝑓)                                   (6.3) 

 

                               (a)                                                                     (b)                                                      

Figure 6.3: Density difference hotspots and coldspots generated for Austin crime dataset                  

(a) ‘CRIMINAL MISCHIEF’ density change hotspots (b) ‘CRIMINAL MISCHIEF’ density 

change coldspots 

The rectangular hotspots and coldspots generated for ‘CRIMINAL MISCHIEF’ density 

difference map are shown in Figure 6.3. For the input that we considered, the average value of the 

density difference values at all of the grid points (𝜇𝑑𝑖𝑓) was zero, and the standard deviation of the 

density difference values at all of the grid points  (𝑆𝐷𝑑𝑖𝑓)  was 3.95. For post-processing, the 

acceptable overlap percentage was set to 30%. For better visualization of the density difference 

hotspots, all of the density difference values at the grid points that did not belong to the hotspot 

were set to -10, which acted as a background. For better visualization of the density difference 
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coldspots, all of the density difference values of the grid points that did not belong to the coldspot 

were set to 10, which acted as a background. The value of m was set to 3. 

In Figure 6.3 (a), we see a single hotspot whose scope is the region near the intersection of 

I-35 and Highway 183, northeast of West Lake Hills in Austin. This hotspot indicates that the 

density of criminal mischief in that region increased in the second batch when compared with the 

first batch. In Figure 6.3 (b), we see a single coldspot whose scope is the region east of the area 

between West Lake Hills and Sunset Valley centered at I-35 in Austin. This coldspot indicates that 

the density of criminal mischief in that region decreased in the second batch when compared with 

the first batch. 

6.2 Density-change-based Alerts 

To obtain meaningful information from the hotspots and coldspots generated by density-

based change analysis explained in Section 6.1, allowing us to warn the public, we designed a 

density-surge alert. A density-surge alert is raised for each density change hotspot. 

6.2.1 Density-surge Alert 

The increase in density in the second batch when compared with the first batch is 

represented by the density-change hotspots. While obtaining the density-change hotspots, the size, 

four corner grid points, average density, and standard deviation of the density-change hotspots are 

also computed. Since the hotspots generated are rectangular, we can define the scope of a hotspot 

using four corner grid points. To obtain an address from these grid points, reverse geocoding is 

conducted using the Python function ‘reverse’ in ‘geopy.’ Four addresses are generated for four 
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corner grid points for each hotspot, and the area enclosed by these four addresses represents the 

scope of the hotspot. 

A density-surge alert is raised if the density difference map has at least one hotspot. The 

alert includes an image of the density difference hotspots, a warning message ‘The density of the 

events increased in these regions,’ and a summary that includes the size, scope, average density, 

and standard deviation of the density difference hotspots.  

A density-surge alert was generated for the ‘CRIMINAL MISCHIEF’ density difference 

hotspots shown in Figure 6.3 (a). Figure 6.4 depicts the region where the density of ‘CRIMINAL 

MISCHIEF’ increased in the second batch when compared with the first batch. The density-surge 

summary is shown in Table 6.1.  

 

Figure 6.4: Density-surge hotspot 
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Table 6.1: Density-surge summary 

Size Scope  Hotspot 

average 

density 

Hotspot 

standard 

deviation 

78 3913, Balcones Drive, Balcones Park, Austin, Travis County, 

Texas, 78703 

Squig Pond, Southern Walnut Creek Trail, Austin, Travis 

County, Texas, 78724-1199 

7708, West Rim Drive, Marbry's Ridge, Austin, Travis 

County, Texas, 78731 

Dawes Place, Pioneer Crossing West, Sprinkle Corner, Austin, 

Travis County, Texas, 78754 

10.50 8.29 

 

This method can also be used to analyze density difference coldspots and raise a density-

decline alert. The decrease in the density of the second batch when compared with the first batch 

is represented by the density-change coldspots. A density-decline alert can be raised if the density 

difference map has at least one coldspot.  

6.3  Hotspot-density-based Change Analysis 

In some situations, we might be concerned with a change in the density of a particular 

region, rather than in the entire observation area. Hotspot-density-based change analysis can be 

used to monitor the density changes that occur to hotspot regions, with time. Hotspot-density-

based change analysis has three steps: 

1. Hotspots are generated for the first batch. 

2. The locations, average density, and standard deviation of the densities of each hotspot are 

computed. 

3. The density values of the second batch at the grid points in the scope of the previously 

generated hotspots are compared with hotspot densities in the first batch. 
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A grid enclosing the observation area is created, and the event density values at all the grid 

points are computed for the first input batch. The adaptive density threshold selection algorithm is 

used to compute an ideal density threshold. Using this density threshold, hotspots are generated 

using the Dhupgarh algorithm, and post-processing is done to obtain unique hotspots. 

Using the locations in the scope of the hotspots obtained in the first batch, we retrieve the 

densities in the second batch. We iterate over the hotspots in the first batch, obtain the grid points 

that belong to the scope of the hotspots, compute the density values at those grid points in the 

second batch, and compare them.  

For each hotspot in the first batch with average density μ1 and standard deviation SD1, the 

average density μ2 and standard deviation SD2 of the densities at the corresponding region in the 

second batch are computed. The average standard deviation is obtained by 

𝑆𝐷 =
𝑆𝐷1+𝑆𝐷2

2
                                                                     (6.4) 

If  𝜇2 𝜖 [𝜇1 −
1

4
𝑆𝐷,  𝜇1 +

1

4
𝑆𝐷] then the average density of the scope the hotspot generated 

in the first batch is similar to the average density at that region in the second batch. If  

𝜇2 𝜖 [𝜇1 −
1

2
𝑆𝐷, 𝜇1 −

1

4
𝑆𝐷) or  𝜇2 𝜖 (𝜇1 +

1

4
𝑆𝐷, 𝜇1 +

1

2
 𝑆𝐷] the average density of the scope of 

the hotspot generated in the first batch is partially similar to the average density at that region in 

the second batch. If none of the above-mentioned conditions are satisfied, the average density of 

the scope of the hotspot generated in the first batch is dissimilar to the average density at that 

region in the second batch. 

If the density values are similar, it indicates that there is no noticeable change in the event 

density in that region. If the density values are partially similar, it indicates that there is a minor 
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increase or decrease in the event density in that region. If the density values are dissimilar, it 

indicates that there is a significant increase or decrease in the event density in that region. 

To perform hotspot-density-based change analysis, we used Austin crime dataset. The first 

batch included the ‘THEFT BY SHOPLIFTING’ crime category events that occurred between 01-

01-2019 and 01-14-2019 in Austin. The second batch included the events that occurred between 

01-15-2019 and 01-28-2019. Using 0.01 as the grid point separation distance and 0.02 as the 

bandwidth, kernel density maps were constructed, as shown in Figure 6.5.  

 

                                    (a)                                                                         (b) 

Figure 6.5: Kernel density map of ‘THEFT BY SHOPLIFTING’ crime in Austin (a) Batch 1         

(b) Batch 2 

 

Adaptive density threshold selection was conducted with ideal hotspot size range set to 

[30, 90] and maximum acceptable standard deviation set to 15, which resulted in 55.63 as the ideal 

density threshold. A unique hotspot was generated with 30% as the maximum acceptable overlap 
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percentage, as shown in Figure 6.6. The locations in the scope of the hotspot were saved. The 

density values at the saved locations in the second batch are shown in Figure 6.7.      

 

Figure 6.6: ‘THEFT BY SHOPLIFTING’ crime hotspots in Austin for the first batch

 

Figure 6.7: ‘THEFT BY SHOPLIFTING’ crime density in the second batch at saved locations 
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The summary of the hotspot-change analysis is shown in Table 6.2. For this input,               

SD = 13.35, SD/4 = 3.34; 56.3 ϵ [52.356, 59.036].  Since the average density in the second batch 

at the saved hotspot locations was within a range of one quarter times the average standard 

deviation from the average density of the hotspot in the first batch, the density values at the saved 

locations were considered to be similar in both batches. 

Table 6.2: Summary of hotspot-density-based change analysis 

Hotspot 

number 

Batch 1 

average 

density 

(μ1) 

Batch 2 

average 

density 

(μ2) 

Batch 1 

Standard 

deviation 

(SD1) 

Batch 2 

Standard 

deviation 

(SD2) 

Average 

standard 

deviation 

(SD) 

Similarity 

measure 

1 55.696 56.388 15.367 11.324 13.35 Similar 

 

6.4 Hotspot-density-change-based Alerts 

Based on the output of the hotspot-density-based change analysis described in Section 6.3, 

we defined two alerts, called minor-change alert and major-change alert. If the output of hotspot-

density-based change is partially similar, a minor-change alert is issued; if it is dissimilar, a major-

change alert is issued.  

6.4.1 Minor-change Alert 

If the output of the hotspot-density-based change analysis for any hotspot is ‘partially 

similar,’ it indicates that a minor-change occurred in the average density of the scope of that 

hotspot. The grid points that belong to the scope of the hotspot generated in the first batch are 

saved. If the average density at those locations in the second batch is more than the average density 

of the hotspot in the first batch, a partial increase minor-change alert is issued with the message, 
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‘This region has a minor increase in its density.’ If the average density of the saved locations in 

the second batch is less than the average density of the hotspot in the first batch, a partial decrease 

minor-change alert is issued with the message ‘This region has a minor decrease in its density.’ 

6.4.2 Major-change Alert 

If the output of the hotspot-density-based change analysis for any hotspot is ‘dissimilar,’ it 

indicates that a major change occurred in the density in that region. The grid points that belong to 

the scope of the hotspot generated in the first batch are saved. If the average density of the saved 

locations in the second batch is more than the average density of the hotspot in the first batch, an 

increase major-change alert is issued with the message, ‘This region has a major increase in its 

density.’ If the average density of the saved locations in the second batch is less than the average 

density of the hotspot in the first batch, a decrease major-change alert is issued with the message, 

‘This region has a major decrease in its density.’ 

Hotspot-density-based change analysis was conducted for the Austin crime dataset. The 

first batch included ‘RUNAWAY CHILD’ crime category events that occurred between 01-01-

2019 and 01-14-2019 in Austin. The second batch included events that occurred between 01-15-

2019 and 01-28-2019. With 0.01 as the grid point separation distance and 0.02 as the bandwidth, 

kernel density maps were constructed, as shown in Figure 6.8. Adaptive density threshold selection 

was performed with the ideal hotspot size range set to [30, 90] and the maximum acceptable 

standard deviation set to 15, which resulted in 73.66 as the ideal density threshold. A unique 

hotspot was generated, as shown in Figure 6.9. The hotspot locations were saved. The density 

values at the saved locations in the second batch are shown in Figure 6.10. 
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                                    (a)                                                                         (b) 

Figure 6.8: Kernel density map of ‘RUNAWAY CHILD’ crime in Austin (a) Batch 1 (b) Batch 2 

 

Figure 6.9: ‘RUNAWAY CHILD’ crime hotspots in the first batch shown on Austin city map 
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The alert summary is shown in Table 6.3. The alert also included a message ‘This region 

has a major decrease in its density,’ since the output of the hotspot-change analysis was 

‘dissimilar.’ 

 

Figure 6.10: ‘RUNAWAY CHILD’ crime density in the second batch at saved locations shown on 

Austin city map 

Table 6.3: Major-change alert summary of ‘RUNAWAY CHILD’ crime in Austin  

Hotspot 

number 

μ1 μ2 SD1 SD2 Size Scope 

1 77.5 31.1 13.5 4.5 18 1407, Greenwood Avenue, MLK, Austin, Travis 

County, Texas, 78721 

1728, Hillcrest Lane, MLK-183, Austin, Travis 

County, Texas, 78721 

7210, Meador Avenue, St. Johns, Austin, Travis 

County, Texas, 78752 

2250, Ridgepoint Drive, Berkley Square - 

Headway, Sprinkle Corner, Austin, Travis 

County, Texas, 78754 
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Chapter 7 

Conclusions 

In this thesis, a novel spatio-temporal data analysis framework called Satpura was 

introduced. This framework, which operates on a uniform quadrilateral grid, has density 

estimation, hotspot discovery, and change analysis capabilities. It also provides an alert feature 

where email alerts can be sent based on the results of change analysis. We proposed a novel 

rectangular hotspot discovery algorithm called Dhupgarh, a hotspot post-processing method, an 

automatic density threshold selection mechanism for Dhupgarh, an evaluation method to assess 

the quality of the generated hotspots, two change analysis techniques, and an alert system based 

on the results of the change analysis. The alert feature provided by this framework can be used as 

an early warning system for spatio-temporal data. Satpura was used to analyze Austin crime and 

Austin traffic accident datasets. 

Satpura uses two non-parametric density estimation approaches, naïve and kernel density 

estimation, to generate the density functions. Three experiments were conducted to compare and 

analyze the density functions created using these density estimation methods. 
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• In the first experiment, the density functions generated by naïve and kernel density estimation 

methods were analyzed by comparing the statistical measures of the density values generated 

on a grid by each of these methods. We observed that the mean and standard deviation of the 

density values obtained by kernel density estimation technique are higher than the density 

values obtained by naïve density estimation.  

• The second experiment was conducted to analyze the impact of the input parameters on the 

density functions generated by naïve and kernel density estimation techniques. Naïve density 

estimation depends on the grid cell size. We observed that by increasing the grid cell size, the 

mean density and standard deviation increase. Kernel density estimation depends on 

bandwidth. Additionally, we observed that as the bandwidth increases, the standard deviation 

of density values and the maximum density decrease. There is no noticeable impact of 

bandwidth on the mean density.  

• The third experiment was conducted to compare the shape of the density function by 

comparing the shape of the histograms of the density values at grid points generated using 

different bandwidths for kernel density estimation. We observed that as the bandwidth of the 

Gaussian kernel increases, the density range decreases, and the density distribution curve of 

the histogram becomes smoother. 

To identify hotspots with density values greater than a certain threshold, the Dhupgarh 

algorithm, which operates on a uniform grid, was proposed. This algorithm starts with a single 

grid point as its seed and grows the seed hotspot rectangularly based on the density values of its 

neighbors and density threshold. A post-processing technique to remove duplicate and highly 

overlapping hotspots was proposed, and a recommendation technique called adaptive density 

threshold selection that suggests the ideal density threshold for a given set of inputs was also 
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introduced. An experiment was conducted to compare the characteristics of the hotspots generated 

for multiple density thresholds. We observed that as the density threshold increases, the average 

hotspot density increases, whereas the size of the hotspot and standard deviation of the density 

values in the hotspot decrease. A hotspot evaluation metric was proposed, and an experiment was 

conducted to evaluate the accuracy of the hotspots generated using the density threshold selected 

by the adaptive density threshold selection technique.  

To identify the changes that occur to density values with time, we proposed two change 

analysis techniques: density-based change analysis and hotspot-density-based change analysis. 

The rectangular regions with high variation in densities with time were identified using density-

based change analysis. In hotspot-density-based change analysis, the changes that occur to the 

density values at hotspot locations were analyzed. Based on the density-based change analysis, 

density-change-based alerts, and based on the hotspot-density-based change analysis, hotspot-

density-change-based alerts were designed to provide a summary of the change and inform the 

public. Satpura can be applied in fields like epidemiology, climatology, criminology, and 

transportation. This generic framework can be used to analyze any spatio-temporal dataset. 

The Satpura framework uses kernel density estimation to extract smooth hotspots that are 

suitable for obtaining summaries. To analyze the data at a lower level, naïve density estimation is 

more suitable. Several additions and modifications can be made to this framework to make it more 

efficient. For example, the hotspot discovery algorithm can be parallelized to improve the speed, 

and a recommendation system for bandwidth selection for kernel density estimation can be 

developed. Currently, a global threshold is used to obtain the hotspots, which may not be suitable 

for all scenarios. The framework can be modified to consider local and global thresholds. A hotspot 



87 
 

post-processing technique can be developed to extract irregular hotter subregions from the 

rectangular hotspots. Further, more visualization techniques can be developed, and topology-based 

seed placement technique can be implemented.  
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