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Abstract 

Bio-threat detection is a problem of paramount importance to the modern 

society. One of the major requirements of a system that could detect such 

threats is to have a low false alarm rate. An important reason behind false 

alarms is the inability of the system to take into consideration the ambient 

aerosol background of the location under consideration. This is because aerosol 

backgrounds typically differ across locations—one agent may be naturally 

present in one location but might be unusual for some other location. Although 

work has been done in the past to characterize aerosol backgrounds of certain 

locations, there is no general algorithm available that creates an aerosol 

background model at a particular location. This work centers on the design and 

implementation of a Sensor Modeling Toolbox. The toolbox assumes that the 

sensor data comes from a Gaussian mixture distribution; therefore, it uses 

Gaussian mixture models (GMM) to model the sensor data. The Expectation 

Maximization algorithm is used to estimate the parameters of the GMM and the 

Bayesian Information Criterion (BIC) is used to select the best model by 

considering both the log-likelihood and model complexity (number of 

parameters to be estimated) of the GMM. The toolbox provides various 
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functionalities, the major ones being to create a model for a set of sensor 

observations, to generate a model for the aerosol background at a particular 

location, and to assess similarity between two sets of sensor readings by 

introducing two novel distance functions. The functionalities of the toolbox are 

evaluated on two real-world datasets that were obtained from aerosol sensors 

deployed on the campus of the University of Houston. Due to the unavailability 

of labeled data, this work assesses the quality of the obtained results by 

comparing them with the characteristics of the raw-input data and shows that 

they are in good agreement. It is also observed that it is usually better to remove 

outliers from datasets before creating a GMM. The experimental results 

demonstrate that the toolbox is useful to model and analyze aerosol data and 

that it provides important capabilities for building a successful bio-threat 

detection system in the future. 
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1. Introduction 

Bio-threat detection is a problem of paramount importance to modern society, 

to which no assuring solution exists. The existing solutions are very time-

consuming, labor-intensive, offline, and produce false alarms. In case the 

solution is able to overcome the aforementioned issues, the system becomes 

very expensive due to the complexity involved in designing them and deploying 

them in sufficient density is unaffordable.  

Harmful bio-agents (viruses, bacteria, parasites, fungi) in the air can affect, 

damage, and even kill people, livestock, and crops. Bio-terrorism is the 

deliberate release of harmful bio-agents for malicious purpose. It is appealing to 

the terrorists because bio-agents are relatively easy and inexpensive to obtain, 

can be easily spread, can cause great panic beyond the actual physical damage, 

and last but not the least, often remain undetected for some time, until 

someone exhibits symptoms. There are various ways to spread bio-threats, 

among which a bio-aerosol release as a spray is a popular choice. In general, bio-

aerosols are important in spread of the disease and more recently in homeland 

security. Hence, it is desirable to develop reliable, real-time, and low-cost 
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sensor-based systems that can detect harmful aerosols and can serve as early-

warning systems to minimize exposure of dangerous bio-aerosols to the 

population. 

For a bio-threat detection system to be reliable, it is important to have a very 

low false alarm rate, perhaps one false alarm per year. This requirement is very 

challenging. One of the causes of false alarms is the inability of the system to 

consider the ambient aerosol background at the location under consideration. 

Here, background refers to the usual particles normally seen in the environment 

at that particular location. Aerosol backgrounds typically differ across regions; 

one agent may be naturally present in one location, but might be unusual for 

other locations. Moreover, instead of focusing on a single sensor-based system 

capable of identifying the threat correctly, attention must be given on how a 

network of low-cost sensors can be utilized to achieve the same or better results. 

This would go a long way to make the solution cost-effective as well. But 

irrespective of the solution, the background must be considered in the detection 

process to reduce false alarms. There has been some effort on characterizing 

aerosol backgrounds of certain locations in the past, for example, at the San 

Francisco airport, but the goal of those studies was to understand the aerosol 

composition. A thorough literature review was conducted but, to the best of our 
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knowledge, none of the earlier works presented a general algorithm to create an 

aerosol background model at a particular location.  

When we started analyzing the problem of bio-threat detection, we realized how 

convenient an existing framework would be to analyze the bio-aerosol data. It 

could focus on using different types of algorithms to model sensor data and 

assess their effectiveness. Therefore, we thought it would be useful to build a 

toolbox with capabilities to analyze bio-aerosol data. The design and 

implementation of such a Sensor Modeling Toolbox is the focus of this Master 

Thesis. The Gaussian mixture model (GMM) (Figueiredo et al., 2002) is used to 

model a set of sensor readings. The toolbox provides the following capabilities: 

 Partition the input set of sensor readings based on various criteria. 

 Generate a GMM for a set of sensor readings. 

 Remove outliers from a set of sensor readings.  

 Assess if a sensor reading belongs to a particular sensor model. 

 Assess the similarity between two sets of sensor readings by utilizing 

their respective sensor models.  

 Create a background model of a particular sensor at a particular location. 
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 Create rankings for a set of observations with respect to the given model. 

The rankings signify the degree of confidence of the observation 

belonging to the model. 

The first four functionalities are the basic ones that are used to develop the 

more complex functionalities, but they could be used standalone as well. 

Assessing the similarity between two sets of sensor readings can be useful in 

analyzing the state-changes in a single sensor or a group of sensors at a location. 

The sensor state, at any time frame, represents a set of observations sensed by 

the sensor. The goal is to determine any pattern in state-changes of the sensors 

due to various reasons, such as a natural events, seasonal changes, day-to-day 

activities, or a genuine bio-threat. The background modeling functionality will be 

helpful in identifying suspicious data, which are not normally seen at a location, 

by assessing whether the new sensor readings belong to the background model 

or not. This will eventually be helpful in identifying possible threats. Finally, 

creating rankings would be helpful in comparing the background-generation 

algorithm with some other background-generation algorithm. 

The toolbox is implemented on top of the Mclust package (Fraley et al., 2012) in 

R. The functionalities of the toolbox are evaluated on two real-world datasets 
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that were obtained from the deployment of aerosol sensors on the campus of 

the University of Houston. Due to the unavailability of labeled data that 

represents “ground truth”, we evaluate the results by comparing them with the 

characteristics of the raw-input data. We also assess the usefulness of removing 

outliers prior to fitting a GMM to a dataset. From the experimental evaluation of 

the functions of the toolbox using the two datasets, we can conclude that the 

toolbox has potential to provide a useful framework in analyzing aerosol data. 

Although the motivation was to model bio-aerosol data, the approach is general 

enough to apply to any aerosol data as long as the attributes are continuous. 

Part of the work presented in this thesis was carried out under the project 

“Networking and Computational Infrastructure for Collecting and Interpreting 

Sensor Data with Respect to Aerosolized Chemical and Biological Threats”, 

funded by DHS.   

The rest of the thesis is organized as follows. In Chapter 2, the background of the 

problem and the relevant literature are discussed. The GMM and the 

Expectation Maximization (EM) algorithm (Dempster et al., 1977) are described 

in detail in Chapter 3. Also, a brief discussion of the different parameterization of 

the covariance matrix and a detailed description of the model generation 

algorithm used in Mclust are specified in Chapter 3. Next, in Chapter 4, the 
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outlier detection techniques and similarity assessment between two sets of 

sensor readings using some distance measures are discussed in detail. Chapter 5 

explains the more advanced background modeling and sensor state-change 

analysis algorithms. A detailed overview of the Sensor Modeling Toolbox is 

provided in Chapter 6. The experiments and results are discussed in Chapter 7. 

Finally, the thesis is concluded in Chapter 8 by providing the summary of the 

thesis, the limitations of the current work, and possible future work. 
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2. Background & Related Work 

One week after the terrorist attacks of Sept. 11, 2001, anonymous letters 

infected with deadly anthrax spores were mailed to several media companies 

and some government offices in US over the course of several weeks. As a result 

of the inhalation of anthrax, five people died and 17 others were exposed to the 

deadly bacterium (NPR news, February 2011). This is not the first time in the 

history that a bio-terror attack has taken place (Frischknecht, 2003).  

In response to the 2001 Anthrax attacks, the US Government initiated the 

“BioWatch” program with the goal of detecting any biological threat 

automatically. Prior to this, the fastest way to detect bio-agents was through 

diagnosis of the diseased; however, the exposure percentage can drop 

significantly by early threat discovery. Moreover, such cases can best be treated 

successfully, if identified prior to infection or at least if the infection is in its early 

stage. Consequently, there is a desire to develop a system that will be able to 

identify such threats automatically; as soon as the attack happens. 

Clearly, bio-threat detection has been the focus of research for a long time. The 

main technique of threat detection in BioWatch was to use certain filters to 

http://www.npr.org/2011/02/15/93170200/timeline-how-the-anthrax-terror-unfolded
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sample air continuously and then manually transfer these filters to laboratory for 

further inspection. To analyze the air sample for the presence of any harmful 

bio-agent, the polymerase chain reaction (PCR) (Bartlett et al., 2003) technique 

was used (Shea et al., 2003). Although the process was able to detect even small 

traces of bio-agents using PCR technique, the approach was infected with a high 

false alarm rate due its inability to distinguish between a harmful bio-agent and 

its genetically similar but harmless particle. On further analysis, it was found that 

those harmless organisms, that were similar to the harmful agents, are generally 

present in those locations and represent the typical background of that location 

(Kman et al., 2012). Apart from having a high rate of false alarms, the detection 

process was not real-time and was prone to errors due to the manual labor 

involved. Later on, the focus of bio-threat detection shifted to developing highly-

advanced sensors with the aim of being able to identify small amounts of bio-

agents automatically; work by Lim et al. (2005) and Mirski et al. (2014) discuss in 

detail the various advanced sensor technologies available for bio-threat 

detection. These advanced sensors are very costly due to the complexity 

involved in designing them. Also, to monitor a wide area, many sensors are 

needed to be deployed, which makes it too costly to use. A potential alternative 

solution is a network of low-cost sensors that detects threats effectively. 
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Although there has not been extensive research in this area yet, but an effort has 

been made by Norige et al. (2009) to show the effectiveness of using a 

distributed sensor-based network in detecting bio-aerosol threats.  

The importance of understanding the background in bio-threat detection is well-

established and has been the main focus of various research studies. Dybwad et 

al. (2014) studied the bio-aerosol background at Nationaltheatret subway station 

in Oslo, Norway with the goal of characterizing the airborne bacteria in that 

region. Steele et al. (2006) used Bio-Aerosol Mass Spectrometry to analyze the 

ambient aerosols at the San Francisco International airport. Pinnick et al. (2013) 

used fluorescent and elastic scattering measurements to study the atmospheric 

aerosols on the campus of New Mexico State University. Robinson et al. (2012) 

used wide-band integrated bio-aerosol sensors to collect the ambient aerosol 

data at a forest site in Colorado and then used hierarchical agglomerative cluster 

analysis to analyze the data collected. All these studies have the same goal of 

being able to analyze the bio-aerosols at a particular location and characterize 

them into distinct groups based on various features. They used sophisticated 

technology, for example, fluorescent spectrometers and elastic scatterings to 

measure different attributes of bio-aerosols, such as fluorescent parameters and 

particle size; their focus was to collect background data from a region and use 
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some techniques (e.g. clustering) to analyze the data manually. This was to find 

different characteristics of the bio-aerosol background of the region being 

studied. Primmerman (2000) discussed the Biological Agent Warning Sensor 

(BAWS) developed by Thomas H. Jeys; it utilized the principle of laser-induced 

fluorescence and is designed to ignore some of the harmless particles such as 

pollens to reduce the number of false alarms.  

Background detection is also an important problem in Computer Vision 

applications, where it is important to model the background in order to detect 

the foreground; for example, in video surveillance. There are various approaches 

to identify the background, but the most popular approaches use Gaussian 

mixture models. Friedman et al. (1997) represented the road, vehicle, and 

shadows using mixture of three Gaussians for traffic surveillance. They used the 

EM algorithm to create the Gaussian mixture model and then manually labeled 

the Gaussians using heuristics. Stauffer et al. (1999) used Gaussian mixtures to 

model the values of pixels; the component Gaussians were then evaluated based 

on their persistence and variance to decide if they are a part of the background 

or foreground. Thus, the background distribution is a subset of the Gaussian 

components of the actual mixture model and any pixel value, which does not 

certainly belong to any of the background Gaussians, is treated as the 
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foreground. A detailed survey of using a mixture of Gaussians has been discussed 

by Bouwmans et al. (2008). This gives us the motivation to consider Gaussian 

mixtures to model the aerosol background at a particular location. 

The importance of identifying the backgrounds to reduce false alarms in bio-

threat detection has already been mentioned. In fact, bio-threat detection can 

be treated as an anomaly detection approach where a model of the background 

is created and then the current observations are compared with the background 

model to see if there are significant deviations from the typical background. 

Anomaly detection has been the center of attraction in various application areas, 

such as Network Intrusion Detection, Malware Identification, and Health 

monitoring. Numerous algorithms have been developed to solve the problem. In 

the case where labeled data is available, supervised or semi-supervised anomaly 

detection techniques can be used (Görnitz et al., 2013). The main idea in such 

methods is to build a classifier model, which can be used to classify new test 

samples as either normal or anomalous. For example, Almgren et al. (2004) used 

support vector machines as the classifier to separate benign data from network 

intrusion attacks; Stefano et al. (2000) used neural networks to identify 

anomalies in synthetic data – where a test example was considered normal only 

if it was accepted by the neural network. But in reality it is not always possible to 
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get a labeled training dataset. This makes the supervised approaches less 

popular. Instead, unsupervised approaches are used which do not require 

labeled data. The K-nearest neighbor algorithm is widely used in anomaly 

detection. Britoa et al. (1997) used k-nearest neighbor to study the clustering 

structure and the presence of outliers in a multivariate dataset. Zhao et al. 

(2009) calculated scores for each sample using a nearest neighbor graph. The 

scores are then used to identify whether a test sample is an anomaly. Histogram 

is the simplest non-parametric method for outlier detection and it has been 

applied in intrusion detection and network-traffic monitoring. Kind et al. (2009) 

proposed an anomaly detection technique which makes use of histograms of 

different network-traffic features. They mapped the histograms into metric 

space such that similar histograms were close in space and different ones were 

far apart. They created models to represent similar histograms using a clustering 

technique. The behavior of the network-traffic is compared with the created 

model to look for anomalies. The boxplot-based anomaly detection is the 

simplest (Tukey, 1977). But as already mentioned, in the context of background 

modeling, Gaussian mixture models (GMM) are a popular choice. GMMs are also 

used widely in anomaly detection. Liu et al. (2013) showed that GMMs are more 

robust than the K-means clustering algorithm for identifying anomalies in 
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network-traffic data. Veracini et al. (2009) used GMMs to find anomalies in 

hyperspectral imagery. Our approach is somewhat similar to theirs, where they 

first created a GMM to represent the background and then relied on that to 

develop anomaly detection algorithms.   

When using model-based techniques such as Gaussian mixture models, one 

important aspect is to choose the best model. Akaike (1973) proposed the 

Akaike Information Criterion (AIC) to estimate the quality of a model with 

respect to other models. It is founded on information theory and offers a relative 

estimate of the information lost when a given model is used to represent the 

process that generated the data. A modified version of AIC is the Corrected AIC 

(AICc) proposed by Sugiura (1978).  AICc is used to handle the negative bias of 

AIC when the number of samples is small relative to the number of free 

estimated parameters. Another popular measure in model selection is the 

Bayesian Information Criterion (BIC) (Schwarz, 1978), which has a higher penalty 

than AIC for complex models. Deviance Information Criterion (DIC)   by 

Spiegelhalter et al. (2002) is another information criterion, but it has limited 

practical usage. A review of some of these information measures is given (Ward, 

2008).   
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3. Gaussian Mixture Models & 
the EM Algorithm 

This chapter describes Gaussian mixture models (Figueiredo et al., 2002) and the 

Expectation Maximization (EM) algorithm (Dempster et al., 1977), which are the 

basic building blocks for the Sensor Modeling Toolbox. There are various reasons 

for selecting the Gaussian mixture model (GMM) as the base model. GMMs are 

well established in theory and is a powerful tool to model data. Moreover, 

aerosol data are subjected to variations from various activities around a location; 

therefore, it can be best described by a mixture of distributions rather than a 

single distribution. Also, as already mentioned in the related-work section, 

GMMs have been used successfully in Computer Vision applications, where 

modeling the background of an image is an important task. In addition, GMMs 

provide a probabilistic assessment of whether an observation belongs to the 

model.  

In this chapter, first, we describe the Gaussian distribution and the Gaussian 

mixture model. Next, we briefly describe how the EM algorithm can be used to 

estimate the parameters of a Gaussian mixture model by introducing latent 
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variables, based on a book by Christopher Bishop (Bishop, 2006). Next, we 

introduce different types of Gaussian mixture models that differ in the types of 

covariance matrices they employ. Lastly and most importantly, we discuss the 

GMM generation algorithm used by Mclust (Fraley et al., 2012), and the model-

selection criterion that is used along with other model-selection criteria.  

3.1 Gaussian distribution 

The Gaussian or the normal distribution, is a widely used model for the 

distribution of continuous variables. The univariate Gaussian distribution is given 

by: 

𝑁(𝑥|𝜇, 𝜎2) =  
1

(2𝜋𝜎2)1 2⁄ 𝑒𝑥𝑝
{−

1

2𝜎2(𝑥−𝜇)2}
       (3.1)                                                        

where, x is the univariate data, μ is the mean and σ2 is the variance.  

For an r-dimensional vector x, the multivariate Gaussian distribution takes the 

following form: 

𝑁(𝑥|𝜇, 𝛴) =  
1

√(2𝜋)𝑟|𝛴|
𝑒𝑥𝑝{−

1

2
(𝑥−𝜇)𝑇𝛴−1(𝑥−𝜇)}              (3.2)        
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where, μ is an r-dimensional mean vector, Σ is an r × r covariance matrix, and |Σ| 

is the determinant of Σ. 

3.2 Gaussian mixture models 

When modeling real-world data, the use of a simple Gaussian might not be 

adequate, especially when the density distribution of the data is non-symmetric 

and multi-modal. For example, the data shown in Figure 3.1 are from two 

distinct Gaussian distributions. A simple Gaussian distribution is unable to 

properly capture the structure of the data, but if we combine the two Gaussians 

linearly, it may give a better representation of the data. 

  

Figure 3.1: Randomly generated data from two distinct Gaussian distributions. 
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Gaussian mixture models (Figueiredo et al., 2002) are powerful because almost 

any continuous density can be approximated to an arbitrary accuracy by using 

sufficient numbers of Gaussians, and by adjusting their means, covariances, and 

the weights of each Gaussian. Formally, a Gaussian mixture model (GMM) with 

k-component Gaussians is given by: 

𝑝(𝑥|𝜆) =  ∑ 𝑤𝑘  ∗ 𝑁(𝑥|𝜇𝑘 , 𝛴𝑘)𝐾
𝑘=1                                (3.3) 

where, 

 wk  = Prior probabilities/ weights of each component Gaussian 

 µk    = Mean of k-th Gaussian 

 ∑k   = Covariance Matrix of k-th Gaussian 

 x      = Data point under consideration 

 N(x|µk, ∑k)     = Density of x in k-th Gaussian 

K   = Total number of Gaussian Components 

The complete Gaussian mixture model is parameterized by the mean vectors, 

covariance matrices, and mixture weights from all component densities. These 

parameters are collectively represented by the notation λ as shown below: 

𝜆 = {𝑤𝑖 , µ𝑖 , ∑𝑖}, 𝑖 = 1,2, … , 𝑘                              (3.4) 
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3.3 Estimating the parameters of a GMM using 
the EM algorithm 

The EM algorithm (Dempster et al., 1977) is used to find the maximum likelihood 

parameters of a statistical model, in cases where the direct solution to the 

equation is not possible. Typically, these models involve latent variables in 

addition to unknown parameters and known data observations. There are either 

missing values among the data, or the model can be formulated more simply by 

assuming the existence of additional unobserved data points known as latent 

variables. For example, in a mixture model, it can be assumed that each 

observed data point has a corresponding latent variable, representing the 

mixture component that each data point belongs to. 

Finding a maximum likelihood solution typically requires taking the derivative of 

the likelihood function with respect to all the unknown values and 

simultaneously solving the resulting equations. In statistical models with latent 

variables, this is generally not possible. Instead, the result is usually a set of 

deadlock equations whose solution requires the values of the latent variables 

and vice versa, but substituting one set of equations into the other produces an 

unsolvable equation. 
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The EM algorithm proceeds by picking arbitrary initial values for one of the two 

sets of unknowns, using them to estimate the second set. Then, using these new 

values to find a better estimate of the first set. This approach is used iteratively 

until both of the resulting values converge to fixed points. In general, the EM 

algorithm does not guarantee a global maximum, and it is possible for the 

algorithm to get stuck in a local maxima. The following section describes the EM 

algorithm in the context of Gaussian mixture models. 

Let us assume z (the latent variable), a k-dimensional binary random variable 

which has k possible states based on which element is non-zero (each state 

denotes one mixture component). It satisfies the following conditions: 

𝑧𝑘 ∈ {0, 1} and ∑ 𝑧𝑘 = 1𝑘  

The marginal distribution over z is specified in terms of the weights wk of the 

components as shown below: 

𝑝(𝑧𝑘 = 1) =  𝑤𝑘  

where,   0 ≤ wk ≤ 1 and ∑ 𝑤𝑘 = 1𝐾
𝑘=1  

The marginal distribution of z is given by: 
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𝑝(𝑧) = ∏ 𝑤𝑘
𝐾
𝑘=1                                          (3.5) 

Again, the conditional distribution of x, given a particular value of z, which is a 

Gaussian distribution, is given by: 

𝑝(𝑥|𝑧𝑘 = 1) = 𝑁(𝑥|𝜇𝑘 , 𝛴𝑘) 

and 

𝑝(𝑥|𝑧) = ∏ 𝑁(𝑥|𝜇𝑘 , 𝛴𝑘)𝐾
𝑘=1                                 (3.6) 

The joint distribution p(x, z) is given by p(z) p(x|z) and the marginal distribution 

of x is then expressed as: 

𝑝(𝑥) = ∑ 𝑝(𝑧)𝑝(𝑥|𝑧)𝑧 = ∑ 𝑤𝑘𝑁(𝑥|𝜇𝑘 , 𝛴𝑘)𝐾
𝑘=1           (3.7) 

It follows that p(x) is a GMM and for each observation xn, there is a 

corresponding latent variable zn. 

Another important quantity is the conditional probability of z given x, which can 

be expressed using Bayes’ theorem: 

𝛾(𝑧𝑘) ≡ 𝑝(𝑧𝑘 = 1|𝑥) =
𝑝(𝑧𝑘 = 1)𝑝(𝑥|𝑧𝑘 = 1)

∑ 𝑝(𝑧𝑗 = 1)𝑝(𝑥|𝑧𝑗 = 1)𝐾
𝑗=1
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        =  
𝑤𝑘𝑁(𝑥|𝜇𝑘,𝛴𝑘)

∑ 𝑤𝑗𝑁(𝑥|𝜇𝑗,𝛴𝑗)𝐾
𝑗=1

              (3.8) 

𝛾(𝑧𝑘) can be treated as the responsibility that component k takes for explaining 

the observation x. 

The likelihood function of a GMM is then given by: 

𝐿(𝑤, 𝜇, 𝛴; 𝑥1, … , 𝑥𝑛) = ∏ {∑ 𝑤𝑘𝑁(𝑥𝑖|𝜇𝑘, 𝛴𝑘)𝐾
𝑘=1 }𝑁

𝑖=1             (3.9) 

The log-likelihood function is then expressed as: 

      ln 𝐿(𝑤, 𝜇, 𝛴; 𝑥1, … , 𝑥𝑛) = ∑ ln{∑ 𝑤𝑘𝑁(𝑥𝑖|𝜇𝑘, 𝛴𝑘)𝐾
𝑘=1 }𝑁

𝑖=1        (3.10) 

To maximize Equation 3.10, we need to set the derivatives of the log-likelihood 

function with respect to the means µk, the covariances Σk, and the priors Prk. The 

derivation is out of the scope of this document. The equations obtained are 

given by: 

𝜇𝑘 =
1

𝑁𝑘
∑ 𝛾(𝑧𝑖𝑘)𝑥𝑖

𝑁
𝑖=1                              (3.11) 

where, Nk is defined as: 
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𝑁𝑘 = ∑ 𝛾(𝑧𝑖𝑘)𝑁
𝑖=1                                      (3.12) 

𝛴𝑘 =
1

𝑁𝑘
∑ 𝛾(𝑧𝑖𝑘)(𝑥𝑖 − 𝜇𝑘)(𝑥𝑖 − 𝜇𝑘)𝑇𝑁

𝑖=1        (3.13) 

𝑃𝑟𝑘 =
𝑁𝑘

𝑁
                                                    (3.14) 

Formally, the EM algorithm, which can be used to find parameters (means, 

covariances and priors of each component) that maximize the log-likelihood 

function, is given as follows: 

1. Initialization: Initialize the means µk, covariances Σk, and priors Prk, and 

calculate the initial log-likelihood value. 

2. E-step: Evaluate the responsibilities 𝛾(𝑧𝑖𝑘) using the current parameter 

values, 

𝛾(𝑧𝑖𝑘) =  
𝑃𝑟𝑘𝑁(𝑥𝑖|𝜇𝑘,𝛴𝑘)

∑ 𝑃𝑟𝑗𝑁(𝑥𝑖|𝜇𝑗,𝛴𝑗)𝐾
𝑗=1

                     (3.15) 

3. M-step: Re-estimate the parameters using the current responsibilities 

calculated in previous step using Equations 3.12, 3.13, and 3.14. 
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4. Evaluate the log-likelihood using the new parameter values and check for 

convergence of either the parameters or log-likelihood. If it is not 

converged, then return to step 2. 

3.4 Parameterization of the covariance matrix 

The GMM density function, given in Equation 3.3, does not state anything on the 

structure of the covariance matrices. The covariance matrices represent the 

geometric features, namely, the volume, shape, and orientation of the clusters. 

In the model based clustering method (Banfield et al., 1993), these geometric 

features are represented using the eigenvalue decomposition of the covariance 

matrix. For the k-th covariance matrix, it is given by: 

𝛴𝑘 = 𝜆𝑘𝐷𝑘𝐴𝑘𝐷𝑘
𝑇                                       (3.16) 

where, λk is a scalar which characterizes the volume, Dk is the orthogonal matrix 

of eigenvectors which specifies the orientation, and Ak is a diagonal matrix of 

normalized eigenvalues (|Ak| = 1) which denotes the shape. 

If the parameters in Equation 3.16 are allowed to vary, then different types of 

models can be generated. Celeux et al. (1995) provide the definition and 
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explanation of 14 available models. These models fall into three main categories, 

namely, Spherical, where all the variables of the component density have the 

same variance, Diagonal, where the variables are allowed to vary along the 

dimensions, and General, where the covariance matrices are not constrained. 

Table 3.1 briefly describes the different types of models. 
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Covariance 
Number of 
Parameters 

Family Volume Shape Orientation Code 

λI   α + 1 Spherical Equal Equal NA EII 

λk I   α + r Spherical Variable Equal NA VII 

λA α + r Diagonal Equal Equal Axes EEI 

λk A α + r + K - 1 Diagonal Variable Equal Axes VEI 

λAk 
α + Kr - K + 

1 
Diagonal Equal Variable Axes EVI 

λkAk α + Kr Diagonal Variable Variable Axes VVI 

λDADT α + β General Equal Equal Equal EEE 

λkDADT α + β + K - 1 General Variable Equal Equal VEE 

λDAkDT 

α + β +         
(K – 1)(r – 

1) 

General Equal Variable Equal EVE 

λkDAkDT 
α + β +         
(K – 1)r 

General Variable Variable Equal VVE 

λDkADk
T 

α + Kβ -         
(K – 1)r 

General Equal Equal Variable EEV 

λkDkADk
T 

α + Kβ -         
(K – 1)(r – 

1) 

General Variable Equal Variable VEV 

λDkAkDk
T 

α + Kβ -         
(K – 1) 

General Equal Variable Variable EVV 

λkDkAkDk
T α + Kβ General Variable Variable Variable VVV 

  Univariate Equal   E 

  Univariate Variable   V 

Table 3.1: Parameterizations of the covariance matrix for GMM, Σk.. λ is a scalar 
which characterizes the volume, D is the orthogonal matrix of eigenvectors 

which specifies the orientation and A is a diagonal matrix of normalized 
eigenvalues (|Ak| = 1) which denotes the shape. I is the identity matrix; α = Kr+K-

1; β = r(r+1)/2; r is the number of attributes or features or dimension of each 
observation. 



 26  
 

3.5 Creating GMMs 

In this section, the actual process used to fit Gaussian mixture models on a given 

set of sensor readings is described. It can be divided into two distinct steps: 

a. To generate a set of Gaussian Mixtures maximizing the log-likelihood by 

varying the number of model parameters m (this is achieved by 

considering different types of models described in Table 3.1) and mixture 

components K. 

b. To select the best model out of the generated models using some 

information criterion that penalizes models with higher complexity to 

avoid overfitting.  

The algorithm, Mclust (Fraley et al., 2012) in R which works in similar fashion is 

used for this purpose. Mclust considers the model types which are marked bold 

in Table 3.1. The following section describes the approach in detail. 

3.5.1   Generating GMMs 

Figure 3.2 gives the pseudo-code of the model generation procedure. The input 

of model generation procedure is a dataset “O” of sensor readings, and a 
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component range [s,t] for the number of mixture components. The EM algorithm 

is used iteratively over the number of possible mixture components, k, skt, 

and all possible model types, M, to create candidate models as shown in steps 1-

3 in the pseudo-code. Table 3.1 lists the different possible Gaussian model types 

considered (the relevant model types are marked in bold). Since the EM 

algorithm is sensitive to initialization, it is usually run multiple times for a given 

combination of k and M, the log-likelihood of each obtained model is recorded 

for each run, and the model with the highest log-likelihood is included in the 

output. This is shown in steps 4-6 in the pseudo-code and depicted in Figure 3.2. 

In a nutshell, the described procedure generates a single model for each possible 

parameter combination (k, M). 
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Input – Dataset O, component range [s,t], model types M = {m0, m1, …, mp} to 

consider. 

Output – A set of Gaussian mixture models λ1, λ2, …, λq 

Pseudo-code – 

1. Result := Ø 

2. Iterate over number of components k in the range [s,t] { 

3.        Iterate over the input model types m ϵ {m0, m1, …, mp} { 

4.                Run EM multiple times for the current k and m obtaining GMMs GSET 

5.                Select the model g ϵ GSET with the maximum log-likelhood 

6.                Insert g into Result. 

7.        } 

8. } 

9. Return Result 

Figure 3.2: Algorithm for Generating GMMs. 

3.5.2    Selecting the best model from the set of models 
chosen through the EM algorithm 

After identifying a set of high quality models which provide maximum log-

likelihood for various model types and number of components, the next step is 
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to choose the best model which has a good tradeoff between model quality and 

model complexity. Overfitting is an important issue while fitting models. In the 

worst case, each data point can belong to one Gaussian component, which will 

have high log-likelihood but is obviously not the best model, since it is unable to 

capture the structure of the data. It is, therefore, important to penalize the 

models based on the degree of model complexity to avoid overfitting. Various 

model-selection criteria have been proposed in the theory. Some of the popular 

model-selection criteria are briefly described below: 

Akaike Information Criterion (AIC) (Akaike, 1973) uses the following equation to 

penalize complex models:  

     𝐴𝐼𝐶 = −2 ∗ ln(ℒ) + 2 ∗ 𝑚                    (3.17) 

Corrected AIC (Sugiura, 1978) is used when the number of samples, n, is small 

relative to m. In such scenarios, AIC tends to have a negatively-biased estimate 

of the difference between the model and true distribution. To correct this bias, a 

modified AIC is proposed which is referred to as the corrected AIC (AICc). The 

penalty term for AICc in such a situation will be much larger than the AIC, which 

corrects for the negative bias. 
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𝐴𝐼𝐶𝑐 = 𝐴𝐼𝐶 +
2∗𝑚∗(𝑚+1)

(𝑛−𝑚−1)
                        (3.18) 

Bayesian Information Criterion (BIC) (Schwarz, 1978) is another popular 

measure in model selection and is defined as follows: 

𝐵𝐼𝐶 = −2 ∗ ln(ℒ) + 𝑚 ∗ ln(𝑛)            (3.19) 

ℒ is the maximized value of the likelihood function of the model, m is the 

number of  parameters to be estimated, and  n is the number of  data samples. 

There are many other information criterion present, such as Deviance 

Information Criterion (DIC) (Spiegelhalter et al., 2002).   

The Mclust algorithm, which we are using for generating models, uses BIC as the 

model-selection criteria to penalize models with high complexity. Figure 3.3 

gives the algorithm for the model-selection process. 
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Input    – Set of GMMs GSET 

Output – Selected model g ϵ GSET 

Pseudo-code – 

1. max_bic := 0 

2. g := Ø 

3. Iterate over the input model types m ϵ {m0, m1, …, mp} { 

4.         current_bic = bic(m) calculated using Equation 3.19. 

5.         If (current_bic > max_bic) { 

6.                 Set g to m 

7.                 Set max_bic to current_bic 

8.          } 

9. } 

10. Return g 

Figure 3.3: Algorithm for Selecting GMM using BIC. 

There are two variations of the model generation approach that are 

implemented in this thesis with an aim to analyze the impact of removing 

outliers while generating a model. They will be discussed in chapter 4 after 

introducing the outlier detection technique that is used in this work.  
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4. Outlier Detection and Model 
Similarity Assessment 

In this chapter, we introduce an outlier detection approach which can be used to 

identify whether an observation belongs to a GMM or is considered an outlier 

with respect to that model. This is accomplished by using the boxplot-based 

outlier detection introduced by Tukey (1977). The technique is useful in 

scenarios where it is required to determine if an observation is likely to come 

from a specific model. Next, we introduce two new distance functions, namely, 

Outlier distance and Median distance, for assessing similarity between two 

GMMs. The distance functions will be advantageous to compare two GMMs, and 

to identify how similar they are to each other. This is an important feature as 

comparing two GMMs is a frequent and basic requirement for many 

applications. For example, with respect to the work done in this thesis, the 

distance functions can be used to compare background GMMs (discussed in 

section 5.1) of two locations or to identify how the distribution of observations 

vary across different time frames. For example, it would be beneficial to know if 

the distribution of observations at a particular time frame has significantly 

changed with respect to the previous time frame. In section 5.2, we describe an 
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algorithm that utilizes these distance measures to analyze state-changes 

between groups of sensors. Finally, the two variations of the GMM generation 

approach that were introduced in section 3.5 are discussed. They are helpful in 

analyzing the impact of removing the outliers while generating a GMM and 

utilizing the outlier detection technique to identify the outliers. 

4.1 Assessment of a sensor reading belonging to 
a particular GMM 

In the process of detecting abnormal events, it is very important to first 

determine if the individual observations (sensor readings in this case) belong to a 

certain model. For example, if we have the model of the data for a certain time 

period, then we must be able to tell if a new observation is coming from that 

distribution. To achieve this, we use the boxplot-based approach for detecting 

the outliers (Tukey, 1977). The reason for selecting this approach is that it is 

simple, efficient to compute, and works well on univariate data. Moreover, it is 

robust with respect to the parameters it selects.  

Before explaining the approach, we first briefly describe what statistics can be 

retrieved from a boxplot. The boxplot is created for a univariate dataset. 

Suppose, U is a univariate continuous dataset; the boxplot of U would then be 
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similar to what has been shown in Figure 4.1. The following statistics are 

reported by a boxplot:  

a. Lower or 1st Quartile Q1: The 25th percentile point, where 25% of the 

values in the data are less than this. 

b. Upper or 3rd Quartile Q3: The 75th percentile point, where 75% of the 

values in the data are less than this. 

c. Interquartile range IQR: The difference between Upper and Lower 

quartiles (Q3 – Q1). 

d. Lower boundary for the outliers: (Q1 – (factor * IQR)). That is, if an 

observation in U is less than this value, it is considered as an outlier. 

e. Upper boundary for the outliers: (Q3 + (factor * IQR)). That is, if an 

observation in U is greater than this value, it is considered as an outlier. 

The lower and upper boundaries define the threshold range of values for the 

outlier detection. All the values of U that are within the threshold range are 

considered to be the part of U, and values outside that range are considered as 

the outliers. The factor (a scalar value) determines the extent of the range. The 

larger the factor, the bigger the range; that is, more observations will be 
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considered to be part of U. On the other hand, the smaller the factor, the 

narrower the range and more observations will be selected as outliers.  

 

Figure 4.1: Boxplot-based Outlier Detection. U is a univariate dataset. Q1 is the 
first quartile or 25th percentile point; Q3 is the third quartile or 75th percentile 

point; the factor decides how far below the outlier threshold should be from Q1. 

The algorithm, used to determine if an observation belongs to a GMM, uses the 

log-densities of the training observations with respect to the GMM that has been 

fitted to it. That is, the univariate dataset (U in this case) is the log-densities of 

the training observations. But instead of computing both the upper and lower 
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outlier threshold from the boxplot, we only compute the lower threshold. The 

reason is straight forward. Log-density or simply density of an observation with 

respect to a GMM means the likelihood that this observation is generated from 

that distribution; the higher the density of an observation, the more likely this 

observation comes from the distribution. For an observation whose log-density is 

so high that it is identified as an outlier with respect to the upper threshold, 

implies that the density of the observation with respect to densities of the 

training set is very high. This implies that the observation is very likely to come 

from that model, and it is therefore an outlier. The density signifies that the 

observation closely belongs to the model. In Figure 4.1, such observations, with 

very high densities that are normally identified as outliers in boxplots, are 

marked in green. But if the density of an observation is less than the lower 

threshold, then it can be treated as an outlier since the density is very low with 

respect to the densities of the training observations. In Figure 4.1, such low-

density observations are marked in red.  

Figure 4.2 gives the pseudo-code of the approach that we discussed. More 

formally, given a training set of sensor readings O, the corresponding GMM M 

fitted to O and a sensor reading y, the algorithm will determine if y is an outlier 

with respect to M or not. As already mentioned, we do not consider a 
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measurement whose density  (y) > {Q3 + (factor * IQR)} as outlier, because it 

implies that the current measurement is too likely to belong to the model under 

consideration. 

The proposed outlier detection technique will be used to define a distance 

function, namely, the Outlier distance (discussed in section 4.2), between two 

GMMs. It will also be used in the background-generation process which is 

discussed in section 5.1. 
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Input    – An observation y, training set O of sensor readings and the GMM M 

fitted to O. 

Output – A Boolean flag denoting if the observation belongs to the model or not. 

Pseudo-code – 

1. outlier_flag = false.  

2. Get the parameters λ of M.   

3. Compute (x) = p(x|λ) using Equation 3.3, for all training samples x in O. 

4. Compute the natural logarithm of the density function (x) obtaining (x) = 

ln((x)) | xTraining Samples. 

5. Create boxplot of (x) and extract the 1st (lower) quartile Q1 and 3rd (upper) 

quartile Q3. Calculate threshold θoutlier as given below, 

         𝜃𝑜𝑢𝑡𝑙𝑖𝑒𝑟 =  𝑄1 − (𝑓𝑎𝑐𝑡𝑜𝑟 ∗ 𝐼𝑄𝑅)                          (4.1) 

Theoretically, factor is often considered as 1.5, however, an appropriate value 

for the factor will be chosen through experiments. 

6. A given measurement y is considered to be abnormal with respect to M, if  

(y) < θoutlier. In this case, outlier_flag is set to be true, otherwise false. 

7. Return outlier_flag. 

Figure 4.2: Algorithm for assessing if a sensor reading belongs to a particular 
GMM. 
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4.2 Model similarity assessment 

Given two sets of sensor readings, Oi and Oj, that have been obtained over a 

period of time, it is often required to assess their similarity. For example, we 

might like to know if two successive sets of sensor readings are similar to each 

other, or to what extent they are similar, which could be a useful tool in 

determining the presence of a threat. Our approach to provide such capabilities 

is to learn two GMMs, Mi and Mj, corresponding to Oi and Oj, respectively. Next, 

we define distance measures to assess how similar the GMMs are.  

In this section, two new distance measures, namely, the Outlier distance and 

Median distance, are introduced for assessing similarity between two GMMs. 

They are based on the analysis of the statistical distribution of the log-densities 

of the observations that were used to create the GMMs. The Outlier distance is 

based on identifying the outliers by analyzing the log-densities, and the Median 

distance is based on using a statistical summary, namely, the median of the log-

densities. Before explaining the two distance measures in detail, we will briefly 

describe two existing distance measures that can be used to compare two 

GMMs. We also briefly compare them to the proposed distance functions. The 

first one of the two existing distances is the Kullback–Leibler divergence (KL-
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divergence), proposed by Kullback et al. (1951). It is a non-symmetric measure of 

the difference between two probability distributions, P and Q. It is denoted by 

DKL(P‖Q) and is given by:  

𝐷𝐾𝐿(𝑃||𝑄) = ∫ 𝑝(𝑥) ln (
𝑝(𝑥)

𝑞(𝑥)
) 𝑑𝑥

∞

−∞
                   (4.2) 

where, p and q are model densities. The second one is the Hellinger distance or 

Bhattacharyya distance (Nikulin, 2001). It is represented by the following 

equation: 

1

2
∫(√𝑝(𝑥) − √𝑞(𝑥))

2
𝑑𝑥 = 1 − ∫ √𝑝(𝑥)𝑞(𝑥)𝑑𝑥      (4.3) 

where, p and q are the densities of the models under consideration. The 

integrals are defined over infinite space in these distance measures; therefore, 

no closed form solution exists for either the KL-divergence or the Hellinger 

distance, and sophisticated approximations are required, in order to calculate 

the distance. The proposed Outlier and Median distances can be used as 

alternatives to these existing measures. They are based on straightforward 

approximations and are much easier to compute, as can be seen in the two 

subsequent sections where the approaches are discussed in detail.  
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4.2.1   Outlier distance 

The Outlier distance provides a similarity measure between two sets of sensor 

readings given their corresponding GMMs. It is the average of the percentage of 

outliers present in Oi, with respect to the model Mj, and the percentage of 

outliers present in Oj, with respect to Mi. The intuition behind this is, that, if the 

sensor observations used to create a GMM do not belong to the other GMM that 

is being compared, then probably they are different. To determine the outliers, 

the approach specified in section 4.1 is used.  

Let us understand the approach using a simple example. Assume that we have 

two sets of sensor readings, O1 and O2, and their corresponding GMMs are M1 

and M2. Moreover, assume that O1 and O2 both have 1000 observations. Now, 

we are interested in finding out how many of the 1000 observations in O1 are 

outliers in M2 and similarly, how many of the observations in O2 are outliers in 

M1. This is calculated using the boxplot-based outlier detection algorithm 

discussed in section 4.1. Suppose, 50 of the observations of O1 are outliers in M2, 

and therefore, the percentage of outliers is 5% and 100 observations of O2 are 

outliers in M1, resulting in the percentage of outliers to be 10%. This means 5% 

of observations of O1 do not belong to M2, and similarly, 10% of observations of 
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O2 do not belong to M1. The final Outlier distance between M1 and M2 is then 

computed as the average of the two percentages calculated, that is 7.5 in the 

given example. The distance is proportional to the number of outliers; the lesser 

the number of outliers, the lower the Outlier distance, and as the number of 

outliers increases, the corresponding distance also increases. A value of 0 means 

complete similarity between M1 and M2 and a value of 100 means complete 

difference. Figure 4.3 describes the pseudo-code for the calculation of the 

Outlier distance. 
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Input – Two GMMs Mi and Mj and their corresponding training sets Oi and Oj 

that are used to create the models. Factor to calculate the outlier threshold. 

Output – Outlier distance between Mi and Mj. 

Pseudo-code – 

1. outlier_distance = 0. 

2. Calculate Ni and Nj, the number of observations in Oi and Oj, respectively. 

3. Calculate the percentage of outliers (PCi,j) in Oi with respect to Mj. The method 

specified in section 4.1 is used to check if an observation is an outlier to a model. 

The input Factor value is used to calculate the outlier threshold. Let Ci,j be the 

number of outliers in Oi with respect to model Mj. PCi,j would then be given by: 

𝑃𝐶𝑖,𝑗 =
𝐶𝑖,𝑗

𝑁𝑖
∗ 100                                        (4.4) 

Similarly, calculate PCj,i, the percentage of outliers in Oj with respect to model Mi. 

4. Next, the Outlier-Distance between the two models Mi and Mj is calculated as 

the average of PCi,j and PCj,i, which is given by: 

Outlier_Dist(𝑀𝑖 , 𝑀𝑗) =  
(𝑃𝐶𝑖,𝑗+𝑃𝐶𝑗,𝑖)

2
                  (4.5) 

4. outlier_distance = Outlier_Dist(Mi,Mj). 

5. Return outlier_distance. 

Figure 4.3: Algorithm for computing Outlier distance. 
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4.2.2    Median distance 

The Median distance is the other distance measure proposed that can be used to 

compare two GMMs. As the name suggests, it takes advantage of the median 

statistic of the log-densities to compare two GMMs. The main idea is to assess 

how close the medians of the log-densities of Oi and Oj are with respect to Mi. 

The same assessment is done with respect to model Mj, and then the average of 

those is reported as the Median distance to make the distance symmetric. To 

clearly understand the idea, consider the following example. As we did in 

explaining the Outlier distance, assume that we have two sets of sensor readings 

O1 and O2, and their corresponding GMMs are M1 and M2. The first step is to 

compute four sets of log-densities. They are log-densities of O1 with respect to 

M1 and M2, and the log-densities of O2 with respect to M1 and M2. The density is 

computed using Equation 3.3. Next, the medians of the densities are extracted. 

Suppose, the median of the log-densities of O1 with respect to M1 and M2 are -10 

and -12, respectively. Similarly, the median of the log-densities of O2 with 

respect to M1 and M2 are -15 and -11, respectively. Please note that the log-

densities are negative as the actual density is part of the probability density 

function and is always a fraction less than 1. The asymmetric Median distance 
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between M1 and M2 is computed using Equation 4.7 once with respect to O1, and 

then with respect to O2. Following Equation 4.7, we get: 

𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀1, 𝑀2) =  𝑀𝑎𝑥 (0, ln (
min (𝑀𝑒𝑑1,1, 𝑀𝑒𝑑1,2)

max (𝑀𝑒𝑑1,1, 𝑀𝑒𝑑1,2)
)) 

         =  𝑀𝑎𝑥 (0, ln (
min (−10,−12)

max (−10,−12)
)) =  0.18 

and  

𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀2, 𝑀1) =  𝑀𝑎𝑥 (0, ln (
min (𝑀𝑒𝑑2,2, 𝑀𝑒𝑑2,1)

max (𝑀𝑒𝑑2,2, 𝑀𝑒𝑑2,1)
)) 

         =  𝑀𝑎𝑥 (0, ln (
min (−11,−15)

max (−11,−15)
)) = 0.31 

As can be seen from the above computation, the Median distance with respect 

to O1 is smaller than the Median distance with respect to O2. This is because the 

distance signifies how close the medians of the log-densities, with respect to the 

two models, are to each other. It is obvious that the medians obtained 

considering O1 are closer to each other (-10 and -12) than those obtained 

considering O2 (-15 and -11).  The final Median distance is the average of the two 

distances calculated as given by Equation 4.6. Figure 4.4 gives the pseudo-code 

for the Median distance computation algorithm.  
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Input    – Two models Mi and Mj and their corresponding training sets Oi and Oj 

that are used to create the models.  

Output – Median distance between Mi and Mj. 

Pseudo-code – 

1. median_distance = 0. 

2. Calculate Di,j, the log densities of the sensor readings in Oi with respect to 

model Mj using Equation 3.3. Similarly, calculate Di,i, Dj,i and Dj,j. 

3. Next, calculate Medi,j, Medi,i, Medj,i, and Medj,j - the medians of each set Di,j, 

Di,i, Dj,i and Dj,j, respectively.  

4. The Median distance between two models is calculated using the following: 

          𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀𝑖 , 𝑀𝑗)∗ =  
(𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀𝑖,𝑀𝑗)+𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀𝑗,𝑀𝑖))

2
        (4.6) 

where, Med_Dist(Mi,Mj) is the asymmetric distance between the two models Mi 

and Mj and is given by: 

         𝑀𝑒𝑑_𝐷𝑖𝑠𝑡(𝑀𝑖 , 𝑀𝑗) =  𝑀𝑎𝑥 (0, ln (
min (𝑀𝑒𝑑𝑖,𝑖,𝑀𝑒𝑑𝑖,𝑗)

max (𝑀𝑒𝑑𝑖,𝑖,𝑀𝑒𝑑𝑖,𝑗)
))           (4.7) 

5. median_distance = Med_Dist(Mi,Mj)*. 

6. Return median_distance. 

Figure 4.4: Algorithm for computing Median distance. 
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4.3 The two variations of the model generation 
routine 

There are two variations of the model generation described in section 3.5, which 

are implemented in this thesis with an aim to analyze the impact of removing the 

outliers while generating a model. The two variations are as mentioned below: 

a. Model generation removing the outliers 

In this variation, first, a model is created using the approach specified in section 

3.5. Next, from the training set, the outliers are identified using the approach 

specified in section 4.1. Finally, a model is created using the filtered training 

observations excluding the outliers.  

b. Model generation without removing the outliers 

In this case, the final model is simply created following the approach specified in 

section 3.5 using the original set of observations. 

Figure 4.5 illustrates the two variations of the GMM generation. The first 

variation is achieved by setting the Omit_Outlier_Flag as true. The other one is 

achieved by setting the Omit_Outlier_Flag as false. First, GMM is fit to the input 

set of observations using the Mclust algorithm in R. Next, if the 
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Omit_Outlier_Flag is true, then this model is returned. Otherwise, the outliers 

present in the input set with respect to the model generated are identified in the 

Exclude Outlier module shown in Figure 4.5. The module is based on the 

approach discussed in section 4.1. Finally, a new GMM is fit to the training 

observations after excluding the outliers. Apart from the generated GMM, the 

result also includes the training set used to create the GMM, the different 

quartiles of the log-density of the training observations, and factor used to 

calculate the Outlier Threshold. 

 

Figure 4.5: GMM Generation. There are two variations. One is with removing 
outliers which is achieved with the Omit_Outlier_Flag as true. Another is without 
removing outliers, which is achieved with the Omit_Outlier_Flag as false. Apart 
from the generated GMM, the result includes the training set used to create the 

GMM, the different quartiles of the log-density of the training observations, 



 49  
 

factor used to calculate the Outlier Threshold. Mclust algorithm in R is used to fit 
a GMM. 

5. Background Modeling & 
Change Analysis 

This chapter describes two important functionalities which can be very useful in 

detecting bio-threats and reducing false alarms. The first one is an approach to 

model the background of a sensor, where background refers to the sensor 

observations that are usually seen in a location around the sensor. The second 

one is an approach to analyze the sensor state-changes between two 

consecutive time frames. Both of them are discussed in detail next. 

5.1 Background modeling 

The background of a location can be defined as the distribution of the particulate 

matter commonly seen in that location. As already described in chapter 2, the 

importance of background in bio-threat detection is well established. The 

characteristics of two different locations on earth are usually different. Some 

particles may be present normally in a particular area but they might not be 

normal in some other area. Therefore, it is important to model the background 
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of a sensor at a particular location, and consider them while identifying the 

presence of any abnormal events at that location. In this approach, we assume 

that the particles, which are almost always present in a location, form the 

background. The main idea is to identify the sensor observations that are not 

typically seen in an environment, and then creating the final model on the data 

excluding those abnormal readings. This model will represent the background. 

Figure 5.1 graphically describes the overall background generation. The detailed 

steps of the background generation is described below: 

i. Collect sensor data O for the particular sensor.  

ii. The input data will be divided into equal partitions (say X1, X2….Xs) 

based on some criteria; e.g. sensor readings obtained for a 

particular day. 

iii. For each partition Xj of the sensor data, a model Mj is obtained 

using the methods described in chapter 3.  

iv. Now, for each data point x in O, it will be checked if they belong 

to models M1,…,Ms using the methods that have been described 

in chapter 5, and the votes will be tabulated. Samples that obtain 

few votes (based on a threshold, θbackground) will not be considered 

as part of the background and will be excluded from O.  
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v. A refined dataset O’O will be created, which is same as the 

original data but without the data points excluded in Step iv. This 

refined dataset represents the background.  

vi. Finally, a GMM model M is created using O’, which will represent 

the background model for that sensor. 

 

Figure 5.1: Background Generation. 

5.2 Sensor state-change analysis 

The state of a group of sensors at a location at any particular time period can be 

defined as the distribution of the particles sensed during that time. As a variety 

of events are going on around an environment, the state of the sensors is not 



 52  
 

constant and is continuously changing. This state-change could be due to a 

variety of reasons; for example, due to some natural event such as seasonal 

changes, or due to some daily activities like traffic changes, or even due to some 

possible threat like the release of bio-aerosols. No past research exists on 

analyzing patterns in state-changes among groups of sensors. Defining such 

patterns would help identify threats and would eventually reduce false alarms.   

In this section, we present an analysis framework that analyzes sensor data in 

closed spatial proximity for two consecutive time frames, and tries to infer 

abnormal events. The main idea behind this approach is that any suspicious 

event (a bio-aerosol release for example) will not be sensed by all the sensor 

groups at the same time, and there will be a time delay for the release to spread 

and reach individual sensors. There would be a certain time delay between each 

sensor sensing the threat. The sensor group closest to the release source will 

sense it first while the farthest sensor group from the source will sense the 

release later. There could be many additional factors that decide which sensor 

will sense early and which will sense late, such as wind direction, but the main 

point is that not all the sensors in the group will sense it simultaneously. Any 

natural environmental change (e.g. day to night, or seasonal change), would 

impact all the groups more or less simultaneously. If this assumption is true, then 
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it can be used to identify abnormal activities in the environment at a particular 

location. The approach, presented next, is also depicted in Figures 5.2 and 5.3: 

i. Given the location of the various sensors at a particular location, the 

sensors will be grouped together based on their spatial proximity with 

each other. Suppose, the groups are SP1, SP2, …, SPg. 

ii. Create models for the sensor data corresponding to a particular time 

window, say ti,and the next time window ti+1, for each sensor group 

SPj, 1≤ j ≤ g. Let the models be SMj,i and SMj,i+1, respectively. 

iii. Determine how much the two models deviate from each other, for 

each SPj, 1≤ j ≤ g. The two distance measures introduced in chapter 5 

are used for this purpose. This will generate a distance vector as in 

Equation 5.1. 

                                  𝐷𝑖𝑠𝑡𝑗 = 𝑑𝑖𝑠𝑡(𝑆𝑀𝑗,𝑖 , 𝑆𝑀𝑗,𝑖+1), 1 ≤ 𝑗 ≤ 𝑔           (5.1)  

where, dist() is any of the distance function specified in section 4.2. 

iv. A deviation vector DV of length g (the number of sensor groups) will 

be created using the distance vector Distj, based on a threshold θdist 
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(θdist_outlier or θdist_median, when using the Outlier distance or Median 

distance, respectively) as specified below: 

DVj  = 1, if Distj ≤  θdist                    , 1≤ j ≤ g             (5.2) 

    = 0, Otherwise 

Basically, 1 represents similarity and 0 represents dissimilarity in the 

deviation vector. 

v. Analyze the deviation vector and measure if any suspicious activity is 

in progress. The approach is based on the assumption specified 

earlier and it might need to be adjusted when analyzing real data: 

a. Define two thresholds, θdev_low and θdev_high, which are 

integers.  

b. Calculate the number of sensor groups Ndev, where there is a 

deviation between two consecutive models (where DVj = 1). 

c. If Ndev ≤ θdev_low, then, most likely there is no new events 

(including any natural environmental change such as day to 

evening or season changes). 
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d. If Ndev ≥ θdev_high, then, most likely, there is some natural 

change taking place, but it is not a threat. 

e. If θdev_low < Ndev < θdev_high, then it implies that, most likely, 

there is some unusual activity taking place, and it may be a 

threat.  

The above steps from (ii) are repeated for the subsequent time windows.  

Please note that only the background-generation approach is implemented and 

evaluated as part of this thesis. The implementation and evaluation of the sensor 

state-change analysis algorithm is not in the scope of this thesis. It is described 

just to provide an example on how the proposed distance measures (described 

in section 4.2) can be used to identify threats. 
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Figure 5.2: Sensor groups in closed proximity. 

 

Figure 5.3: Sensor State Change Analysis. 
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6. Sensor Modeling Toolbox 

The Sensor Modeling Toolbox is implemented in R and uses the Mclust algorithm 

to create the GMM from a set of sensor readings. In this chapter, the detailed 

description of its design and various functionalities will be described. The 

description would include the inputs, the outputs, and a brief description of the 

approach of each of the routines. Let us first have a look at the various available 

functions. Figure 6.1 describes the architecture of the toolbox. The input arrow 

to each module indicates that it uses the incoming module to perform their 

actions.  

 

Figure 6.1: Architecture of the Sensor Modeling Toolbox. The input arrow to each 
module indicates that it uses the incoming module to perform their actions. 
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Now, we will look into the details of each of the available functions, starting from 

the basic ones, and then discussing the more complex routines. 

6.1 Partitioning 

6.1.1 Partitioning type-1 (partition1) 

 

Figure 6.2: The black box of Partition-Type-1 routine with input and output 
parameters. 

Figure 6.2 shows the input and output parameters of the partition routine of 

type-1. It divides the input set of sensor readings into subsets. The number of 

partitions created depends on the other input parameter, which is the 

Number_of_Observations_per_Partition parameter.  

Based on the value of the Number_of_Observations_per_Partition, the number 

of partitions is first computed. Then Number_of_Observations_per_Partition is 
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recomputed by dividing the number of observations by the computed number of 

partitions. Any extraneous observations is added to the last partition. 

6.1.2 Partitioning type-2 (partition2) 

 

Figure 6.3: The black box of Partition-Type-2 routine with input and output 
parameters. 

Figure 6.3 displays the input and output parameters of the partition routine of 

type-2. It divides the input set of sensor readings into subsets based on the 

unique values of the input attribute. It uses “split” function available in R to 

achieve this. In cases where a portion of the input attribute’s value is to be 

considered, it is achieved by providing the start and end index of the 

aforementioned portion. The attribute value must be a string in this case.  
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6.1.3 Partitioning type-3 (partition3) 

Figure 6.4 displays the input and output parameters of the partition routine of 

type-3. Similar to the type-2 partition routine, it also divides the input set of 

sensor readings into subsets based on the unique values of the 1st input 

attribute. It uses “split” function available in R to achieve this. Additionally, it 

does some further processing by selecting only those observations from each 

partition which have specific values (another input) in the 2nd input attribute. In 

cases where a portion of the input-attribute’s value is to be considered, it is 

achieved by providing the start and end index of the aforementioned portion.  

 

Figure 6.4: The black box of Partition-Type-3 routine with input and output 
parameters. 
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6.2 Remove outliers (excludeOutlier) 

Figure 6.5 shows the input and output parameters of the excludeOutlier routine, 

which is used to remove outliers from an input set of observations using the 

GMM that was created using those observations. It uses the outlier removal 

technique (described in section 4.1) and uses the density of the observations 

with respect to the model to achieve the same. The attributes that were used to 

create the GMM is another input, along with the outlier-threshold value that will 

be used to identify outliers. 

 

Figure 6.5: The black box of excludeOutlier routine with input and output 
parameters. 
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6.3 Create Gaussian mixture models 
(createMixGaussModel) 

 

Figure 6.6: The black box of createMixGaussModel routine with input and output 
parameters. 

Figure 6.6 shows the input and output parameters of the createMixGaussModel 

routine. It takes the set of sensor readings, for which GMM needs to be created, 

as the input. The other input parameters are the attributes to be considered 

when creating the GMM, the Range_of_Number_of_Components when creating 

the GMM, the Omit_Outlier_Flag (which is set to true if outliers are removed 

before fitting the GMM; otherwise, false), and the factor to compute the outlier 

threshold as given in Equation 4.1. It returns the fitted GMM, the data that is 

used to create the model (note that this will be different from the input data if 
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Omit_Outlier_Flag is true), the quantiles of the density of the returned 

observations with respect to the model, and the factor used to remove the 

outliers. It uses the built-in Mclust function to fit a GMM, and the excludeOutlier 

routine (discussed in section 6.2) to remove outliers, if the Omit_Outlier_Flag is 

true. 

6.4 Process subsets or partitions (processSubsets) 

 

Figure 6.7: The black box of processSubsets routine with input and output 
parameters. 

Figure 6.7 gives the input and output parameter sets used by the processSubsets 

routine. The routine fits GMM to each of the input partition. It uses the 

createMixGaussModel routine (described in section 6.3) to fit GMM to each 

partition. It takes as input a set of partitions where each partition is a set of 
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sensor readings. It stores the partitions in the Subsets folder of the output path 

folder which is specified as input, and the corresponding GMMs in Models folder 

of the same output path. The other input parameters are same as described for 

the createMixGaussModel routine (section 6.3). 

6.5 Create background model 
(createBackgroundModel) 

 

Figure 6.8: The black box of createBackgroundModel routine with input and 
output parameters. 

Figure 6.8 gives the input and output parameter sets used by the 

createBackgroundModel routine. The routine generates the background GMM 

(described in section 5.1). The input set of sensor readings are partitioned into 
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various subsets depending on the value of the Partition_Type parameter, which 

can be either “1”, “2” or “3”; it will invoke one of the partitioning modules 

(discussed in section 6.1) providing the relevant parameters. The processSubsets 

routine (described in section 6.4) is then called with relevant parameters, 

especially, with the partitions created and the input Factor1 as the factor to 

compute the outlier threshold, if required. It will create the GMMs for each 

partition. Next, for each of the sensor readings, the number of partition GMMs it 

belongs to is recorded, and added as a new column, namely, Model_Count, to 

the sensor readings. This is achieved by checking if an observation is an outlier or 

not with respect to a model (section 4.1). Factor2 is used to calculate the outlier 

threshold in this case. Next, the observations are labeled either ‘B’, meaning 

background, or ‘F’, meaning foreground, depending on the value of the input 

Model_Count_Threshold. This is added as another column, Class, to the dataset. 

If the count is greater than or equal to the Model_Count_Threshold, then the 

corresponding value of the Class column is set to ‘B’, otherwise ‘F’. Finally, the 

background GMM is created by invoking the CreateMixGaussModel routine 

(section 6.3) with the selected background observations and Omit_Outlier_Flag 

as false. All the intermediate and final results are stored in the output path, 

which is given as another input as depicted in Figure 6.8. 
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6.6 Calculate outlier distance 
(calculateOutlierDistance) 

Figure 6.9 represents the calculateOutlierDistance routine with its various 

parameters. It takes two GMMs as input along with the attribute list used to 

create the GMMs, and the factor to compute the outlier threshold. The approach 

to calculate the Outlier distance is as described in section 4.2.1. It internally calls 

calculatePercentageOutlier routine to compute the percentage of outliers using 

Equation 4.4, and then computes the final distance using equation 4.5. 

 

Figure 6.9: The black box of calculateOutlierDistance routine with input and 
output parameters. 
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6.7 Calculate median distance 
(calculateMedianDistance) 

 

Figure 6.10: The black box of calculateMedianDistance routine with input and 
output parameters. 

Figure 6.10 represents the calculateMedianDistance routine with its various 

parameters. It takes two GMMs as input along with the attribute list used to 

create the GMMs. The approach to calculate the Median distance is as described 

in section 4.2.2. It internally calls calculateIntermediateMedianDistance routine 

to compute the intermediate distance as given by Equation 4.6, and then 

computes the final distance using Equation 4.7. 
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6.8 Calculate rank (calculateRank) 

 

Figure 6.11: The black box of calculateRank routine with input and output 
parameters. 

Figure 6.11 represents the calculateRank routine with its various parameters. 

Two types of rankings are generated; first one is based on the Model_Count 

(MC) column produced by the background-generation routine, and the second 

one is based on the log-densities of the observations with respect to the input 

GMM.  First, the dataset is sorted based on the Model_Count or the log-densities 

depending on the ranking under consideration and next the ranks are computed 

using the built-in rank method of R. Before computing the rank, the observations 

are first sorted in descending order of the attribute under consideration. Any tie 

is taken care of by taking the average of the rankings.  
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7. Experiments & Results 

This chapter discusses the various experiments that were carried out to evaluate 

the different functionalities of the Sensor Modeling Toolbox and its 

corresponding results. Specifically, we try to evaluate the background modeling 

algorithm; that is, whether the generated background is representative of the 

input datasets. We also evaluate the impact of the outliers while creating 

background models. Another important aspect that is being evaluated is the 

distance functions, namely, Outlier distance and Median distance, which provide 

tools for comparing two sets of sensor readings. Also, to compare two different 

GMMs, we compare their log-likelihood or BIC, as applicable. In short, this 

chapter will try to establish the usefulness of the functionalities provided by the 

toolbox. 

As previously mentioned, the experimental results are verified and evaluated by 

analyzing the raw data due to the lack of presence of labeled data with ground 

truths. Additionally, the creation of GMM and the model selection is verified by 

analyzing the specific GMMs our procedure created. This chapter is organized as 

follows. First, we provide details of the datasets that were used to conduct the 
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experiments. Next, we briefly describe the experimental procedure. Finally, we 

present the results obtained and the corresponding evaluations.  

7.1 Datasets 

The datasets used are obtained from two different types of sensors deployed on 

the University of Houston campus. They are: 

1. PM 2.5 sensor  

2. Fido B2 sensor.  

The details of the data obtained are given below: 

7.1.1 PM 2.5 / Dust sensor 

PM 2.5 measures the count of particulate matter which are of sizes less than 2.5 

µm, and takes measurement every second. The data used was collected from 

three different locations in the same building at the university, for a period of 

around 24 hours. The missing observations or records for which there were no 

measurements, were removed before proceeding further. Table 7.1 provides a 

snapshot of the data collected using the PM 2.5 sensor. Sensor Time is the time 
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the reading was measured, and Particle Count gives the number of particles of 

size < 2.5 µm at that time.  

Sensor Time Particle Count 

to 121 

to + 1 sec 80 

to + 2 sec 99 

to + 3 sec 89 

Table 7.1: PM 2.5 Sensor Data Snapshot. The Sensor Time gives the time the 
reading was taken and Particle Count gives the number of particles of size < 2.5 

µm at that time. 

7.1.2 Fido B2 sensor 

Fido B2 is a bio-sensor which also measures particle counts per liter of air every 

second, but is more advanced than the PM 2.5 sensor. It divides the particles 

into four different groups based on their size and fluorescence value. If the 

particle size is less than 1.5 µm, then the particles are considered small, 

otherwise large. Similarly, if the fluorescence value is less than a certain 

threshold (the actual threshold is unknown), then the particles are considered 

non-bio, otherwise bio. It was deployed in one location and data was collected 

continuously for eight days.  Any missing data records were removed before 

proceeding further. Table 7.2 provides a snapshot of the data sensed by the Fido 
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B2 sensor. Similar to the PM 2.5 sensor, Sensor Time is the time the reading was 

recorded. The other four attributes are the particle counts for different size and 

fluorescence range as described before. 

Sensor 
Time 

Small Particle 
Counts (pla) < 

1.5 µm 

Large Particle 
Counts (pla) > 

1.5 µm 

Small Bio 
Particle Counts 
(pla)     < 1.5 µm 

Large Bio 
Particle Counts 
(pla) > 1.5 µm 

to 1607 189 3 3 

to + 1 
sec 

1613 194 4 3 

Table 7.2: Fido B2 Sensor Data Snapshot. The Sensor Time gives the time the 
reading was taken. Small Particle Counts is the number of particles of size < 1.5 

µm and fluorescence within some threshold; Large Particle Counts is the number 
of particles of size > 1.5 µm and fluorescence within some threshold; Small Bio 

Particle Counts is the number of particles of size < 1.5 µm and fluorescence above 
said threshold; Large Bio Particle Counts is the number of particles of size > 1.5 

µm and fluorescence above said threshold. The fluorescence threshold is not 
known. 

In the experiments, only two of the four particle count measurements 

mentioned above are used. This is because the functionalities are evaluated by 

inspecting the distribution of the data, and using two attributes helps in 

visualizing the data easily. The Small Bio Particle Counts and Large Bio Particle 

Counts attributes do not vary much across observations unlike the other two 

particle counts. Therefore, in the experiments with Fido data, the Small Particle 
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Counts and Large Particle Counts are used to create models, and compare the 

similarity between the two sets of sensor readings. 

7.2 Experimental process 

In this section, the main steps performed in the experiments are described. The 

steps are almost similar for both the datasets except for some minor changes. 

The details are given below. 

7.2.1 Using PM 2.5 / Dust sensor data 

1. Missing data records were removed from each of the three sets. 

2. To reduce the number of samples to be processed, every alternate row 

was selected. Figure 7.1 shows the distribution of the input datasets of 

the three locations of the original data and the data with alternate rows 

only. From Figure 7.1, it is clear that the distributions are similar to each 

other. Therefore, alternate rows’ data can be considered as 

representative of the original data. 
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All Observations 

 
Odd Observations 

 

Figure 7.1: The figure above is the distribution of the original data. The figure 
below is the distribution of the odd rows of the original data. The figures show 

that the distributions are similar, and any conclusion with the odd rows’ data can 
be extended to the original data. 

3. A new column, ObjectId, was added at the beginning. It was a unique ID 

assigned to each observation, which refer back to any observation, if 

required. 
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4. Background-model-creation routine is invoked for the data of each 

location with proper parameters. The exact parameter values will be 

mentioned separately for each experiment while analyzing the results in 

section 7.3. First, the dataset is split into equal partitions based on input 

parameters; then, GMM is created for each of the partitions. The outliers 

in each partition can either be kept as is, or can be removed based on 

whether an input flag (the Omit_Outlier_Flag) is true or not.  Next, 

observations that are seen in most of the partitions (the threshold 

number of partitions is an input) are selected as background. Finally, a 

background model will be created using the selected background data. 

5. The distance between any two GMMs will be calculated using the Outlier 

and the Median distances. 

6. After the background is generated, the observations are ranked using the 

number of models they belong to and sorted in descending order of their 

ranks. 

7. All the analysis is done on the generated background model, the 

intermediate partitions, the distance results, and the ranked data to 

establish that the results agree with the characteristics of the raw data.  
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7.2.2 Using Fido B2 data 

The steps are almost similar to that of the Dust data except for the input 

parameter values.  Also, the data is partitioned based on unique dates of the 

observations, and then, observations are selected based on particular hour 

ranges. That is, the background created will represent the background of the 

specific-hour range.  

7.3 Results & analysis 

7.3.1 Experiment 1 – background generation and impact of 
outliers - using the Dust data 

The main goal of this experiment is to show that the generated background 

model is in agreement with the input dust data, where only the Particle Count 

attribute is considered. This is evaluated using the data of location 1. Next, the 

impact of the outliers in the background-generation process is evaluated. It is 

seen that the background model generated by removing the outliers from each 

of the partition is better than the one where the outliers were not removed from 

each partition with respect to the dust data.  
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Table 7.3 gives the parameters used to call the background-generation routine.  

As mentioned in Table 7.3, the Partition_Type is “1”, which signifies the data is 

partitioned into equal subsets, and the Number_of_Observations_per_Partition 

is 3000. The attribute that is considered for generating the model is the 3rd one, 

the Particle Count. The expected range for number of Gaussians in the model is 

set to 1:20. The number of components which results in the best BIC (the model-

selection criteria) is selected. The Model_Count_Threshold is set to 4; that is, any 

observation that belongs to at least 4 partition models, is selected as part of the 

background. The Omit_Outlier_Flag is true when the outliers are intended to be 

removed, and false if they need to be retained. The Training_Outlier_Factor is 

set to 1.5, which is used to calculate the outlier threshold (as given in Equation 

4.1) when removing outliers from each partition. The Test_Outlier_Factor is also 

set to 1.5, which is used to calculate the outlier threshold when selecting 

background observations. As the observations are very similar to each other, 

therefore a threshold of 1.5 worked well. 
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Parameter Value 

Partition_Type “1” 

Number_of_Observations_per_Partition 3000 

Columns_List 3 (dust particle counts) 

Range_of_Number_of_Components 1:20 

Model_Count_Threshold 4 

Omit_Outlier_Flag True 

Training_Outlier_Factor 1.5 

Test_Outlier_Factor 1.5 

Table 7.3: Parameters to the background-generation routine. Only the relevant 
parameters have been shown. The values of other parameters do not matter as 

they are not used. 

The background is created using the same process as explained in section 7.2.1. 

To analyze the impact of the outliers, the background-generation routine is 

invoked twice; once for generating the background with outlier removal and 

once for generating the background without outlier removal.   
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7.3.1.1  Background generation removing the outliers 

Figure 7.2 shows the histograms of th              e partitions before and after 

removing outliers for location 1 for illustration purposes. To be able to compare 

different partitions, the X-axis range has been kept same across all partitions. 

Table 7.4 gives the various statistics, namely, minimum (first quartile or 25th 

percentile) point, Median, Mean, third quartile or 75th percentile point, and the 

maximum of the partitions. The last column gives the percentage of outliers 

removed from each partitions. As seen in Table 7.4, the partitions do not contain 

any extreme values after the removal of the outliers.  

It is clear from Figure 7.2 and Table 7.4 that most of the observations are close to 

each other among the partitions. Therefore, most of them should belong to all 

the models corresponding to the partitions, and, as a result, the background 

should consist of most of the observations in the original data (96.91%) with only 

few observations (3.09%) belonging to the foreground. As depicted in Table 7.5, 

the selected background and foreground observations agree with this result.  
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Before Outlier Removal 

 
After Outlier Removal 

 

Figure 7.2: Distribution of the data of the partitions of location 1, before 
removing outliers and after removing outliers. 
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# Min. 1st Qu. Median Mean 3rd Qu. Max. % 
Outliers 

Removed 
 B A B A B A B A B A B A 

1 49 74 89 89 96 96 96.49 96.36 103 103 205 119 2.69 

2 60 79 89 90 96 96 96.56 96.37 103 103 158 114 7.31 

3 60 78 89 90 96 96 96.27 96.07 103 102 163 115 4.77 

4 20 75 89 89 96 96 95.92 96 103 103 140 120 1.75 

5 51 73 89 89 96 96 96.22 96.22 103 103 129 121 1.12 

6 46 73 89 89 96 96 95.66 95.76 102 102 132 119 2.14 

7 60 73 89 89 96 96 96.32 96.27 103 103 131 121 1.66 

8 60 75 89 89 96 96 96.09 95.83 103 103 135 118 3.02 

Table 7.4: Summary of the data from the partitions of location 1. B represents 
values before outlier removal and A represents values after outlier removal. The 
last column represents the percentage of outliers removed from each partition. 

Model_Count 
No. of 

observations 

0 669 

1 79 

2 71 

3 0 

4 147 

5 233 

6 761 

7 1500 

8 23029 
 

 
Total number of observations – 

26489 
 

Number of observations in the 
background – 25670 (96.91%) 

 
Number of observations in the 

foreground – 819 (3.09%) 

Table 7.5: The number of observations in each group based on number of models 
they belong to, with respect to Location 1 data. The outliers were removed from 

the partitions while generating the background. 

Figure 7.3 shows the distribution of the generated background and foreground 

data. As most of the data are similar to each other as shown in Figure 7.2 and 
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Table 7.4, and is around the range of 75 to 120, therefore, the background 

should be similar to that range. Table 7.6 gives the summary of the background, 

foreground, and original data for comparison purposes. From Table 7.6, it is seen 

that the background is indeed within the expected range, more specifically, it is 

within 76 to 118. 

Figure 7.3: The distribution of all the observations, the selected background, and 
the selected foreground observations of location 1. 

 Min. 1st Qu. Median Mean 3rd Qu. Max. 

All Data 20 89 96 96.19 103 205 

Background 76 89 96 96.11 103 118 

Foreground 20 72 119 98.64 121 205 

Table 7.6: The statistics of all the observations, the selected background and the 
selected foreground observations of location 1. 
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Table 7.7 shows the log-densities of some observations selected from the data, 

sorted in ascending order of the rank with respect to each subset model (SM), 

and the background model (BG). The rank is computed based on the 

Model_Count (MC), which is defined as the number of models an observation 

belongs to. The log-densities of the observations decrease as MC decreases.   

# PC MC SM1 SM2 SM3 SM4 SM5 SM6 SM7 SM8 BG 

1 99 8 -2.63 -2.66 -2.85 -2.69 -2.75 -2.75 -2.7 -2.87 -2.69 

2 112 8 -4.27 -3.91 -4.03 -4.41 -4.37 -4.47 -4.38 -3.65 -4.37 

3 91 8 -3.37 -3.39 -3.24 -3.32 -3.61 -3.37 -3.46 -3.2 -3.39 

4 86 8 -4.19 -3.69 -3.83 -4.22 -4.29 -3.93 -4.15 -3.98 -4.23 

5 96 8 -2.61 -2.71 -2.68 -2.9 -2.77 -2.88 -2.71 -2.87 -2.73 

6 89 8 -3.32 -3.04 -3.21 -3.12 -3.17 -3.31 -3.37 -3.27 -3.23 

7 84 8 -4.1 -3.98 -3.88 -4.04 -4.17 -4.28 -4.03 -3.9 -4.05 

8 100 8 -3.4 -3.27 -3.43 -3.59 -3.38 -3.33 -3.48 -3.44 -3.44 

9 92 8 -2.83 -2.76 -2.69 -2.71 -2.74 -2.75 -2.86 -2.89 -2.74 

10 108 8 -4 -3.43 -3.46 -4.09 -4.08 -4.02 -4.04 -3.68 -3.97 

11 107 8 -4.05 -3.58 -4.05 -4.1 -4.08 -4.01 -4.04 -3.97 -3.98 

12 95 8 -3.19 -3.19 -3.1 -2.98 -3.22 -2.95 -3.31 -3.1 -3.25 

13 97 8 -3.14 -3.1 -2.96 -3.27 -3.03 -3.2 -2.91 -3.18 -3.05 

14 102 8 -3.37 -3.25 -3.2 -3.21 -3.51 -3.31 -3.24 -3.19 -3.38 

15 93 8 -3.83 -4.15 -3.61 -3.8 -4.05 -3.95 -4.08 -3.68 -3.96 

16 105 8 -4.27 -3.69 -3.96 -4.21 -4.17 -4.12 -4.13 -3.84 -4.13 

17 94 8 -3.27 -3.16 -3.19 -3.49 -3.04 -3.41 -3.07 -3.16 -3.14 

18 88 8 -2.86 -2.92 -2.93 -2.8 -2.81 -2.91 -2.8 -2.88 -2.86 

19 115 7 -4.95 -11.83 -4.91 -5 -4.89 -5.23 -4.98 -4.92 -5.14 

20 116 6 -5.26 -19.34 -7.09 -5.26 -5.12 -5.57 -5.24 -4.33 -5.49 

21 120 0 -6.97 -73.8 -34.14 -6.65 -6.34 -7.33 -6.62 -18.06 -7.33 

Table 7.7: The log-densities of some of the observations selected based on 
descending order of ranks which is computed based on Model_Count (MC), which 
is the number of models an observation belongs to. PC stands for Particle Count, 

SM for subset model and BG for background model. 
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7.3.1.2  Background generation without removing the 
outliers 

Before comparing the two background models, one with the outliers and the 

other without the outliers, let us first look at some of the statistics of the 

background generation results where the outliers were not removed. Table 7.8 

shows the same statistics as given in Table 7.5, with the outliers included in this 

case. As expected, the background consists of more observations than when the 

outliers were removed. The foreground consists of 649 observations, where the 

number of outliers across each partition was 810. Since most of the extreme 

values or outliers were unique for each partition, they were not selected as 

background. But when outlier values are similar across each partition, the 

method without the removal of the outliers would have resulted in all the 

outliers being a part of the background, which is not desirable. 
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Model_Count 
No. of 

observations 

0 398 

1 0 

2 39 

3 212 

4 0 

5 99 

6 591 

7 463 

8 24687 
 

 
Total number of observations – 

26489 
 

Number of observations in the 
background – 25840 (97.45%) 

 
Number of observations in the 

foreground – 649 (2.45%) 

Table 7.8: The number of observations in each group based on number of models 
they belong to with respect to location 1 data. The outliers were not removed 

from the partitions while generating background. 

Now, we will evaluate the two approaches of background generation by 

comparing the log-densities of the common observations. We cannot directly 

compare the log-likelihood of each model as reported by the Mclust algorithm. 

Since the numbers of training observations are different in each background 

model, the model where the outliers were removed contain fewer observations 

than the model where the outliers were retained. Therefore, to evaluate the two 

methods, we compare the sum of the log-densities of the common observations 

present in the background datasets of the two models. The model results in 

higher log-likelihood is better. Table 7.9 reports the result for each of the three 

locations. The first row represents the model where outliers were not removed. 
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The second row represents the model where outliers were removed. Log-

likelihood (LL) column is the log-likelihood of the training observations 

corresponding to each model. The first three column values are reported by the 

Mclust algorithm. The log-likelihood of the common observations is present in 

the 4th column, and the last column shows the average log-likelihood of the 

common observations. For all the locations, the log-likelihood has increased 

when outliers were removed. For location 1, the log-likelihood does not increase 

much. But for location 2, the average log-likelihood is increased by 0.59% and for 

location 3, it is increased by 3.77%. Therefore, the results work in favor of the 

background generation where outliers are removed.  
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Log-

Likelihood 
(LL) 

No. of free 
parameters 

BIC 
Log-Likelihood  
of the common 

observations 
Average 

Location 1 

Keep 
Outliers 

-90529.05 23 -181291.8 -89432.96 -3.4839 

Remove 
Outliers 

-89418.68 23 -179070.9 -89418.68 -3.4834 

Location 2 

Keep 
Outliers 

-83007.09 26 -166276.6 -80222.99 -3.38 

Remove 
Outliers 

-79675.8 32 -159674 -79675.8 -3.36 

Location 3 

Keep 
Outliers 

-91415.35 32 -183158.1 -84330.44 -3.18 

Remove 
Outliers 

-81050.43 40 -162508.2 -81050.43 -3.06 

Table 7.9: Comparing the background-generation approaches, where in one case, 
outliers were removed, and in the other one, they were kept. The log-likelihood of 

the common observations are compared. Average is the average of the log-
likelihood of the common observations. 

7.3.2 Experiment 2 – evaluating outlier and median distance 
functions with respect to the PM 2.5 data 

The main aim of this experiment is to evaluate the two distance measures – the 

Outlier distance and the Median distance with respect to the PM 2.5 data. This is 

achieved by calculating the distance between the backgrounds of the three 
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locations, and then to show that they are in good agreement with the actual 

distribution of the backgrounds.   

The parameters used for generating the background is same as described in 

Table 7.3. For the Outlier distance, the factor that was used to calculate the 

distance is five. The high value was chosen so that the distance between the 

same models is zero. For example, when the factor was 1.5, although the 

distance of location 1 with itself was very small, but it was not zero. This is 

because the density decreases with decreasing rank, as explained earlier in Table 

7.7. As most of the observations have Model_Count as eight (the highest rank), 

most of the densities lie around densities of those observations. Therefore, a 

higher factor is desired if we want to have a distance of zero for same models. 

Table 7.10 gives the various statistics of the densities of the training observations 

with respect to the corresponding background models for each location, and the 

threshold value considering various factor values. As can be seen, choosing a 

factor of five results in the distance between same models to be zero for all the 

locations. 
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Min. 
1st 
Qu. 

3rd 
Qu. 

Max. 
 Outlier Threshold 

Factors ->  1.5 3 5 10 

-6.32 -4.05 -2.75 -2.59 Location1 -6.00 -7.96 -10.56 -17.08 

-5.77 -3.73 -2.91 -2.59 Location2 -4.97 -6.21 -7.86 -11.98 

-6.64 -3.28 -2.50 -1.85 Location3 -4.45 -5.62 -7.19 -11.10 

Table 7.10: The outlier-threshold value for each background model considering 
various factor values. 

Table 7.11 gives the Outlier distance between the three background models and 

Table 7.12 gives the Median distance for the same. From the distance values, it 

can be said that locations 1 and 2 are very similar. But location 3 is very different 

from the other two locations. 

 Location – 1 Location – 2 Location – 3 

Location – 1 0.00 1.11 98.06 
Location – 2  0.00 100.00 
Location – 3   0.00 

Table 7.11: Outlier distance between the background models of the three 
locations. 
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 Location – 1 Location – 2 Location – 3 

Location – 1 0.00 0.02 4.83 
Location – 2  0.00 6.36 
Location – 3   0.00 

Table 7.12: Median distance between the background models of the three 
locations. 

To evaluate the distance functions, the distribution of the background 

observations for the three locations are compared. Figure 7.4 displays the same. 

It is clear from Figure 7.4 that the observations are similar for locations 1 and 2, 

but are very different for location 3. Therefore, the distance computed is 

validated with respect to the PM 2.5 data. 

 

Figure 7.4: The distribution of the background observations of the three 
locations. 
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7.3.3  Experiment 3 – evaluating the toolbox functions with 
respect to the Fido B2 data 

We have already seen that the background-generation algorithm (especially the 

one where the outliers were removed) and the two distance functions yield 

positive results when applied to the univariate Dust dataset. In this section, we 

will further evaluate the above mentioned methods using the two dimensional 

dataset obtained from the Fido B2 sensor. 

Here, the goal is to create background model for a specific time frame, 12:00:00 

to 13:59:59 (2 hours). The approach is the same as explained in section 7.2.2. 

The data contains observations for 8 consecutive days and each day had around 

3600 observations for the time window under consideration, after selecting only 

the odd rows. There were a total of 28427 observations. Figure 7.5 shows the 

distribution of the original data for the specific time frame across all days. The 

observations are marked in different color based on days. The X-axis represents 

the Small Particle Counts and the Y-axis represents the Large Particle Counts. It is 

clear from Figure 7.5 that, unlike the Dust data, the partitions of the Fido dataset 

are very different from each other. 
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Figure 7.5: The distribution of the Small and Large Particle Counts of the 
observations of the Fido B2 sensor data for the time period 12:00:00 to 13:59:59. 

The X-axis represents the Small Particle Counts and the Y-axis represents the 
Large Particle Counts. The different colors represent different days. 

Table 7.13 gives the parameters used to call the background-generation routine.  

As mentioned in Table 7.13, the Partition_Type is “3”, which signifies that the 

data is partitioned based on unique values in Attribute_1_Column (the date 

portion of the time in this case). Only those rows were selected where the value 

in the Attribute_2_Column (the hour of the time in this case) is either “12” or 

“13”. Therefore, observations belonging to the time frame 12:00:00 to 13:59:59 

are selected. The attributes considered for generating the model are the 4th and 
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5th ones, which are the Small and Large Particle Counts, respectively. The 

expected range for number of Gaussians in the model is set to 1:20. The number 

of components which results in best BIC (the model-selection criteria) is 

selected. The Model_Count_Threshold is set to three; that is, any observation 

that belongs to at least three partition models is selected as part of the 

background. Lower threshold was chosen because the data across each partition 

were not very similar to each other and, therefore, the threshold was reduced to 

choose a sufficient number of observations. In real-world applications, these 

algorithms would be applied to particle-level data and in that case, particles that 

are normal to any location will be present almost every day. As a result, a higher 

threshold can be used. Omit_Outlier_Flag is true when the outliers are intended 

to be removed and false if they need to be retained. The Training_Outlier_Factor 

is set to 1.5, which is used to calculate the outlier threshold, as given in Equation 

4.1, when removing outliers from each partition. The Test_Outlier_Factor is also 

set to ten, which is used to calculate the outlier threshold when selecting 

background observations. This is because the density decreases as the 

Model_Count_Threshold decreases (as will be explained later). 
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Parameter Value 

Partition_Type “3” 

Attribute_1_Column 3 

Attribute_1_Start_Index 2 

Attribute_1_End_Index 11 

Attribute_2_Column 3 

Attribute_2_Start_Index 13 

Attribute_2_End_Index 14 

Attribute_2_Values “12”,”13” 

Model_Count_Threshold 3 

Omit_Outlier_Flag True 

Training_Outlier_Factor 1.5 

Test_Outlier_Factor 5 

Columns_List 4:5 

Range_of_Number_of_Components 1:20 

Table 7.13: Parameters to the background-generation routine for the Fido data. 
Only the relevant parameters have been shown. The values of the other 

parameters do not matter as they are not used. 

The first step in the process is to partition the data and remove outliers if the 

Omit_Outlier_Flag is true. Figures 7.6 (a) and 7.6 (b) show the distribution of the 

observations in each partition, before and after outlier removal. It can be seen 

that the observations in the less dense areas have been identified as outliers and 

removed, resulting in smoother distribution. 
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Before Outlier Removal After Outlier Removal 

  

  

  

  

Figure 7.6(a): The distribution of the Small and Large Particle Counts of the 
observations of the Fido B2 sensor data for partition 1-4, before and after outlier 

removal. 
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Before Outlier Removal After Outlier Removal 

  

  

  

  

Figure 7.6(b): The distribution of the Small and Large Particle Counts of the 
observations of the Fido B2 sensor data for partition 5-8, before and after outlier 

removal. 
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In the next step, we determine how many models each observation belongs to; 

that is, each model votes either for, or against an observation. If the sum of the 

votes for an observation is greater than 3 (which is the 

Model_Count_Threshold), then it is selected as the background. In this case, we 

choose the Test_Outlier_Factor value as five. Figure 7.7 displays the distribution 

of the original data, the data after outlier removal, the selected background and 

foreground observations. In Figure 7.7, there are many subsets which overlap in 

the area where Small Particle Count is around 500 – 3500, and 3750 – 5000, and 

Large Particle Count is around 200 – 600, and 900 – 1350. The range is very close 

to the range of the observations in the selected background data, as can be seen 

from the distribution of the background data. The foreground, on the other 

hand, consists of less overlap regions and outliers, which had been removed 

before creating each of the partition model. Table 7.14 gives some statistics of 

the background and foreground observations with respect to the number of 

models each observation belongs to, as selected by the method where outliers 

were removed. If we assume the particle count attributes as some particle-level 

attribute measurements, then the particles which are seen frequently in a region 

will be present every day, and, as a result, they will be present in all subsets and 
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will be part of the overlap region. Thus, the algorithm will be able to find them as 

background, as shown in Figure 7.7. 

Original Data 

 

Data after Outlier Removal 

 

Background & Foreground 

 

Figure 7.7: The distribution of original data, data after outlier removal, the 
selected background and  foreground data. 
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Model_Count 
No. of 

observations 

0 160 

1 2428 

2 9701 

3 14371 

4 1767 

5 0 

6 0 

7 0 

8 0 
 

 
Total number of observations – 

28427 
 

Number of observations in the 
background – 16138 (56.77%) 

 
Number of observations in the 
foreground – 12289 (43.23%) 

Table 7.14: The number of observations in each group based on number of 
models they belong to, with respect to selected Fido data. The outliers were 
removed from the partitions before generating the background. 

To evaluate the two approaches, we will follow the same approach as done for 

the Dust data; that is, record the sum of the log-densities of the common 

observations in the background datasets and then evaluate their performance. 

The various statistics of the two models are provided in Table 7.15, along with 

the log-likelihood of the common observations between the models. In this case 

also, the average log-likelihood of the common observations is increased by 

0.88% in the model where outliers were removed prior to generating 

background model. Therefore, in this case also, the results work in favor of the 

approach where outliers were removed. 
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Log-

Likelihood 
(LL) 

No. of free 
parameters 

BIC 
Log-Likelihood  
of the common 

observations 
Average 

Keep 
Outliers 

-226026.4 119 -453220.8 -190470.2 -12.15 

Remove 
Outliers 

-195106.8 101 -391192.3 -188795.9 -12.04 

Table 7.15: Comparing the background-generation approaches for the Fido data, 
where in one case outliers were removed, and in the other one, they were 
retained. The log-likelihood of the common observations are compared. 

Now, we evaluate the Outlier and Median distances to check if they work as 

expected with respect to the Fido data. For this purpose, we compare the 

observations of different days for the time window 12:00:00 to 13:59:59. The 

Outlier and Median distances across each partition is given in Table 7.16 and 

Table 7.17, respectively. The factor used to calculate the outlier threshold, as 

given by Equation 4.1, is five. The reason for choosing five as the factor is similar 

to that explained for the dust dataset. In short, this factor value yielded a 

distance of zero when invoked on the same partitions.  

  



 101  
 

 P1 P2 P3 P4 P5 P6 P7 P8 

P1 0 50 100 99.97 31.23 100 100 100 

P2  0 13.74 3.99 48.22 68.36 89.3 75.79 

P3   0 24.77 72.27 100 100 100 

P4    0 98.93 100 100 100 

P5     0 80.89 100 100 

P6      0 100 100 

P7       0 19.01 

P8        0 

Table 7.16: Outlier distances between different partitions of the Fido data for the 
time period 12:00:00 to 13:59:59. 

 P1 P2 P3 P4 P5 P6 P7 P8 

P1 0 2.48 2.56 2.77 0.68 2.35 4.91 4.69 

P2  0 0.36 0.07 1.02 2.32 1.81 1.59 

P3   0 0.48 1.28 2.59 3.31 3.03 

P4    0 1.27 3.08 2.57 2.32 

P5     0 1.72 3.01 2.74 

P6      0 3.94 3.8 

P7       0 0.23 

P8        0 

Table 7.17: Median distances between different partitions of the Fido data for 
the time period 12:00:00 to 13:59:59. 

Let us now evaluate the result by focusing on specific partitions. According to the 

distance functions, partitions 7 & 8 are very different from the rest of the 

partitions, which can be easily validated by looking at the distributions of the 

partitions as shown in Figure 7.4.; partitions 7 and 8 are far away from all other 

partitions. On the other hand, partitions 2 and 4, partitions 2 and 3, and 
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partitions 7 and 8 are similar to each other. To validate these results, the 

distribution of the relevant partitions are plotted together, which is shown in 

Figure 7.8. From Figure 7.8, it is clear that the distances are actually in 

agreement with the input dataset. For partitions 2 and 3, although it looks like 

partition 2 is widespread as compared to partition 3, but in reality the non-

overlapping region is not very dense, which can be observed by looking at the 

summary statistics of the observations as given in Table 7.18. From Table 7.18, it 

can be seen that the 1st quartile, median, and the 3rd quartile are close enough 

for partitions 2 & 3. Also, partition 1 is different from partition 2 and 7, but as 

partition 7 is farther from partition 1 as compared to partition 2, therefore, the 

distance between partition 1 and 7 is higher than the distance between partition 

1 and 2. All the distances can be evaluated in similar fashion and it is seen that 

they are in agreement with the actual distribution of the partitions. 
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Partition 2 & 4 

 

Partition 2 & 3 

 
 

Partition 7 & 8 

 
 

Partition 1, 2 & 7 

 

Figure 7.8: The distribution of relevant partitions, the distances between whom is 
being evaluated.  
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# Min. 1st Qu. Median Mean 3rd Qu. Max. 

 SP LP SP LP SP LP SP LP SP LP SP LP 

1 1229 233 1347 275 1411 293 1403 294.6 1455 313 1575 369 

2 1967 353 2209 415 2334 435 2685 485.4 2725 491 8381 987 

3 1779 349 1961 397 2041 421 2091 426.7 2216 452.8 2660 555 

4 1761 264 2150 379 2394 426 2585 469.1 2935 541 4454 862 

5 879 197 1110 247 1194 266 1223 275.8 1285 291 2107 483 

6 831 201 1011 324 1107 427 1133 453.5 1231 553 1588 967 

7 3981 1019 4262 1139 4453 1196 4479 1222 4704 1285 5157 1576 

8 3492 922 3939 1057 4225 1135 4263 1134 4573 1201 5287 1403 

Table 7.18: The various statistics of the partitions, the distances between whom 
is being evaluated. 

Before concluding the chapter, we will now take a closer look at the background 

model generated for the Fido data, when outliers were removed. This will help 

to understand the model-selection criteria, BIC, and whether it is working as 

expected; that is, whether the model complexity is considered while fitting a 

GMM. Figure 7.9 shows the background model under consideration. 
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Figure 7.9: The background data distribution of the selected Fido data filtered 
using outlier removal approach. 

Looking at Figure 7.9, it seems that there are 4 clusters, but the Mclust algorithm 

fits a 17-component GMM, which might appear strange at first. To analyze this, 

we separately generated GMMs with various component sizes on the same 

background dataset and compared them with each other to determine the best 

model. Table 7.19 gives the various statistics of the different GMMs including the 

17-component GMM that was generated by Mclust. The log-likelihood of the 17-

component GMM is poorer than 18, 19 or 20-component GMMs, but it is 

preferred over the rest of the models as the BIC is best in the 17-component 

case. Therefore, BIC is working as expected as it is penalizing models with higher 
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complexity. It is to be noted that the log-likelihood is not improving significantly 

by increasing the number of components after a certain point (in this case after 

17-components); therefore, it is better to stick with 17-component GMM as the 

model quality is not improving significantly by increasing the number of 

components after that point. 

 
Log-

Likelihood 
(LL) 

Average Log 
Likelihood 

No. of free 
parameters 

BIC 

17-components -195106.8 -12.0906 101 -391192.3 

2-components -202308.2 -12.5369 11 -404722.9 

3-components -198393.1 -12.2943 17 -396950.9 

4-components -196911.8 -12.2025 23 -394046.5 

5-components -196651.3 -12.1864 29 -393583.6 

18-components -195084.1 -12.0892 107 -391204.9 

19-components -195056.7 -12.0875 113 -391208.2 

20-components -195038.7 -12.0864 119 -391230.4 

Table 7.19: Various statistics of the GMMs fitted to the same background data by 
varying the number of components. One is selected through the Mclust 

algorithm, which has 17 Gaussians. 

From the above set of experiments using the Fido and Dust data, it is seen that 

the background-generation routine and the distance functions work well with 

these datasets. Moreover, the results suggest that the approach, where outliers 

were removed while selecting the background observation, yielded better 

models.   
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8. Conclusions & Future Work 

The work in this thesis is motivated by the growing need for bio-threat 

detection. Specifically, the thesis addresses one of the more important 

considerations towards building a solution to detect bio-threats, namely, 

background modeling. Background here refers to observations that are typically 

seen in a location. An algorithm is proposed that creates background models, 

which has two variations. In one case, the outliers are removed from each of the 

partition models, and in the other, the outliers are retained. The algorithm is 

evaluated on two real-world datasets that were obtained from aerosol sensors 

deployed on the campus of the University of Houston. From the results, it is seen 

that the generated background models are in good agreement with the input 

data. Moreover, we observed that the approach where outliers were removed, 

yielded better results with respect to the two experiments we conducted.  

We also propose two new distance functions, the Outlier and the Median 

distance, which provide the distance between two sets of sensor readings by 

utilizing their corresponding GMMs. The results obtained thereof are in good 

agreement with the input data. The distance functions are unique in the sense 
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that they are based on novel statistical information, namely, outliers and 

medians. Moreover, they utilize the log-densities of the actual training 

observations in order to compute the distances, unlike the existing distance 

measures, namely, Kullback-Leibler divergence and Hellinger distance, which are 

based on some generalized sampling criteria.  

The aforementioned functions have been developed as a Sensor Modeling 

Toolbox and they are quite generic in nature; that is, they can be easily extended 

to areas where similar problems exist, as long as the attributes are continuous. 

As the various functionalities are evaluated on simple datasets, which lack the 

ground truth; therefore, any definite conclusion can only be made after 

evaluating the dataset with some labeled, real-world data, which represent 

ground truths. However, from the initial results on the two datasets, it is clear 

that the toolbox is definitely useful as the base framework for creating a 

background model. It can also be used for assessing similarity between two 

models. The toolbox assumes that the data comes from Gaussian mixture 

distribution; in case it is not true, the functions might not perform as expected. 

In summary, from the experimental results, we can conclude that the Sensor 

Modeling Toolbox can be a useful means for bio-threat detection. 
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For future work, one of the most important future tasks is to further validate the 

effectiveness of the functions using labeled data, which was, unfortunately, not 

available during the course of this work. Also, important consideration should be 

given to the model-selection criteria. In this work, we use BIC as it is popular and 

well established; but other alternative model-selection criteria could be studied 

and compared with BIC. Also, there are some existing approaches for finding the 

difference between two GMMs; for example, the Kullback-Leibler divergence or 

Hellinger distance. The proposed distance measures should be compared with 

the various existing measures to further evaluate their effectiveness. Moreover, 

to determine the best model by comparing two similar models, we currently 

compare the average log-likelihood of the common observations between the 

two models; for example, when comparing the background models created by 

removing the outliers and by retaining the outliers. However, the alternative 

ways for comparing two similar models could be explored, where the numbers of 

observations are not similar. Another area of focus could be to develop an 

automated method for deciding the various input parameters to the functions, 

such as, the factor to be used to compute the outlier threshold, the required 

number of Gaussian components, and the Model_Count_Threshold (used to 

decide which observations are parts of the background).  
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